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Combine Python's ML/AI ecosystem with Erlang's concurrency.
Run Python code from Erlang or Elixir with true parallelism, async/await support,
and seamless integration. Build AI-powered applications that scale.
Overview
erlang_python embeds Python into the BEAM VM, letting you call Python functions,
evaluate expressions, and stream from generators - all without blocking Erlang
schedulers.
Parallelism options:
	Worker mode (default, recommended) - Works with any Python version. With free-threaded Python (3.13t+), provides true parallelism automatically.
	OWN_GIL sub-interpreters (Python 3.14+) - Each interpreter has its own GIL, true parallelism.
	BEAM processes - Fan out work across lightweight Erlang processes.

Key features:
	Process-bound environments - Each Erlang process gets isolated Python state, enabling OTP-supervised Python actors
	Async/await - Call Python async functions, gather results, stream from async generators
	Dirty NIF execution - Python runs on dirty schedulers, never blocking the BEAM
	Elixir support - Works seamlessly from Elixir via the :py module
	Bidirectional calls - Python can call back into registered Erlang/Elixir functions
	Message passing - Python can send messages directly to Erlang processes via erlang.send()
	Type conversion - Automatic conversion between Erlang and Python types (including PIDs)
	Streaming - Iterate over Python generators chunk-by-chunk
	Virtual environments - Activate venvs for dependency isolation
	AI/ML ready - Examples for embeddings, semantic search, RAG, and LLMs
	Logging integration - Python logging forwarded to Erlang logger
	Distributed tracing - Span-based tracing from Python code
	Security sandbox - Blocks fork/exec operations that would corrupt the VM

Requirements
	Erlang/OTP 27+ (tested on OTP 27, 28, and 29)
	Python 3.12+ (3.13+ for free-threading)
	C compiler (gcc, clang)

Building
rebar3 compile

Quick Start
Erlang
%% Start the application
application:ensure_all_started(erlang_python).

%% Call a Python function
{ok, 4.0} = py:call(math, sqrt, [16]).

%% With keyword arguments
{ok, Json} = py:call(json, dumps, [#{foo => bar}], #{indent => 2}).

%% Evaluate an expression
{ok, 45} = py:eval(<<"sum(range(10))">>).

%% Evaluate with local variables
{ok, 25} = py:eval(<<"x * y">>, #{x => 5, y => 5}).

%% Async calls with await
Ref = py:spawn_call(math, factorial, [100]),
{ok, Result} = py:await(Ref).

%% Fire-and-forget (no result)
ok = py:cast(erlang, send, [self(), {done, <<"task1">>}]).

%% Streaming from generators
{ok, [0,1,4,9,16]} = py:stream_eval(<<"(x**2 for x in range(5))">>).
Elixir
# Start the application
{:ok, _} = Application.ensure_all_started(:erlang_python)

# Call Python functions
{:ok, 4.0} = :py.call(:math, :sqrt, [16])

# Evaluate expressions
{:ok, result} = :py.eval("2 + 2")

# With variables
{:ok, 100} = :py.eval("x * y", %{x: 10, y: 10})

# Call with keyword arguments
{:ok, json} = :py.call(:json, :dumps, [%{name: "Elixir"}], %{indent: 2})
Erlang/Elixir Functions Callable from Python
Register Erlang or Elixir functions that Python code can call back into:
Erlang
%% Register a function
py:register_function(my_func, fun([X, Y]) -> X + Y end).

%% Call from Python - native import syntax (recommended)
{ok, Result} = py:exec(<<"
from erlang import my_func
result = my_func(10, 20)
">>).
%% Result = 30

%% Or use attribute-style access
{ok, 30} = py:eval(<<"erlang.my_func(10, 20)">>).

%% Legacy syntax still works
{ok, 30} = py:eval(<<"erlang.call('my_func', 10, 20)">>).

%% Unregister when done
py:unregister_function(my_func).
Elixir
# Register an Elixir function
:py.register_function(:factorial, fn [n] ->
  Enum.reduce(1..n, 1, &*/2)
end)

# Call from Python - native import syntax
{:ok, 3628800} = :py.exec("""
from erlang import factorial
result = factorial(10)
""")

# Or use attribute-style access
{:ok, 3628800} = :py.eval("erlang.factorial(10)")
Python Calling Syntax
From Python code, registered Erlang functions can be called in three ways:
# 1. Import syntax (most Pythonic)
from erlang import my_func
result = my_func(10, 20)

# 2. Attribute syntax
import erlang
result = erlang.my_func(10, 20)

# 3. Explicit call (legacy)
import erlang
result = erlang.call('my_func', 10, 20)
All three methods are equivalent. The import and attribute syntaxes provide
a more natural Python experience.
Reentrant Callbacks
Python→Erlang→Python callbacks are fully supported. When Python code calls
an Erlang function that in turn calls back into Python, the system handles
this transparently without deadlocking:
%% Register an Erlang function that calls Python
py:register_function(double_via_python, fun([X]) ->
    {ok, Result} = py:call('__main__', double, [X]),
    Result
end).

%% Define Python functions
py:exec(<<"
def double(x):
    return x * 2

def process(x):
    from erlang import call
    # This calls Erlang, which calls Python's double()
    doubled = call('double_via_python', x)
    return doubled + 1
">>).

%% Test the full round-trip
{ok, 21} = py:call('__main__', process, [10]).
%% 10 → double_via_python → double(10)=20 → +1 = 21
The implementation uses a suspension/resume mechanism that frees the dirty
scheduler while the Erlang callback executes, preventing deadlocks even with
multiple levels of nesting.
Shared State Between Workers
Python workers don't share namespace state, but you can share data via the
built-in state API:
From Python
from erlang import state_set, state_get, state_delete, state_keys
from erlang import state_incr, state_decr

# Store data (survives across calls, shared between workers)
state_set('my_key', {'data': [1, 2, 3], 'count': 42})

# Retrieve data
value = state_get('my_key')  # {'data': [1, 2, 3], 'count': 42}

# Atomic counters (thread-safe, great for metrics)
state_incr('requests')       # returns 1
state_incr('requests', 10)   # returns 11
state_decr('requests')       # returns 10

# List keys
keys = state_keys()  # ['my_key', 'requests', ...]

# Delete
state_delete('my_key')
From Erlang/Elixir
%% Store and fetch
py:state_store(<<"my_key">>, #{value => 42}).
{ok, #{value := 42}} = py:state_fetch(<<"my_key">>).

%% Atomic counters
1 = py:state_incr(<<"hits">>).
11 = py:state_incr(<<"hits">>, 10).
10 = py:state_decr(<<"hits">>).

%% List keys and clear
Keys = py:state_keys().
py:state_clear().
This is backed by ETS with {write_concurrency, true}, so counters are atomic and fast.
Process-Bound Python Environments
Each Erlang process gets its own isolated Python namespace. Variables, imports, and objects defined in one process are invisible to others, even when using the same interpreter.
%% Process A defines state
spawn(fun() ->
    Ctx = py:context(1),
    ok = py:exec(Ctx, <<"counter = 0">>),
    {ok, 0} = py:eval(Ctx, <<"counter">>)
end).

%% Process B - same context, but isolated namespace
spawn(fun() ->
    Ctx = py:context(1),
    %% 'counter' is undefined here - different process
    {error, _} = py:eval(Ctx, <<"counter">>)
end).
This enables OTP-style patterns for Python:
-module(py_counter).
-behaviour(gen_server).

init([]) ->
    Ctx = py:context(),
    ok = py:exec(Ctx, <<"
class Counter:
    def __init__(self): self.value = 0
    def incr(self): self.value += 1; return self.value

counter = Counter()
">>),
    {ok, #{ctx => Ctx}}.

handle_call(incr, _From, #{ctx := Ctx} = State) ->
    {ok, Value} = py:eval(Ctx, <<"counter.incr()">>),
    {reply, Value, State}.
Resetting Python state is simple: terminate the process. Supervisors can restart it with a fresh environment. No need for manual cleanup.
See Process-Bound Environments for patterns like ML pipelines, stateful actors, and supervision strategies.
Async/Await Support
Call Python async functions without blocking:
%% Call an async function
Ref = py:async_call(aiohttp, get, [<<"https://api.example.com/data">>]),
{ok, Response} = py:async_await(Ref).

%% Gather multiple async calls concurrently
{ok, [Users, Posts, Comments]} = py:async_gather([
    {aiohttp, get, [<<"https://api.example.com/users">>]},
    {aiohttp, get, [<<"https://api.example.com/posts">>]},
    {aiohttp, get, [<<"https://api.example.com/comments">>]}
]).
Parallel Execution with Sub-interpreters
True parallelism without GIL contention using Python 3.14+ OWN_GIL sub-interpreters:
%% Execute multiple calls in parallel across OWN_GIL sub-interpreters
%% Requires Python 3.14+
{ok, Results} = py:parallel([
    {math, factorial, [100]},
    {math, factorial, [200]},
    {math, factorial, [300]},
    {math, factorial, [400]}
]).
%% Each call runs in its own interpreter with its own GIL
For Python 3.12/3.13 the public modes are worker (default) and owngil (Python 3.14+ only). Earlier versions run all contexts under the shared main interpreter via dedicated worker threads — namespace isolation between contexts is local-dict based, not via subinterpreters.
Parallel Processing with BEAM Processes
Leverage Erlang's lightweight processes for massive parallelism:
%% Register parallel map function
py:register_function(parallel_map, fun([FuncName, Items]) ->
    Parent = self(),
    Refs = [begin
        Ref = make_ref(),
        spawn(fun() ->
            Result = execute(FuncName, Item),
            Parent ! {Ref, Result}
        end),
        Ref
    end || Item <- Items],
    [receive {Ref, R} -> R after 5000 -> timeout end || Ref <- Refs]
end).

%% Call from Python - processes 10 items in parallel
{ok, Results} = py:eval(
    <<"__import__('erlang').call('parallel_map', 'compute', items)">>,
    #{items => lists:seq(1, 10)}
).
Benchmark Results (from examples/erlang_concurrency.erl):
Sequential: 10 Python calls × 100ms each = 1.01 seconds
Parallel:   10 BEAM processes calling Python = 0.10 seconds
The speedup is linear with the number of items when work is I/O-bound or
distributed across sub-interpreters.
Virtual Environment Support
%% Activate a venv
ok = py:activate_venv(<<"/path/to/venv">>).

%% Use packages from venv
{ok, Model} = py:call(sentence_transformers, 'SentenceTransformer', [<<"all-MiniLM-L6-v2">>]).

%% Deactivate when done
ok = py:deactivate_venv().
Logging and Tracing
Python Logging to Erlang Logger
Forward Python logging messages to Erlang's logger:
%% Configure Python logging
ok = py:configure_logging(#{level => info}).

%% Python logs now appear in Erlang logger
ok = py:exec(<<"
import logging
logging.info('Hello from Python!')
logging.warning('Something needs attention')
">>).
From Python, you can also set up logging explicitly:
import erlang
erlang.setup_logging(level=20)  # 20 = INFO
Distributed Tracing
Collect trace spans from Python code:
%% Enable tracing
ok = py:enable_tracing().

%% Run Python code with spans
ok = py:exec(<<"
import erlang

with erlang.Span('process-request', user_id=123):
    with erlang.Span('query-database'):
        pass  # database work
    with erlang.Span('format-response'):
        pass  # formatting work
">>).

%% Retrieve collected spans
{ok, Spans} = py:get_traces().
%% Spans = [#{name => <<"query-database">>, status => ok, duration_us => 42, ...}, ...]

%% Clean up
ok = py:clear_traces().
ok = py:disable_tracing().
Use the @erlang.trace() decorator for automatic function tracing:
import erlang

@erlang.trace()
def my_function():
    return compute_something()
See docs/logging.md for details.
Examples
The examples/ directory contains runnable demonstrations:
Semantic Search
# Setup
python3 -m venv /tmp/ai-venv
/tmp/ai-venv/bin/pip install sentence-transformers numpy

# Run
escript examples/semantic_search.erl

RAG (Retrieval-Augmented Generation)
# Setup (also install Ollama and pull a model)
/tmp/ai-venv/bin/pip install sentence-transformers numpy requests
ollama pull llama3.2

# Run
escript examples/rag_example.erl

AI Chat
escript examples/ai_chat.erl

Erlang Concurrency from Python
# Demonstrates 10x speedup with BEAM processes
escript examples/erlang_concurrency.erl

Elixir Integration
elixir --erl "-pa _build/default/lib/erlang_python/ebin" examples/elixir_example.exs

Logging and Tracing
escript examples/logging_example.erl

API Reference
Function Calls
{ok, Result} = py:call(Module, Function, Args).
{ok, Result} = py:call(Module, Function, Args, KwArgs).
{ok, Result} = py:call(Module, Function, Args, KwArgs, Timeout).

%% Async with result
Ref = py:spawn_call(Module, Function, Args).
{ok, Result} = py:await(Ref).
{ok, Result} = py:await(Ref, Timeout).

%% Fire-and-forget (no result returned)
ok = py:cast(Module, Function, Args).
Expression Evaluation
{ok, 42} = py:eval(<<"21 * 2">>).
{ok, 100} = py:eval(<<"x * y">>, #{x => 10, y => 10}).
{ok, Result} = py:eval(Expression, Locals, Timeout).
Streaming
{ok, Chunks} = py:stream(Module, GeneratorFunc, Args).
{ok, [0,1,4,9,16]} = py:stream_eval(<<"(x**2 for x in range(5))">>).
Callbacks
py:register_function(Name, fun([Args]) -> Result end).
py:register_function(Name, Module, Function).
py:unregister_function(Name).
Memory and GC
{ok, Stats} = py:memory_stats().
{ok, Collected} = py:gc().
ok = py:tracemalloc_start().
ok = py:tracemalloc_stop().
Logging
ok = py:configure_logging().
ok = py:configure_logging(#{level => info, format => <<"%(name)s: %(message)s">>}).
Tracing
ok = py:enable_tracing().
ok = py:disable_tracing().
{ok, Spans} = py:get_traces().
ok = py:clear_traces().
Type Mappings
Erlang to Python
	Erlang	Python
	integer()	int
	float()	float
	binary()	str
	atom()	str
	true / false	True / False
	none / nil	None
	list()	list
	tuple()	tuple
	map()	dict

Python to Erlang
	Python	Erlang
	int	integer()
	float	float()
	str	binary()
	bytes	binary()
	True / False	true / false
	None	none
	list	list()
	tuple	tuple()
	dict	map()

Configuration
%% sys.config
[
  {erlang_python, [
    {num_contexts, 8},          %% Number of contexts (default: schedulers)
    {context_mode, worker},     %% worker | owngil
    {max_concurrent, 17}        %% Max concurrent operations (default: schedulers * 2 + 1)
  ]}
].
Execution Modes
Context Modes
When creating Python contexts, you can choose the execution mode:
	Mode	Python Version	Description
	worker	Any	Dedicated pthread per context, main interpreter namespace (default)
	owngil	3.14+	Dedicated pthread + subinterpreter with its own GIL, true parallelism

%% Default: worker mode (recommended)
%% With free-threaded Python (3.13t+), provides true parallelism automatically
{ok, Ctx} = py_context:new(#{}).

%% OWN_GIL mode for true parallelism (Python 3.14+ required)
%% Each context runs in its own pthread with independent GIL
{ok, Ctx} = py_context:new(#{mode => owngil}).
Worker mode is recommended because it works with any Python version and automatically benefits from free-threaded Python (3.13t+) when available. Each context owns a dedicated pthread, providing stable thread affinity for libraries with thread-local state (numpy, torch, tensorflow).
Why OWN_GIL requires Python 3.14+: Some C extensions (e.g., _decimal, numpy) have global state bugs in sub-interpreters on Python 3.12/3.13. These are fixed in Python 3.14.
Runtime Detection
Check the current execution mode (mirrors the context_mode application env):
py:execution_mode().  %% => worker | owngil
	Mode	Python Version	Parallelism
	worker (default)	Any	One pthread per context; true parallelism on free-threaded 3.13t+
	owngil	3.14+	Per-interpreter GIL, true parallelism across contexts

Error Handling
{error, {'NameError', "name 'x' is not defined"}} = py:eval(<<"x">>).
{error, {'ZeroDivisionError', "division by zero"}} = py:eval(<<"1/0">>).
{error, timeout} = py:eval(<<"sum(range(10**9))">>, #{}, 100).
Documentation
	Getting Started
	Process-Bound Environments - Isolated Python state per Erlang process
	AI Integration Guide
	Type Conversion
	Context Affinity
	Scalability
	Streaming
	Threading
	Logging and Tracing
	Asyncio Event Loop - Erlang-native asyncio with TCP/UDP support
	Reactor - FD-based protocol handling
	Security - Sandbox and blocked operations
	Changelog

License
Apache-2.0


  

    Inspiration Guide

Erlang's reliability meets Python's AI ecosystem.
erlang_python lets you build fault-tolerant, distributed Python workloads with the battle-tested BEAM runtime. This guide showcases what's possible.
AI/ML at Scale
Parallel Embedding Generation
Leverage Erlang's lightweight processes to parallelize embedding generation:
%% Sequential: 10 items x 100ms = 1 second
Sequential = [embed(Item) || Item <- Items].

%% Parallel with Erlang processes: ~100ms total (10x speedup)
py:register_function(parallel_map, fun([FuncName, Items]) ->
    Parent = self(),
    Refs = [begin
        Ref = make_ref(),
        spawn(fun() ->
            Result = process(FuncName, Item),
            Parent ! {Ref, Result}
        end),
        Ref
    end || Item <- Items],
    [receive {Ref, R} -> R after 5000 -> timeout end || Ref <- Refs]
end).

%% Call from Python
{ok, Results} = py:eval(<<"erlang.call('parallel_map', 'embed', texts)">>).
Real benchmark results:
Sequential (10 items x 100ms): 1.01 seconds
Parallel (10 Erlang processes): 0.10 seconds
Speedup: 10x faster
RAG System with Distributed Retrieval
Build production RAG systems with Erlang orchestration:
-module(rag).

query(Question, Index) ->
    %% 1. Embed the question
    {ok, QueryEmb} = py:call(ai_helpers, embed_single, [Question]),

    %% 2. Retrieve top-k similar documents (parallel across nodes)
    TopK = parallel_search(QueryEmb, Index, 3),
    Context = iolist_to_binary([Doc || {Doc, _Score} <- TopK]),

    %% 3. Generate answer with LLM
    {ok, Answer} = py:call(ai_helpers, generate, [Question, Context]),
    Answer.
LLM Integration
Works with OpenAI, Anthropic, and local models:
%% OpenAI
py:exec(<<"
from openai import OpenAI
client = OpenAI()
">>),
{ok, Response} = py:eval(<<"
client.chat.completions.create(
    model='gpt-4',
    messages=[{'role': 'user', 'content': prompt}]
).choices[0].message.content
">>, #{prompt => <<"Explain OTP">>}).

%% Local with Ollama
{ok, Response} = py:eval(<<"
import requests
requests.post('http://localhost:11434/api/generate',
    json={'model': 'llama3.2', 'prompt': prompt, 'stream': False}
).json()['response']
">>, #{prompt => <<"What is the BEAM?">>}).
Real-time Systems
Event-Driven Async
Sub-millisecond latency with zero-polling I/O:
%% Create async task
Ref = py_event_loop:create_task(aiohttp, get, [Url]),

%% Do other work while waiting...
process_other_requests(),

%% Await result when needed
{ok, Response} = py_event_loop:await(Ref, 5000).
The ErlangEventLoop integrates with Erlang's scheduler - no polling threads, no busy waiting.
High-Throughput Channels
6.2M ops/sec message passing between Erlang and Python:
%% Create channel with backpressure
{ok, Ch} = py_channel:new(#{max_size => 100000}),

%% Stream data to Python
[py_channel:send(Ch, Item) || Item <- Items],
py_channel:close(Ch).
from erlang.channel import Channel

async def process_stream(channel_ref):
    ch = Channel(channel_ref)
    async for item in ch:
        result = await process(item)
        yield result
	Message Size	Throughput
	64 bytes	6.2M ops/s
	1KB	3.8M ops/s
	16KB	1.1M ops/s

Protocol Servers with Reactor Pattern
Build TCP/UDP servers with Python protocol logic:
%% Erlang handles TCP accept and I/O scheduling
{ok, Ctx} = py_reactor_context:start_link(1, worker),

py:exec(Ctx, <<"
import erlang.reactor as reactor

class EchoProtocol(reactor.Protocol):
    def data_received(self, data):
        self.write_buffer.extend(data)
        return 'write_pending'

reactor.set_protocol_factory(EchoProtocol)
">>),

%% Accept connections
{ok, Sock} = gen_tcp:accept(LSock),
{ok, Fd} = prim_inet:getfd(Sock),
Ctx ! {fd_handoff, Fd, #{addr => Addr}}.
Distributed Computing
Location-Transparent Python Calls
Same API for local and remote execution via rpc:call:
%% Execute Python on a remote node
{ok, Result} = rpc:call('worker@host', py, call, [math, sqrt, [16]]).
%% => {ok, 4.0}

%% Parallel across cluster
Keys = [
    rpc:async_call('node1@host', py, call, [model, predict, [Data1]]),
    rpc:async_call('node2@host', py, call, [model, predict, [Data2]]),
    rpc:async_call('node3@host', py, call, [model, predict, [Data3]])
],
Results = [rpc:yield(Key) || Key <- Keys].
GPU Nodes for ML Inference
Route inference to GPU-equipped nodes:
select_gpu_node() ->
    Nodes = [N || N <- nodes(), is_gpu_node(N)],
    Loads = [{N, get_load(N)} || N <- Nodes],
    element(1, lists:min(Loads)).

is_gpu_node(Node) ->
    case rpc:call(Node, py, eval, [<<"torch.cuda.is_available()">>]) of
        {ok, true} -> true;
        _ -> false
    end.

%% Route inference
Node = select_gpu_node(),
{ok, Prediction} = rpc:call(Node, py, call, [model, predict, [Input]]).
Fault-Tolerant Worker Supervision
Wrap Python workers in OTP supervision:
-module(py_worker).
-behaviour(gen_server).

init([Node]) ->
    net_kernel:monitor_nodes(true),
    {ok, #{node => Node, connected => net_adm:ping(Node) =:= pong}}.

handle_call({call, M, F, A}, _From, #{node := Node, connected := true} = State) ->
    case rpc:call(Node, py, call, [M, F, A], 30000) of
        {badrpc, Reason} -> {reply, {error, Reason}, State};
        Result -> {reply, Result, State}
    end.

handle_info({nodedown, Node}, #{node := Node} = State) ->
    {noreply, State#{connected => false}};
handle_info({nodeup, Node}, #{node := Node} = State) ->
    {noreply, State#{connected => true}}.
Web Applications
Streaming Responses from Python Generators
%% Stream chunks from Python generator
stream_response(Prompt) ->
    {ok, Chunks} = py:stream('__main__', stream_chat, [Prompt]),
    lists:foreach(fun(Chunk) ->
        send_to_client(Chunk)
    end, Chunks).
Bidirectional Communication via Channels
WebSocket-like patterns without the overhead:
%% Erlang: Send request, receive response
{ok, Ch} = py_channel:new(),
py_channel:send(Ch, {request, self(), Data}),
receive
    {response, Result} -> Result
end.
from erlang.channel import Channel, reply

def handle_requests(channel_ref):
    ch = Channel(channel_ref)
    for msg in ch:
        _, sender_pid, data = msg
        result = process(data)
        reply(sender_pid, ('response', result))
Quick Wins
3-Line Semantic Search
{ok, Emb} = py:call(ai_helpers, embed_single, [<<"concurrent programming">>]),
Scored = [{Doc, cosine_sim(Emb, DocEmb)} || {Doc, DocEmb} <- Index],
lists:sublist(lists:reverse(lists:keysort(2, Scored)), 5).
Parallel Image Processing
%% Process 100 images in parallel
Images = [read_image(Path) || Path <- Paths],
{ok, Results} = py:parallel([{cv2, process, [Img]} || Img <- Images]).
Distributed Task Queue
%% Submit to least-loaded worker
Workers = [worker1@host, worker2@host, worker3@host],
Loads = [{W, rpc:call(W, py_semaphore, current, [])} || W <- Workers],
{Worker, _} = lists:min(Loads),
rpc:call(Worker, py, call, [processor, run, [Task]]).
Architecture Patterns
Python as a Capability Layer
Erlang orchestrates, Python computes:
+------------------+     +------------------+
|     Erlang       |     |     Python       |
|   (Control)      |     |   (Compute)      |
|                  |     |                  |
| - Supervision    |<--->| - ML inference   |
| - Distribution   |     | - Data science   |
| - Fault handling |     | - AI/LLM calls   |
| - Message routing|     | - Image/video    |
+------------------+     +------------------+
Process-per-Context Isolation
Each Python context runs in isolation:
%% Multiple independent contexts
{ok, Ctx1} = py_context:start_link(1, worker),
{ok, Ctx2} = py_context:start_link(2, worker),

%% Failures in Ctx1 don't affect Ctx2
py:exec(Ctx1, <<"import dangerous_lib">>),
py:exec(Ctx2, <<"import stable_lib">>).
Pool Routing for CPU vs I/O
Separate pools prevent I/O from blocking compute:
%% CPU-bound pool (for ML inference)
{ok, _} = py_context_router:start_pool(cpu_pool, 4, owngil),

%% I/O-bound pool (for API calls)
{ok, _} = py_context_router:start_pool(io_pool, 16, worker),

%% Route accordingly
py:call(cpu_pool, model, predict, [Data]),
py:call(io_pool, api, fetch, [Url]).
Performance Highlights
	Metric	Value
	Channel throughput	6.2M ops/sec
	Event loop latency	<1ms
	Parallel speedup	10x with BEAM processes
	Async task throughput	417K tasks/sec

Why erlang_python?
	Feature	erlang_python	Standalone Python	Celery	Ray
	Fault tolerance	OTP supervision	Manual	Limited	Limited
	Distribution	Built-in (rpc:call)	External	Redis/RabbitMQ	Cluster setup
	Zero-polling I/O	Yes (enif_select)	No	No	No
	Process isolation	Per-context	GIL contention	Per-worker	Per-actor
	Hot code reload	Erlang native	Restart required	Restart	Restart
	Latency	Sub-millisecond	Variable	Queue delay	Scheduler delay
	BEAM integration	Native	Port/NIF	External	External

Unique advantages:
	Supervision trees - Python failures trigger Erlang restart strategies
	Location transparency - Same API for local and distributed calls
	Zero-copy channels - enif_ioq for efficient message passing
	Erlang event loop - Python asyncio without polling threads
	Free-threading ready - Supports Python 3.13+ free-threaded mode

Next Steps
	Getting Started - Installation and first steps
	AI Integration - Detailed AI/ML patterns
	Distributed - Cluster setup and patterns
	Channel - High-throughput messaging
	Scalability - Execution modes and tuning



  

    Migration Guide

This guide covers breaking changes and migration steps when upgrading erlang_python.
v2.x to v3.0 Migration
Quick Checklist
	[ ] Update py:execution_mode/0 usage - now returns worker | owngil only

	[ ] Remove any py:num_executors/0 calls (function removed)
	[ ] Update code that checks for free_threaded or multi_executor modes
	[ ] Review context_mode configuration (now worker | owngil)


Execution Mode Changes
v2.x: py:execution_mode/0 returned internal capabilities:
py:execution_mode().
%% => free_threaded | subinterp | multi_executor
v3.0: Returns simplified public modes based on configuration:
py:execution_mode().
%% => worker | owngil
The mode is determined by the context_mode application config:
%% Default: worker mode
application:set_env(erlang_python, context_mode, worker).

%% For true parallelism (Python 3.14+)
application:set_env(erlang_python, context_mode, owngil).
Removed Functions
py:num_executors/0 - Removed. Contexts now use per-context worker threads.
%% v2.x - check executor count
N = py:num_executors().

%% v3.0 - not needed, each context has its own worker thread
Worker Thread Architecture
In v3.0, each context gets a dedicated pthread that handles all Python operations:
	Stable thread affinity: All calls to the same context run on the same OS thread
	numpy/torch compatibility: Thread-local state is preserved
	No executor pool: No shared executor threads to manage

%% Create contexts - each gets its own worker thread
Ctx1 = py:context(1),
Ctx2 = py:context(2),

%% All calls to Ctx1 run on Ctx1's worker thread
%% All calls to Ctx2 run on Ctx2's worker thread
{ok, _} = py:call(Ctx1, math, sqrt, [16]),
{ok, _} = py:call(Ctx2, math, sqrt, [25]).
Configuration Changes
v2.x configuration:
{erlang_python, [
    {num_executors, 8},  %% Removed in v3.0
    {context_mode, worker}
]}
v3.0 configuration:
{erlang_python, [
    {context_mode, worker},  %% worker | owngil
    {num_contexts, 8},       %% Number of contexts to create
    {max_concurrent, 17}     %% Optional rate-limit ceiling
]}
num_executors and num_async_workers were both removed in v3.0; the
supervisor no longer reads them.
Python Version Compatibility
	Python Version	v2.x Mode	v3.0 Mode
	3.9 - 3.11	multi_executor	worker
	3.12 - 3.13	subinterp	worker (default) or owngil
	3.14+	subinterp	worker (default) or owngil
	3.13t (free-threaded)	free_threaded	worker

All Python versions now use the same public mode (worker or owngil) based on configuration, not Python capabilities.

v1.8.x to v2.0 Migration
This section covers breaking changes when upgrading from erlang_python v1.8.x to v2.0.
Quick Checklist
	[ ] Rename py:call_async → py:spawn_call (with await) or py:cast (fire-and-forget)
	[ ] Replace py:bind/py:unbind with py_context_router
	[ ] Replace py:ctx_* functions with py_context:*
	[ ] Replace erlang_asyncio imports with erlang
	[ ] Replace erlang_asyncio.run() with erlang.run()
	[ ] Replace subprocess calls with Erlang ports
	[ ] Move signal handlers to Erlang level
	[ ] Review any os.fork/os.exec usage
	[ ] Update code relying on shared state between contexts (now isolated)

Python Version Compatibility
	Python Version	Support	Notes
	3.9 - 3.11	Full	Worker mode with dedicated pthread per context
	3.12 - 3.13	Full	Worker mode (default) or owngil mode
	3.14+	Full	Worker mode (default) or owngil mode with true parallelism
	3.13t	Full	Worker mode (free-threaded builds supported)

Python 3.14+ OWN_GIL Support: For true parallelism, use owngil mode:
application:set_env(erlang_python, context_mode, owngil).
Each context gets a subinterpreter with its own GIL, enabling parallel Python execution.
FreeBSD Support: Improved fd handling on FreeBSD/kqueue platforms:
	Automatic fd duplication in py_reactor_context to prevent fd stealing errors
	py:dup_fd/1 for explicit fd duplication when needed

Architecture Changes
OWN_GIL Subinterpreter Thread Pool (Python 3.12+)
The most significant change in v2.0 is the new execution model. On Python 3.12+, erlang_python now uses OWN_GIL subinterpreters for true parallelism:
v1.8.x Architecture:
	Single Python interpreter with shared GIL
	Worker pool with round-robin dispatch
	All workers share global state

v2.0 Architecture:
	N subinterpreters, each in its own thread with its own GIL
	Each subinterpreter has isolated state (no shared globals)
	True parallel execution without GIL contention
	25-30% faster cast operations

Impact on your code:
	Isolated namespaces: Variables defined in one context are not visible in others
%% v1.8.x - this worked (shared namespace)
py:exec(<<"x = 42">>),
{ok, 42} = py:eval(<<"x">>).  %% Might go to different worker

%% v2.0 - use explicit context for shared state
Ctx = py:context(1),
py:exec(Ctx, <<"x = 42">>),
{ok, 42} = py:eval(Ctx, <<"x">>).  %% Same context

	Module imports are per-context: Each subinterpreter loads modules independently
%% Import in one context doesn't affect others
Ctx1 = py:context(1),
Ctx2 = py:context(2),
py:exec(Ctx1, <<"import mymodule">>),
%% Ctx2 does NOT have mymodule imported

	Use Shared State API for cross-context data:
from erlang import state_set, state_get
state_set("config", {"key": "value"})  # Available to all contexts


Execution Mode Detection
Check which mode is active:
%% Check execution mode (v3.0+)
py:execution_mode().
%% => worker  (default, dedicated pthread per context)
%% => owngil  (dedicated pthread + subinterpreter with own GIL)

%% Check if subinterpreters are supported
py:subinterp_supported().
%% => true | false
New APIs
py:context/1 - Explicit Context Selection
Get a specific context by index for operations that need shared state:
%% Get context 1 (1-based indexing)
Ctx = py:context(1),

%% All operations on Ctx share state
ok = py:exec(Ctx, <<"counter = 0">>),
ok = py:exec(Ctx, <<"counter += 1">>),
{ok, 1} = py:eval(Ctx, <<"counter">>).
py:start_contexts/0 - Initialize Context Pool
Explicitly start the context pool (usually done automatically):
{ok, Contexts} = py:start_contexts().
%% Returns list of context PIDs
py_context_router - Context Routing
The context router manages context distribution:
%% Start with default contexts (one per scheduler)
{ok, Contexts} = py_context_router:start().

%% Start with custom count
{ok, Contexts} = py_context_router:start(#{contexts => 8}).

%% Get context for current scheduler
Ctx = py_context_router:get_context().

%% Get specific context
Ctx = py_context_router:get_context(1).

%% Bind current process to a context
ok = py_context_router:bind_context(Ctx).

%% Unbind
ok = py_context_router:unbind_context().

%% Get pool size
N = py_context_router:num_contexts().
API Changes
py:call_async renamed to py:spawn_call
The function for non-blocking Python calls has been renamed to follow gen_server conventions:
Before (v1.8.x):
Ref = py:call_async(math, factorial, [100]),
{ok, Result} = py:await(Ref).
After (v2.0):
Ref = py:spawn_call(math, factorial, [100]),
{ok, Result} = py:await(Ref).
The semantics are identical - spawn_call replaces async_call.
Note: py:cast/3,4 is now fire-and-forget (returns ok, no await).
erlang_asyncio module removed
The separate erlang_asyncio Python module has been consolidated into the main erlang module. Use erlang.run() with standard asyncio functions.
Before (v1.8.x):
import erlang_asyncio

async def handler():
    await erlang_asyncio.sleep(0.1)
    return "done"

result = erlang_asyncio.run(handler())
After (v2.0):
import erlang
import asyncio

async def handler():
    await asyncio.sleep(0.1)  # Standard asyncio, uses Erlang timers
    return "done"

result = erlang.run(handler())  # Run with Erlang event loop
Function mapping:
	v1.8.x	v2.0
	erlang_asyncio.run(coro)	erlang.run(coro)
	erlang_asyncio.sleep(delay)	asyncio.sleep(delay) inside erlang.run()
	erlang_asyncio.gather(*coros)	asyncio.gather(*coros) inside erlang.run()
	erlang_asyncio.wait_for(coro, timeout)	asyncio.wait_for(coro, timeout) inside erlang.run()
	erlang_asyncio.create_task(coro)	asyncio.create_task(coro) inside erlang.run()
	erlang_asyncio.new_event_loop()	erlang.new_event_loop()

Removed APIs
ASGI/WSGI Modules (Removed)
The py_asgi and py_wsgi modules have been removed.
Removed modules:
	py_asgi - ASGI application runner
	py_wsgi - WSGI application runner

Migration: Use py:call with an event loop context or the Channel API for web framework integration.
ASGI Alternative using py:call
%% Instead of py_asgi:run/4, use py:call with an event loop context
{ok, Ctx} = py_context:start_link(1, auto),
Scope = #{
    type => <<"http">>,
    method => <<"GET">>,
    path => <<"/api/users">>
},
{ok, Response} = py:call(Ctx, myapp, handle_request, [Scope]).
WSGI Alternative using py:call
%% Instead of py_wsgi:run/3, use py:call
{ok, Ctx} = py_context:start_link(1, auto),
Environ = #{
    <<"REQUEST_METHOD">> => <<"GET">>,
    <<"PATH_INFO">> => <<"/api/users">>,
    <<"SERVER_NAME">> => <<"localhost">>,
    <<"SERVER_PORT">> => <<"8080">>
},
{ok, Response} = py:call(Ctx, myapp, wsgi_app, [Environ]).
For more sophisticated web framework integration, consider the Reactor API or Channel API.
Removed Features
Context Affinity Functions (bind/unbind)
The process-binding functions have been removed. The new architecture uses py_context_router for automatic scheduler-affinity routing.
Before (v1.8.x):
ok = py:bind(),
ok = py:exec(<<"x = 42">>),
{ok, 42} = py:eval(<<"x">>),
ok = py:unbind().

%% Or with explicit contexts
{ok, Ctx} = py:bind(new),
ok = py:ctx_exec(Ctx, <<"y = 100">>),
{ok, 100} = py:ctx_eval(Ctx, <<"y">>),
ok = py:unbind(Ctx).
After (v2.0) - Use context router:
%% Automatic scheduler-affinity routing (recommended)
{ok, _} = py:call(math, sqrt, [16]).

%% Or explicit context binding via router
Ctx = py_context_router:get_context(),
py_context_router:bind_context(Ctx),
{ok, _} = py:call(math, sqrt, [16]),  %% Uses bound context
py_context_router:unbind_context().

%% For isolated state, use py_context directly
{ok, Contexts} = py_context_router:start(),
Ctx = py_context_router:get_context(1),
ok = py_context:exec(Ctx, <<"x = 42">>),
{ok, 42} = py_context:eval(Ctx, <<"x">>, #{}).
Removed functions:
	bind/0, bind/1 - process binding
	unbind/0, unbind/1 - process unbinding
	is_bound/0 - check if process is bound
	with_context/1 - scoped context execution
	ctx_call/4,5,6 - context-specific call
	ctx_eval/2,3,4 - context-specific eval
	ctx_exec/2 - context-specific exec

Subprocess Support
Python subprocess operations (subprocess.Popen, asyncio.create_subprocess_*, etc.) are no longer available. They are blocked by the audit hook sandbox because fork() would corrupt the Erlang VM.
Before (v1.8.x):
import subprocess
result = subprocess.run(["ls", "-la"], capture_output=True)
After (v2.0) - Use Erlang ports:
%% Register a shell command helper
py:register_function(run_command, fun([Cmd, Args]) ->
    Port = open_port({spawn_executable, Cmd},
                     [{args, Args}, binary, exit_status, stderr_to_stdout]),
    collect_output(Port, [])
end).

collect_output(Port, Acc) ->
    receive
        {Port, {data, Data}} -> collect_output(Port, [Data | Acc]);
        {Port, {exit_status, Status}} ->
            {Status, iolist_to_binary(lists:reverse(Acc))}
    end.
from erlang import run_command
status, output = run_command("/bin/ls", ["-la"])
See Security for details on blocked operations.
Signal Handling
Signal handlers can no longer be registered from Python. The ErlangEventLoop raises NotImplementedError for add_signal_handler and remove_signal_handler.
Before (v1.8.x):
import signal
import asyncio

loop = asyncio.get_event_loop()
loop.add_signal_handler(signal.SIGTERM, shutdown_handler)
After (v2.0) - Handle at Erlang level:
%% In your application supervisor or main module
os:set_signal(sigterm, handle),

%% Then in a process that handles system messages
receive
    {signal, sigterm} ->
        %% Graceful shutdown
        application:stop(my_app)
end.
New Features to Consider
Scheduler-Affinity Context Router
The new py_context_router automatically routes Python calls based on scheduler ID, providing better cache locality:
%% Automatically uses scheduler-based routing
{ok, Result} = py:call(math, sqrt, [16]).

%% Or explicitly bind a context to a process
Ctx = py_context_router:get_context(),
py_context_router:bind_context(Ctx),
%% All calls from this process now go to Ctx
erlang.reactor for Protocol Handling
For building custom servers, the new reactor module provides FD-based protocol handling:
from erlang.reactor import Protocol, serve

class EchoProtocol(Protocol):
    def data_received(self, data):
        self.write(data)
        return "continue"

serve(sock, EchoProtocol)
See Reactor for full documentation.
Socket FD Handoff
Pass socket file descriptors directly from Erlang to Python for high-performance I/O.
Use py:dup_fd/1 to duplicate the fd before handoff. This lets Erlang close its
socket while Python keeps its own copy:
%% Erlang: Accept and hand off to reactor
{ok, ClientSock} = gen_tcp:accept(ListenSock),
{ok, Fd} = inet:getfd(ClientSock),

%% Duplicate fd so both sides have independent copies
{ok, DupFd} = py:dup_fd(Fd),
py_reactor_context:handoff(DupFd, #{type => tcp}),

%% Safe to close Erlang's socket
gen_tcp:close(ClientSock).
For direct asyncio usage:
{ok, Fd} = inet:getfd(ClientSock),
{ok, DupFd} = py:dup_fd(Fd),
Ctx = py:context(1),
py:call(Ctx, my_handler, handle_fd, [DupFd]).
# Python: Use fd with asyncio
import socket
sock = socket.socket(fileno=fd)
sock.setblocking(False)
# ... use with asyncio
See Reactor for details.
erlang.send() for Fire-and-Forget Messages
Send messages directly to Erlang processes without waiting:
import erlang

# Send to a registered process
erlang.send(("my_server", "node@host"), {"event": "user_login", "user": 123})

# Send to a PID
erlang.send(pid, "hello")
erlang.sleep() cooperates with the BEAM scheduler
Synchronous sleep that lets other Erlang processes and Python
contexts make progress during the wait:
import erlang

def slow_handler():
    erlang.sleep(1.0)
    return "done"
The BEAM dirty scheduler is never held during the sleep. The exact
thread that blocks depends on context — the Erlang process for
py:exec / py:eval, or the context's private worker pthread for
py:call. See the behavior-by-context table in the asyncio
guide for the full breakdown. In all
cases, other contexts and other Erlang processes continue running.
erlang.call() Blocking with Explicit Scheduling
The erlang.call() function now supports explicit scheduling for long-running operations:
import erlang

def handler():
    # Blocking call to Erlang
    result = erlang.call('my_callback', arg1, arg2)

    # For async contexts, use schedule to yield control
    erlang.schedule()  # Yield to event loop

    return result
channel.receive() Blocking Receive
Channels now support blocking receive that suspends Python and yields to Erlang:
from erlang.channel import Channel

def processor(channel):
    # Blocking receive - suspends Python, releases scheduler
    msg = channel.receive()

    # Non-blocking alternative
    msg = channel.try_receive()  # Returns None if empty

    # Async alternative
    # msg = await channel.async_receive()
erlang.spawn_task() for Async Task Spawning
Spawn async tasks from both sync and async contexts:
import erlang
import asyncio

async def background_work():
    await asyncio.sleep(1)
    print("Background done")

def sync_handler():
    # Works even without running event loop
    task = erlang.spawn_task(background_work())
    # Fire-and-forget, task runs in background
    return "submitted"

async def async_handler():
    # Also works in async context
    task = erlang.spawn_task(background_work())
    # Optionally await
    await task
Async Task API (Erlang Side)
Submit and manage async Python tasks from Erlang. Tasks always run on the
shared py_event_loop; routing happens via py_event_loop_pool for the
pool-based variant. The (Module, Func, Args[, Opts/Kwargs]) signature does
not take a context — coroutines are scheduled on the loop, not on a context.
%% Blocking run
{ok, Result} = py_event_loop:run(my_module, my_async_func, [Arg1]).

%% Non-blocking with reference
Ref = py_event_loop:create_task(my_module, my_async_func, [Arg1]),
{ok, Result} = py_event_loop:await(Ref, 5000).

%% Fire-and-forget
py_event_loop:spawn_task(my_module, my_async_func, [Arg1]).

%% Message-based result delivery
Ref = py_event_loop:create_task(my_module, my_async_func, [Arg1]),
receive
    {async_result, Ref, {ok, Result}} -> handle(Result);
    {async_result, Ref, {error, Reason}} -> handle_error(Reason)
end.
Virtual Environment Management
Automatic venv creation and activation with dependency installation:
%% Create venv if missing, install deps, activate
ok = py:ensure_venv("/path/to/venv", "/path/to/requirements.txt").

%% With options
ok = py:ensure_venv("/path/to/venv", "/path/to/requirements.txt", [
    {installer, pip},  % or uv
    force              % Recreate even if exists
]).

%% Manual activation
ok = py:activate_venv("/path/to/venv").

%% Deactivation
ok = py:deactivate_venv().

%% Check venv status
{ok, #{<<"active">> := true, <<"venv_path">> := Path}} = py:venv_info().
Custom Pool Support
Create pools on demand for CPU-bound and I/O-bound operations:
%% Default pool - CPU-bound operations (sized to schedulers)
{ok, Result} = py:call(math, sqrt, [16]).

%% Create io pool for I/O-bound operations
{ok, _} = py_context_router:start_pool(io, 10, worker).
{ok, Response} = py:call(io, requests, get, [Url]).

%% Registration-based routing (no call site changes)
py:register_pool(io, requests),              % Route all requests.* to io pool
py:register_pool(io, {aiohttp, get}),        % Route specific function

%% After registration, calls auto-route
{ok, Response} = py:call(requests, get, [Url]).  % Goes to io pool
Performance Improvements
The v2.0 release includes significant performance improvements:
	Operation	v1.8.1	v2.0	Improvement
	Sync py:call	0.011 ms	0.004 ms	2.9x faster
	Sync py:eval	0.014 ms	0.007 ms	2.0x faster
	Cast (async)	0.011 ms	0.004 ms	2.8x faster
	Throughput	~90K/s	~250K/s	2.8x higher

These improvements come from:
	Event-driven async model (no pthread polling)
	Scheduler-affinity routing
	Per-interpreter isolation
	Optimized NIF paths

Troubleshooting
"RuntimeError: fork() blocked by sandbox"
You're trying to use subprocess or os.fork(). Use Erlang ports instead. See Security.
"NotImplementedError: Signal handlers not supported"
Signal handling must be done at the Erlang level. See the Signal Handling section above.
"AttributeError: module 'erlang_asyncio' has no attribute..."
The erlang_asyncio module has been removed. Update imports to use erlang directly.
Module not found: _erlang_impl._loop
If you see this error with py:async_call, ensure the application is fully started:
{ok, _} = application:ensure_all_started(erlang_python).
Variables not found across py:exec/py:eval calls
In v2.0 with subinterpreters, each call may go to a different context. Use explicit contexts:
%% Wrong - may use different contexts
py:exec(<<"x = 42">>),
{error, _} = py:eval(<<"x">>).  %% x not defined in this context!

%% Right - use explicit context
Ctx = py:context(1),
py:exec(Ctx, <<"x = 42">>),
{ok, 42} = py:eval(Ctx, <<"x">>).
asyncio tests failing with subinterpreters
Some asyncio operations don't work correctly across subinterpreters because each has isolated event loop state. For asyncio-heavy code, either:
	Use explicit context to keep operations in one subinterpreter
	Use erlang.run() within a single context
	Check py:execution_mode() and adapt accordingly

C extension not compatible with subinterpreters
Some C extensions don't support subinterpreters. Check for errors like:
ImportError: module does not support subinterpreters
Options:
	Use Python 3.12 or 3.13: the runtime uses worker mode (subinterpreters require Python 3.14+).
	Check if the library has a subinterpreter-compatible version.
	Isolate the library usage to a single context.

Python 3.14: erlang_loop_import_failed
If you see erlang_loop_import_failed errors with Python 3.14:
{error, {erlang_loop_import_failed, ...}}
This indicates the priv directory is not in sys.path for the subinterpreter. Ensure:
	Application is fully started: application:ensure_all_started(erlang_python)
	You're using the latest version with the Python 3.14 fixes

FreeBSD: fd stealing error
If you see driver_select(...) stealing control of fd=N on FreeBSD:
driver_select(py_reactor_context) stealing control of fd=61 from resource py_nif:fd_resource
This occurs when both Erlang's tcp_inet driver and py_reactor try to register the same fd with kqueue. Solutions:
	Use py:dup_fd/1 to duplicate the fd before handoff
	Update to the latest version where py_reactor_context auto-duplicates fds

Configuration
Pool Size
Configure the number of contexts in sys.config:
{erlang_python, [
    {num_contexts, 8}  %% Default: erlang:system_info(schedulers)
]}
Or at runtime:
py_context_router:start(#{contexts => 8}).
The C-level pool supports up to 64 subinterpreters (default pre-allocated: 32).


  

    Getting Started

This guide walks you through using erlang_python to execute Python code from Erlang.
Installation
Add to your rebar.config:
{deps, [
    {erlang_python, "3.0.0"}
]}.
Or from git:
{deps, [
    {erlang_python, {git, "https://github.com/benoitc/erlang-python.git", {branch, "main"}}}
]}.
Starting the Application
1> application:ensure_all_started(erlang_python).
{ok, [erlang_python]}
The application starts a pool of Python worker processes that handle requests.
Basic Usage
Calling Python Functions
%% Call math.sqrt(16)
{ok, 4.0} = py:call(math, sqrt, [16]).

%% Call json.dumps with keyword arguments
{ok, Json} = py:call(json, dumps, [#{name => <<"Alice">>}], #{indent => 2}).
Evaluating Expressions
%% Simple arithmetic
{ok, 42} = py:eval(<<"21 * 2">>).

%% Using Python built-ins
{ok, 45} = py:eval(<<"sum(range(10))">>).

%% With local variables
{ok, 100} = py:eval(<<"x * y">>, #{x => 10, y => 10}).

%% Note: Python locals aren't accessible in nested scopes (lambda/comprehensions).
%% Use default arguments to capture values:
{ok, [2, 4, 6]} = py:eval(<<"list(map(lambda x, m=multiplier: x * m, items))">>,
                          #{items => [1, 2, 3], multiplier => 2}).
Executing Statements
Use py:exec/1 to execute Python statements:
ok = py:exec(<<"
import random

def roll_dice(sides=6):
    return random.randint(1, sides)
">>).
Note: Definitions made with exec are local to the worker that executes them.
Subsequent calls may go to different workers. Use Shared State to
share data between workers, or Context Affinity to bind to a
dedicated worker.
Working with Timeouts
All operations support optional timeouts:
%% 5 second timeout
{ok, Result} = py:call(mymodule, slow_func, [], #{}, 5000).

%% Timeout error
{error, timeout} = py:eval(<<"sum(range(10**9))">>, #{}, 100).
Async Calls
For non-blocking operations:
%% Start async call (returns ref for await)
Ref = py:spawn_call(math, factorial, [1000]).

%% Do other work...

%% Wait for result
{ok, HugeNumber} = py:await(Ref).

%% Fire-and-forget (no result)
ok = py:cast(some_module, log_event, [EventData]).
Streaming from Generators
Python generators can be streamed efficiently:
%% Stream a generator expression
{ok, [0,1,4,9,16]} = py:stream_eval(<<"(x**2 for x in range(5))">>).

%% Stream from a generator function (if defined)
{ok, Chunks} = py:stream(mymodule, generate_data, [arg1, arg2]).
Shared State
Python workers don't share namespace state, but you can share data via the
built-in state API:
%% Store from Erlang
py:state_store(<<"config">>, #{api_key => <<"secret">>, timeout => 5000}).

%% Read from Python
ok = py:exec(<<"
from erlang import state_get
config = state_get('config')
print(config['api_key'])
">>).
From Python
from erlang import state_set, state_get, state_delete, state_keys
from erlang import state_incr, state_decr

# Key-value storage
state_set('my_key', {'data': [1, 2, 3]})
value = state_get('my_key')

# Atomic counters (thread-safe)
state_incr('requests')       # +1, returns new value
state_incr('requests', 10)   # +10
state_decr('requests')       # -1

# Management
keys = state_keys()
state_delete('my_key')
From Erlang
py:state_store(Key, Value).
{ok, Value} = py:state_fetch(Key).
py:state_remove(Key).
Keys = py:state_keys().

%% Atomic counters
1 = py:state_incr(<<"hits">>).
11 = py:state_incr(<<"hits">>, 10).
10 = py:state_decr(<<"hits">>).
Type Conversions
Values are automatically converted between Erlang and Python:
%% Numbers
{ok, 42} = py:eval(<<"42">>).           %% int -> integer
{ok, 3.14} = py:eval(<<"3.14">>).       %% float -> float

%% Strings
{ok, <<"hello">>} = py:eval(<<"'hello'">>).  %% str -> binary

%% Collections
{ok, [1,2,3]} = py:eval(<<"[1,2,3]">>).      %% list -> list
{ok, {1,2,3}} = py:eval(<<"(1,2,3)">>).      %% tuple -> tuple
{ok, #{<<"a">> := 1}} = py:eval(<<"{'a': 1}">>).  %% dict -> map

%% Booleans and None
{ok, true} = py:eval(<<"True">>).
{ok, false} = py:eval(<<"False">>).
{ok, none} = py:eval(<<"None">>).
Context Affinity
By default, each call may go to a different context. To preserve Python state across
calls (variables, imports, objects), use an explicit context:
%% Get a specific context
Ctx = py:context(1),

%% State persists across calls to the same context
ok = py:exec(Ctx, <<"counter = 0">>),
ok = py:exec(Ctx, <<"counter += 1">>),
{ok, 1} = py:eval(Ctx, <<"counter">>),

ok = py:exec(Ctx, <<"counter += 1">>),
{ok, 2} = py:eval(Ctx, <<"counter">>).
Or bind a context to the current process for automatic routing:
Ctx = py_context_router:get_context(),
ok = py_context_router:bind_context(Ctx),
try
    ok = py:exec(<<"x = 10">>),
    {ok, 20} = py:eval(<<"x * 2">>)
after
    py_context_router:unbind_context()
end.
See Context Affinity for explicit contexts and advanced usage.
Virtual Environments
Automatic Virtual Environment Setup
Use py:ensure_venv/2,3 to automatically create and activate a virtual environment:
%% Create venv and install from requirements.txt
ok = py:ensure_venv("/path/to/myapp/venv", "requirements.txt").

%% Install from pyproject.toml (editable install)
ok = py:ensure_venv("/path/to/venv", "pyproject.toml").

%% With options: extras, custom installer, or force recreate
ok = py:ensure_venv("/path/to/venv", "pyproject.toml", [
    {extras, ["dev", "test"]},   %% Install optional dependencies
    {installer, uv},             %% Use uv instead of pip (faster)
    {python, "/usr/bin/python3.12"}  %% Specific Python version
]).

%% Force recreate even if venv exists
ok = py:ensure_venv("/path/to/venv", "requirements.txt", [force]).
Manual Virtual Environment Activation
%% Activate an existing venv
ok = py:activate_venv(<<"/path/to/venv">>).

%% Check current venv
{ok, #{<<"active">> := true, <<"venv_path">> := Path}} = py:venv_info().

%% Deactivate when done
ok = py:deactivate_venv().
Execution Modes and Context Types
Context Modes
When creating explicit contexts, you can choose between the two public modes:
%% Worker mode (default) - dedicated pthread per context, main interpreter
{ok, Ctx} = py_context:new(#{mode => worker}).

%% OWN_GIL mode (Python 3.14+) - dedicated pthread + subinterpreter with own GIL
{ok, Ctx} = py_context:new(#{mode => owngil}).
	Mode	Python	Description
	worker	Any	Dedicated pthread per context, main interpreter namespace (default)
	owngil	3.14+	Dedicated pthread + subinterpreter with its own GIL, true parallelism

Worker mode is recommended because it works with any Python version, provides stable thread affinity for libraries with thread-local state (numpy, torch, tensorflow), and automatically benefits from free-threaded Python (3.13t+) when available.
Why OWN_GIL requires Python 3.14+: C extensions like _decimal, numpy have global state bugs in sub-interpreters on Python 3.12/3.13. These are fixed in Python 3.14.
Runtime Detection
Check the current execution mode:
%% Mirrors the context_mode application env
py:execution_mode().
%% => worker | owngil

%% Check rate limiting status
py_semaphore:max_concurrent().  %% Maximum concurrent calls
py_semaphore:current().         %% Currently executing
See Scalability for details on execution modes and performance tuning.
Logging and Tracing
Python Logging to Erlang
Forward Python logging messages to Erlang's logger:
%% Configure Python logging
ok = py:configure_logging(#{level => info}).

%% Now Python logs appear in Erlang logger
ok = py:exec(<<"
import logging
logging.info('Hello from Python!')
logging.warning('Something needs attention')
">>).
Distributed Tracing
Collect trace spans from Python code:
%% Enable tracing
ok = py:enable_tracing().

%% Run traced Python code
ok = py:exec(<<"
import erlang
with erlang.Span('my-operation', key='value'):
    pass  # your code here
">>).

%% Retrieve spans
{ok, Spans} = py:get_traces().

%% Clean up
ok = py:clear_traces().
ok = py:disable_tracing().
See Logging and Tracing for details on span events, decorators, and error handling.
Using from Elixir
erlang_python works seamlessly with Elixir. The :py module can be called directly:
# Start the application
{:ok, _} = Application.ensure_all_started(:erlang_python)

# Call Python functions
{:ok, 4.0} = :py.call(:math, :sqrt, [16])

# Evaluate expressions
{:ok, result} = :py.eval("2 + 2")

# With variables
{:ok, 100} = :py.eval("x * y", %{x: 10, y: 10})

# Call with keyword arguments
{:ok, json} = :py.call(:json, :dumps, [%{name: "Elixir"}], %{indent: 2})
Register Elixir Functions for Python
# Register an Elixir function
:py.register_function(:factorial, fn [n] ->
  Enum.reduce(1..n, 1, &*/2)
end)

# Call from Python
{:ok, 3628800} = :py.eval("__import__('erlang').call('factorial', 10)")

# Cleanup
:py.unregister_function(:factorial)
Parallel Processing with BEAM
# Register parallel map using BEAM processes
:py.register_function(:parallel_map, fn [func_name, items] ->
  parent = self()

  refs = Enum.map(items, fn item ->
    ref = make_ref()
    spawn(fn ->
      result = apply_function(func_name, item)
      send(parent, {ref, result})
    end)
    ref
  end)

  Enum.map(refs, fn ref ->
    receive do
      {^ref, result} -> result
    after
      5000 -> {:error, :timeout}
    end
  end)
end)
Running the Elixir Example
A complete working example is available:
elixir --erl "-pa _build/default/lib/erlang_python/ebin" examples/elixir_example.exs

This demonstrates basic calls, data conversion, callbacks, parallel processing (10x speedup), and AI integration.
Using the Erlang Event Loop
For async Python code, use the erlang module which provides an Erlang-backed asyncio event loop for better performance:
import erlang
import asyncio

async def my_handler():
    # Uses Erlang's erlang:send_after/3 - no Python event loop overhead
    await asyncio.sleep(0.1)  # 100ms
    return "done"

# Run a coroutine with the Erlang event loop
result = erlang.run(my_handler())

# Standard asyncio functions work seamlessly
async def main():
    results = await asyncio.gather(task1(), task2(), task3())

erlang.run(main())
See Asyncio for the full API reference.
Security Considerations
When Python runs inside the Erlang VM, certain operations are blocked for safety:
	Subprocess operations blocked - subprocess.Popen, os.fork(), os.system(), etc. would corrupt the Erlang VM
	Signal handling not supported - Signal handling should be done at the Erlang level

If you need to run external commands, use Erlang ports (open_port/2) instead:
%% From Erlang - run a shell command
Port = open_port({spawn, "ls -la"}, [exit_status, binary]),
receive
    {Port, {data, Data}} -> Data;
    {Port, {exit_status, 0}} -> ok
end.
See Security for details on blocked operations and recommended alternatives.
Custom Pool Support
erlang_python lets you create pools on demand to separate CPU-bound and I/O-bound operations:
%% Create io pool for I/O-bound operations
{ok, _} = py_context_router:start_pool(io, 10, worker).

%% Register entire modules to io pool
py:register_pool(io, requests).
py:register_pool(io, psycopg2).

%% Or register specific callables
py:register_pool(io, {db, query}).        %% Only db.query goes to io pool

%% Calls automatically route to the right pool
{ok, 4.0} = py:call(math, sqrt, [16]).       %% -> default pool (fast)
{ok, Resp} = py:call(requests, get, [Url]).  %% -> io pool (module registered)
{ok, Rows} = py:call(db, query, [Sql]).      %% -> io pool (callable registered)
This prevents slow HTTP requests from blocking quick math operations. See Pool Support for configuration and advanced usage.
Zero-Copy Buffers
For streaming data from Erlang to Python (e.g., HTTP request bodies), use py_buffer:
%% Create buffer for streaming data
{ok, Buf} = py_buffer:new(ContentLength),

%% Write chunks as they arrive
ok = py_buffer:write(Buf, Chunk1),
ok = py_buffer:write(Buf, Chunk2),
ok = py_buffer:close(Buf),

%% Pass buffer to Python handler
py:call(Ctx, myapp, handle, [#{<<"input">> => Buf}]).
Python sees it as a file-like object with blocking reads:
def handle(environ):
    body = environ['input'].read()  # Blocks until data ready
    # Or iterate lines
    for line in environ['input']:
        process(line)
See Buffer API for zero-copy memoryview access and fast substring search.
Next Steps
	See Pool Support for separating CPU and I/O operations
	See Type Conversion for detailed type mapping
	See Context Affinity for preserving Python state
	See Streaming for working with generators
	See Memory Management for GC and debugging
	See Scalability for parallelism and performance
	See Logging and Tracing for Python logging and distributed tracing
	See AI Integration for ML/AI examples
	See Asyncio Event Loop for the Erlang-native asyncio implementation with TCP and UDP support
	See Buffer API for zero-copy streaming input buffers
	See Reactor for FD-based protocol handling
	See Security for sandbox and blocked operations
	See Distributed Execution for running Python across Erlang nodes



  

    Add AI to Your Erlang App

This guide shows how to integrate AI and machine learning capabilities into your Erlang application using erlang_python.
Overview
Erlang excels at building distributed, fault-tolerant systems. Python dominates the AI/ML ecosystem with libraries like PyTorch, TensorFlow, sentence-transformers, and OpenAI clients. erlang_python bridges these worlds, letting you:
	Generate text embeddings for semantic search
	Call LLM APIs (OpenAI, Anthropic, local models)
	Run inference with pre-trained models
	Build RAG (Retrieval-Augmented Generation) systems
	Leverage Erlang's concurrency from Python (10x+ speedups)

Setup
1. Create a Virtual Environment
# Create venv with AI dependencies
python3 -m venv ai_venv
source ai_venv/bin/activate

# Install common AI libraries
pip install sentence-transformers numpy openai anthropic

2. Activate in Erlang
1> application:ensure_all_started(erlang_python).
{ok, [erlang_python]}

2> py:activate_venv(<<"/path/to/ai_venv">>).
ok
Text Embeddings
Embeddings convert text into numerical vectors, enabling semantic search, clustering, and similarity comparisons.
Using sentence-transformers
%% Load a model - NOTE: This loads in one worker only.
%% Each worker will lazy-load the model on first use.
init_embedding_model() ->
    py:exec(<<"
from sentence_transformers import SentenceTransformer
model = SentenceTransformer('all-MiniLM-L6-v2')
">>).

%% Better pattern: use a module that lazy-loads
%% and cache embeddings in shared state

%% Generate embedding for a single text
embed(Text) ->
    {ok, Embedding} = py:eval(
        <<"model.encode(text).tolist()">>,
        #{text => Text}
    ),
    Embedding.

%% Generate embeddings for multiple texts (more efficient)
embed_batch(Texts) ->
    {ok, Embeddings} = py:eval(
        <<"model.encode(texts).tolist()">>,
        #{texts => Texts}
    ),
    Embeddings.
Example: Semantic Search
-module(semantic_search).
-export([index/1, search/2]).

%% Index documents with their embeddings
index(Documents) ->
    Embeddings = embed_batch(Documents),
    lists:zip(Documents, Embeddings).

%% Search for similar documents
search(Query, Index) ->
    QueryEmb = embed(Query),
    Scored = [{Doc, cosine_similarity(QueryEmb, DocEmb)}
              || {Doc, DocEmb} <- Index],
    lists:reverse(lists:keysort(2, Scored)).

%% Cosine similarity in Erlang
cosine_similarity(A, B) ->
    Dot = lists:sum([X * Y || {X, Y} <- lists:zip(A, B)]),
    NormA = math:sqrt(lists:sum([X * X || X <- A])),
    NormB = math:sqrt(lists:sum([X * X || X <- B])),
    Dot / (NormA * NormB).
Example: Using the Search
1> semantic_search:init_embedding_model().
ok

2> Docs = [
    <<"Erlang is great for building distributed systems">>,
    <<"Python excels at machine learning">>,
    <<"The BEAM VM provides fault tolerance">>,
    <<"Neural networks require GPU acceleration">>
].

3> Index = semantic_search:index(Docs).

4> semantic_search:search(<<"concurrent programming">>, Index).
[{<<"Erlang is great for building distributed systems">>, 0.42},
 {<<"The BEAM VM provides fault tolerance">>, 0.38},
 ...]
Calling LLM APIs
OpenAI
%% Initialize OpenAI client
init_openai() ->
    py:exec(<<"
import os
from openai import OpenAI
client = OpenAI(api_key=os.environ.get('OPENAI_API_KEY'))
">>).

%% Chat completion
chat(Messages) ->
    %% Convert Erlang messages to Python format
    PyMessages = [#{role => Role, content => Content}
                  || {Role, Content} <- Messages],
    {ok, Response} = py:eval(<<"
response = client.chat.completions.create(
    model='gpt-4',
    messages=messages
)
response.choices[0].message.content
">>, #{messages => PyMessages}),
    Response.

%% Usage
chat([{system, <<"You are a helpful assistant.">>},
      {user, <<"What is Erlang?">>}]).
%% => <<"Erlang is a programming language designed for...">>
Anthropic Claude
init_anthropic() ->
    py:exec(<<"
import os
import anthropic
client = anthropic.Anthropic(api_key=os.environ.get('ANTHROPIC_API_KEY'))
">>).

claude_chat(Prompt) ->
    {ok, Response} = py:eval(<<"
message = client.messages.create(
    model='claude-sonnet-4-20250514',
    max_tokens=1024,
    messages=[{'role': 'user', 'content': prompt}]
)
message.content[0].text
">>, #{prompt => Prompt}),
    Response.
Local Models with Ollama
init_ollama() ->
    py:exec(<<"
import requests

def ollama_generate(prompt, model='llama3.2'):
    response = requests.post(
        'http://localhost:11434/api/generate',
        json={'model': model, 'prompt': prompt, 'stream': False}
    )
    return response.json()['response']
">>).

ollama_chat(Prompt) ->
    {ok, Response} = py:eval(
        <<"ollama_generate(prompt)">>,
        #{prompt => Prompt}
    ),
    Response.
Building a RAG System
Retrieval-Augmented Generation combines semantic search with LLM generation.
-module(rag).
-export([init/0, add_document/2, query/2]).

-record(state, {
    index = [] :: [{binary(), [float()]}]
}).

init() ->
    %% Initialize embedding model
    py:exec(<<"
from sentence_transformers import SentenceTransformer
from openai import OpenAI
import os

embedder = SentenceTransformer('all-MiniLM-L6-v2')
llm = OpenAI(api_key=os.environ.get('OPENAI_API_KEY'))

def embed(text):
    return embedder.encode(text).tolist()

def embed_batch(texts):
    return embedder.encode(texts).tolist()

def generate(prompt, context):
    response = llm.chat.completions.create(
        model='gpt-4',
        messages=[
            {'role': 'system', 'content': f'Use this context to answer: {context}'},
            {'role': 'user', 'content': prompt}
        ]
    )
    return response.choices[0].message.content
">>),
    #state{}.

add_document(Doc, #state{index = Index} = State) ->
    {ok, Embedding} = py:eval(<<"embed(doc)">>, #{doc => Doc}),
    State#state{index = [{Doc, Embedding} | Index]}.

query(Question, #state{index = Index}) ->
    %% 1. Embed the question
    {ok, QueryEmb} = py:eval(<<"embed(q)">>, #{q => Question}),

    %% 2. Find top-k similar documents
    Scored = [{Doc, cosine_sim(QueryEmb, DocEmb)} || {Doc, DocEmb} <- Index],
    TopK = lists:sublist(lists:reverse(lists:keysort(2, Scored)), 3),
    Context = iolist_to_binary([Doc || {Doc, _} <- TopK]),

    %% 3. Generate answer with context
    {ok, Answer} = py:eval(
        <<"generate(question, context)">>,
        #{question => Question, context => Context}
    ),
    Answer.

cosine_sim(A, B) ->
    Dot = lists:sum([X * Y || {X, Y} <- lists:zip(A, B)]),
    NormA = math:sqrt(lists:sum([X * X || X <- A])),
    NormB = math:sqrt(lists:sum([X * X || X <- B])),
    Dot / (NormA * NormB).
Using the RAG System
1> State0 = rag:init().

2> State1 = rag:add_document(<<"Erlang was created at Ericsson in 1986.">>, State0).
3> State2 = rag:add_document(<<"The BEAM VM runs Erlang and Elixir code.">>, State1).
4> State3 = rag:add_document(<<"OTP provides behaviors like gen_server.">>, State2).

5> rag:query(<<"When was Erlang created?">>, State3).
<<"Erlang was created at Ericsson in 1986.">>
Parallel Embedding with Sub-interpreters
For high-throughput embedding, use parallel execution:
%% Embed many documents in parallel
embed_parallel(Documents) ->
    %% Split into batches
    BatchSize = 100,
    Batches = partition(Documents, BatchSize),

    %% Build parallel calls
    Calls = [{mymodule, embed_batch, [Batch]} || Batch <- Batches],

    %% Execute in parallel across sub-interpreters
    {ok, Results} = py:parallel(Calls),

    %% Flatten results
    lists:flatten([R || {ok, R} <- Results]).

partition([], _) -> [];
partition(L, N) ->
    {H, T} = lists:split(min(N, length(L)), L),
    [H | partition(T, N)].
Leveraging Erlang's Concurrency from Python
A powerful pattern is to let Python call Erlang functions and leverage Erlang's lightweight processes for parallelism. This is especially useful when you need to:
	Process multiple items concurrently
	Fan out work to many workers
	Combine Python AI with Erlang's fault-tolerant concurrency

Registering Erlang Functions
%% Register functions that Python can call
init_erlang_functions() ->
    %% Simple computation
    py:register_function(process_item, fun([Item]) ->
        %% Your Erlang processing logic
        do_heavy_computation(Item)
    end),

    %% Parallel map: spawn one process per item
    py:register_function(parallel_map, fun([FuncName, Items]) ->
        Parent = self(),
        Refs = [begin
            Ref = make_ref(),
            spawn(fun() ->
                Result = execute_function(FuncName, Item),
                Parent ! {Ref, Result}
            end),
            Ref
        end || Item <- Items],
        %% Collect results in order
        [receive {Ref, R} -> R after 5000 -> {error, timeout} end
         || Ref <- Refs]
    end),

    %% Parallel HTTP fetches using Erlang processes
    py:register_function(parallel_fetch, fun([Urls]) ->
        Parent = self(),
        Refs = [begin
            Ref = make_ref(),
            spawn(fun() ->
                Result = http_fetch(Url),  % Your HTTP client
                Parent ! {Ref, Result}
            end),
            Ref
        end || Url <- Urls],
        [receive {Ref, R} -> R after 30000 -> {error, timeout} end
         || Ref <- Refs]
    end).
Calling Erlang from Python
The erlang module is automatically available in Python code executed via py:eval:
# In Python (via py:eval)
import erlang

# Call a single Erlang function
result = erlang.call('process_item', data)

# Process multiple items in parallel using Erlang processes
results = erlang.call('parallel_map', 'process_item', items)

# Fetch multiple URLs concurrently
responses = erlang.call('parallel_fetch', urls)
Example: AI Pipeline with Erlang Parallelism
Combine AI embeddings with Erlang's concurrent processing:
-module(ai_pipeline).
-export([init/0, process_documents/1]).

init() ->
    %% Initialize embedding model
    ok = py:exec(<<"
from sentence_transformers import SentenceTransformer
model = SentenceTransformer('all-MiniLM-L6-v2')

def embed_doc(doc):
    import erlang
    # Get metadata from Erlang (processed in parallel)
    metadata = erlang.call('fetch_metadata', doc['id'])
    # Generate embedding
    embedding = model.encode(doc['text']).tolist()
    return {'id': doc['id'], 'embedding': embedding, 'metadata': metadata}
">>),

    %% Register Erlang functions
    py:register_function(fetch_metadata, fun([DocId]) ->
        %% Simulate database lookup (could be actual DB call)
        timer:sleep(50),
        #{id => DocId, fetched_at => erlang:system_time(millisecond)}
    end),

    py:register_function(parallel_embed, fun([Docs]) ->
        %% Spawn a process for each document
        Parent = self(),
        Refs = [begin
            Ref = make_ref(),
            spawn(fun() ->
                {ok, Result} = py:eval(<<"embed_doc(doc)">>, #{doc => Doc}),
                Parent ! {Ref, Result}
            end),
            Ref
        end || Doc <- Docs],
        [receive {Ref, R} -> R after 30000 -> {error, timeout} end
         || Ref <- Refs]
    end).

process_documents(Docs) ->
    %% Process all documents in parallel
    {ok, Results} = py:eval(
        <<"__import__('erlang').call('parallel_embed', docs)">>,
        #{docs => Docs}
    ),
    Results.
Performance: Sequential vs Parallel
The Erlang concurrency model provides dramatic speedups:
%% Sequential: 10 items × 100ms = 1 second
Sequential = [process(Item) || Item <- Items].

%% Parallel with Erlang processes: ~100ms total (10x speedup!)
Parallel = py:eval(<<"erlang.call('parallel_map', 'process', items)">>,
                   #{items => Items}).
Real-world results from the example:
Sequential (10 items × 100ms): 1.01 seconds
Parallel (10 Erlang processes): 0.10 seconds
Speedup: 10x faster!
Batch AI Operations with Erlang Workers
For high-throughput AI workloads, combine batching with Erlang workers:
%% Register a worker pool function
py:register_function(spawn_workers, fun([Tasks]) ->
    Parent = self(),
    Refs = [begin
        Ref = make_ref(),
        spawn(fun() ->
            %% Each worker can call Python AI functions
            Result = case Task of
                #{type := embed, text := Text} ->
                    {ok, Emb} = py:eval(<<"model.encode(t).tolist()">>,
                                        #{t => Text}),
                    #{type => embedding, result => Emb};
                #{type := classify, text := Text} ->
                    {ok, Class} = py:eval(<<"classify(t)">>, #{t => Text}),
                    #{type => classification, result => Class}
            end,
            Parent ! {Ref, Result}
        end),
        Ref
    end || Task <- Tasks],
    [receive {Ref, R} -> R after 60000 -> {error, timeout} end
     || Ref <- Refs]
end).

%% Usage from Python
process_ai_batch(Tasks) ->
    {ok, Results} = py:eval(
        <<"erlang.call('spawn_workers', tasks)">>,
        #{tasks => Tasks}
    ),
    Results.
Running the Example
A complete working example is available:
# Run the Erlang concurrency example
escript examples/erlang_concurrency.erl

This demonstrates:
	Registering Erlang functions (echo, slow_compute, fib, etc.)
	Calling them from Python via erlang.call()
	Parallel processing with parallel_map
	Spawning worker pools with spawn_workers
	Simulated parallel HTTP fetches

Async LLM Calls
For non-blocking LLM calls:
%% Start async LLM call (returns ref for await)
ask_async(Question) ->
    py:spawn_call('__main__', generate, [Question, <<"">>]).

%% Gather multiple responses
ask_many(Questions) ->
    Refs = [ask_async(Q) || Q <- Questions],
    [py:await(Ref, 30000) || Ref <- Refs].
Streaming LLM Responses
For streaming responses from LLMs:
init_streaming() ->
    py:exec(<<"
from openai import OpenAI
import os

client = OpenAI(api_key=os.environ.get('OPENAI_API_KEY'))

def stream_chat(prompt):
    stream = client.chat.completions.create(
        model='gpt-4',
        messages=[{'role': 'user', 'content': prompt}],
        stream=True
    )
    for chunk in stream:
        if chunk.choices[0].delta.content:
            yield chunk.choices[0].delta.content
">>).

stream_response(Prompt) ->
    {ok, Chunks} = py:stream('__main__', stream_chat, [Prompt]),
    %% Chunks is a list of text fragments
    iolist_to_binary(Chunks).
Performance Tips
1. Batch Operations
%% Slow: one call per embedding
[embed(Doc) || Doc <- Documents].

%% Fast: batch embedding
embed_batch(Documents).
2. Reuse Models
%% Load model once at startup
init() ->
    py:exec(<<"model = SentenceTransformer('...')">>).

%% Reuse in each request
embed(Text) ->
    py:eval(<<"model.encode(text).tolist()">>, #{text => Text}).
3. Use GPU When Available
init_gpu_model() ->
    py:exec(<<"
import torch
from sentence_transformers import SentenceTransformer

device = 'cuda' if torch.cuda.is_available() else 'cpu'
model = SentenceTransformer('all-MiniLM-L6-v2', device=device)
">>).
4. Cache Embeddings in Shared State
Avoid recomputing embeddings for the same text:
%% Check cache before computing
embed_cached(Text) ->
    Key = <<"emb:", (crypto:hash(md5, Text))/binary>>,
    case py:state_fetch(Key) of
        {ok, Embedding} ->
            {ok, Embedding};
        {error, not_found} ->
            {ok, Embedding} = py:eval(
                <<"model.encode(text).tolist()">>,
                #{text => Text}
            ),
            py:state_store(Key, Embedding),
            {ok, Embedding}
    end.
Or from Python:
from erlang import state_get, state_set
import hashlib

def embed_cached(text):
    key = f"emb:{hashlib.md5(text.encode()).hexdigest()}"
    cached = state_get(key)
    if cached is not None:
        return cached
    embedding = model.encode(text).tolist()
    state_set(key, embedding)
    return embedding
5. Monitor Rate Limits
%% Check current load before heavy operations
check_capacity() ->
    Current = py_semaphore:current(),
    Max = py_semaphore:max_concurrent(),
    case Current / Max of
        Ratio when Ratio > 0.8 ->
            {error, high_load};
        _ ->
            ok
    end.
Error Handling
safe_embed(Text) ->
    try
        case py:eval(<<"model.encode(text).tolist()">>, #{text => Text}) of
            {ok, Embedding} -> {ok, Embedding};
            {error, Reason} -> {error, {python_error, Reason}}
        end
    catch
        error:timeout -> {error, timeout}
    end.

%% With retry
embed_with_retry(Text, Retries) when Retries > 0 ->
    case safe_embed(Text) of
        {ok, _} = Result -> Result;
        {error, _} ->
            timer:sleep(1000),
            embed_with_retry(Text, Retries - 1)
    end;
embed_with_retry(_, 0) ->
    {error, max_retries}.
Complete Example: AI-Powered Search Service
-module(ai_search).
-behaviour(gen_server).

-export([start_link/0, index/1, search/2]).
-export([init/1, handle_call/3, handle_cast/2]).

-record(state, {
    documents = #{} :: #{binary() => [float()]}
}).

start_link() ->
    gen_server:start_link({local, ?MODULE}, ?MODULE, [], []).

index(Documents) ->
    gen_server:call(?MODULE, {index, Documents}, 60000).

search(Query, TopK) ->
    gen_server:call(?MODULE, {search, Query, TopK}, 10000).

init([]) ->
    %% Initialize embedding model
    ok = py:exec(<<"
from sentence_transformers import SentenceTransformer
model = SentenceTransformer('all-MiniLM-L6-v2')
">>),
    {ok, #state{}}.

handle_call({index, Documents}, _From, State) ->
    {ok, Embeddings} = py:eval(
        <<"model.encode(docs).tolist()">>,
        #{docs => Documents}
    ),
    NewDocs = maps:from_list(lists:zip(Documents, Embeddings)),
    {reply, ok, State#state{documents = maps:merge(State#state.documents, NewDocs)}};

handle_call({search, Query, TopK}, _From, #state{documents = Docs} = State) ->
    {ok, QueryEmb} = py:eval(
        <<"model.encode(q).tolist()">>,
        #{q => Query}
    ),
    Scored = [{Doc, cosine_sim(QueryEmb, Emb)} || {Doc, Emb} <- maps:to_list(Docs)],
    Results = lists:sublist(lists:reverse(lists:keysort(2, Scored)), TopK),
    {reply, {ok, Results}, State}.

handle_cast(_Msg, State) ->
    {noreply, State}.

cosine_sim(A, B) ->
    Dot = lists:sum([X * Y || {X, Y} <- lists:zip(A, B)]),
    NormA = math:sqrt(lists:sum([X * X || X <- A])),
    NormB = math:sqrt(lists:sum([X * X || X <- B])),
    Dot / (NormA * NormB).
Using from Elixir
All AI examples work seamlessly from Elixir:
# Start erlang_python
{:ok, _} = Application.ensure_all_started(:erlang_python)

# Activate venv with AI libraries
:ok = :py.activate_venv("/path/to/ai_venv")

# Generate embeddings using ai_helpers module
{:ok, embeddings} = :py.call(:ai_helpers, :embed_texts, [
  ["Elixir is functional", "Python does ML", "BEAM is concurrent"]
])

# Semantic search
{:ok, query_emb} = :py.call(:ai_helpers, :embed_single, ["concurrent programming"])

# Calculate similarity in Elixir
similarities = Enum.zip(texts, embeddings)
|> Enum.map(fn {text, emb} -> {text, cosine_similarity(query_emb, emb)} end)
|> Enum.sort_by(fn {_, score} -> score end, :desc)
Parallel AI with BEAM Processes
# Register parallel embedding function
:py.register_function(:parallel_embed, fn [texts] ->
  parent = self()

  refs = Enum.map(texts, fn text ->
    ref = make_ref()
    spawn(fn ->
      {:ok, emb} = :py.call(:ai_helpers, :embed_single, [text])
      send(parent, {ref, emb})
    end)
    ref
  end)

  Enum.map(refs, fn ref ->
    receive do
      {^ref, result} -> result
    after
      30_000 -> {:error, :timeout}
    end
  end)
end)
Running the Elixir AI Example
# Full Elixir example with AI integration
elixir --erl "-pa _build/default/lib/erlang_python/ebin" examples/elixir_example.exs

The example demonstrates:
	Basic Python calls from Elixir
	Data type conversion
	Registering Elixir callbacks for Python
	Parallel processing (10x speedup)
	Semantic search with embeddings

See Also
	Getting Started - Basic usage
	Type Conversion - How data is converted
	Scalability - Parallel execution and rate limiting
	Streaming - Working with generators



  

    Type Conversion

This guide details how values are converted between Erlang and Python.
Erlang to Python
When calling Python functions or evaluating expressions, Erlang values are automatically converted:
	Erlang	Python	Notes
	integer()	int	Arbitrary precision supported
	float()	float	IEEE 754 double precision
	binary()	str	UTF-8 encoded
	{bytes, binary()}	bytes	Explicit bytes (no UTF-8 decode)
	atom()	str	Converted to string (except special atoms)
	true	True	Boolean
	false	False	Boolean
	none	None	Null value
	nil	None	Null value (Elixir compatibility)
	undefined	None	Null value
	list()	list	Recursively converted
	tuple()	tuple	Recursively converted
	map()	dict	Keys and values recursively converted
	pid()	erlang.Pid	Opaque wrapper, round-trips back to Erlang PID

Examples
%% Integers
py:call(mymod, func, [42]).           %% Python receives: 42
py:call(mymod, func, [123456789012345678901234567890]).  %% Big integers work

%% Floats
py:call(mymod, func, [3.14159]).      %% Python receives: 3.14159

%% Strings (binaries)
py:call(mymod, func, [<<"hello">>]).  %% Python receives: "hello"

%% Atoms become strings
py:call(mymod, func, [foo]).          %% Python receives: "foo"

%% Booleans
py:call(mymod, func, [true, false]).  %% Python receives: True, False

%% None equivalents
py:call(mymod, func, [none]).         %% Python receives: None
py:call(mymod, func, [nil]).          %% Python receives: None
py:call(mymod, func, [undefined]).    %% Python receives: None

%% Lists
py:call(mymod, func, [[1, 2, 3]]).    %% Python receives: [1, 2, 3]

%% Tuples
py:call(mymod, func, [{1, 2, 3}]).    %% Python receives: (1, 2, 3)

%% Maps become dicts
py:call(mymod, func, [#{a => 1, b => 2}]).  %% Python receives: {"a": 1, "b": 2}
Explicit Bytes Conversion
By default, Erlang binaries are converted to Python str using UTF-8 decoding.
To explicitly send raw bytes without string conversion, use the {bytes, Binary} tuple:
%% Default: binary -> str
py:call(mymod, func, [<<"hello">>]).  %% Python sees: "hello" (str)

%% Explicit: {bytes, binary} -> bytes
py:call(mymod, func, [{bytes, <<"hello">>}]).  %% Python sees: b"hello" (bytes)

%% Useful for binary protocols, images, compressed data
py:call(image_processor, load, [{bytes, ImageData}]).
This is useful when you need to ensure binary data is treated as raw bytes in Python,
for example when working with binary protocols, image data, or compressed content.
Note that on the return path, both Python str and bytes become Erlang binary():
%% Python str -> Erlang binary
{ok, <<"hello">>} = py:eval(<<"'hello'">>).

%% Python bytes -> Erlang binary
{ok, <<"hello">>} = py:eval(<<"b'hello'">>).

%% Non-UTF8 bytes also work
{ok, <<255, 254>>} = py:eval(<<"b'\\xff\\xfe'">>).
Python to Erlang
Return values from Python are converted back to Erlang:
	Python	Erlang	Notes
	int	integer() or string()	Integers > 64 bits returned as strings
	float	float()	IEEE 754 double precision
	float('nan')	nan	Atom for Not-a-Number
	float('inf')	infinity	Atom for positive infinity
	float('-inf')	neg_infinity	Atom for negative infinity
	str	binary()	UTF-8 encoded
	bytes	binary()	Raw bytes
	True	true	Boolean
	False	false	Boolean
	None	none	Null value
	list	list()	Recursively converted
	tuple	tuple()	Recursively converted
	dict	map()	Keys and values recursively converted
	erlang.Pid	pid()	Round-trips back to the original Erlang PID
	generator	internal	Used with streaming functions

Examples
%% Integers
{ok, 42} = py:eval(<<"42">>).

%% Big integers (> 64 bits) are returned as strings
{ok, "123456789012345678901234567890"} = py:eval(<<"123456789012345678901234567890">>).

%% Floats
{ok, 3.14} = py:eval(<<"3.14">>).

%% Special floats
{ok, nan} = py:eval(<<"float('nan')">>).
{ok, infinity} = py:eval(<<"float('inf')">>).
{ok, neg_infinity} = py:eval(<<"float('-inf')">>).

%% Strings
{ok, <<"hello">>} = py:eval(<<"'hello'">>).

%% Bytes
{ok, <<72,101,108,108,111>>} = py:eval(<<"b'Hello'">>).

%% Booleans
{ok, true} = py:eval(<<"True">>).
{ok, false} = py:eval(<<"False">>).

%% None
{ok, none} = py:eval(<<"None">>).

%% Lists
{ok, [1, 2, 3]} = py:eval(<<"[1, 2, 3]">>).

%% Tuples
{ok, {1, 2, 3}} = py:eval(<<"(1, 2, 3)">>).

%% Dicts become maps
{ok, #{<<"a">> := 1, <<"b">> := 2}} = py:eval(<<"{'a': 1, 'b': 2}">>).
Process Identifiers (PIDs)
Erlang PIDs are converted to opaque erlang.Pid objects in Python. These can be
passed back to Erlang (where they become real PIDs again) or used with erlang.send():
%% Pass self() to Python - arrives as erlang.Pid
{ok, Pid} = py:call(mymod, round_trip_pid, [self()]).
%% Pid =:= self()

%% Python can send messages directly to Erlang processes
ok = py:exec(<<"
import erlang
def notify(pid, data):
    erlang.send(pid, ('notification', data))
">>).
import erlang

def forward_to(pid, message):
    """Send a message to an Erlang process."""
    erlang.send(pid, message)
erlang.Pid objects support equality and hashing, so they can be compared and
used as dict keys or in sets:
pid_a == pid_b       # True if both wrap the same Erlang PID
{pid: "value"}       # Works as a dict key
pid in seen_pids     # Works in sets
Sending to a process that has already exited raises erlang.ProcessError.
Special Cases
NumPy Arrays
NumPy arrays are converted to nested Erlang lists:
%% 1D array
{ok, [1.0, 2.0, 3.0]} = py:eval(<<"import numpy as np; np.array([1, 2, 3]).tolist()">>).

%% 2D array
{ok, [[1, 2], [3, 4]]} = py:eval(<<"import numpy as np; np.array([[1,2],[3,4]]).tolist()">>).
For best performance with large arrays, consider using .tolist() in Python before returning.
Nested Structures
Nested data structures are recursively converted:
%% Nested dict
{ok, #{<<"user">> := #{<<"name">> := <<"Alice">>, <<"age">> := 30}}} =
    py:eval(<<"{'user': {'name': 'Alice', 'age': 30}}">>).

%% List of tuples
{ok, [{1, <<"a">>}, {2, <<"b">>}]} = py:eval(<<"[(1, 'a'), (2, 'b')]">>).

%% Mixed nesting
{ok, #{<<"items">> := [1, 2, 3], <<"meta">> := {<<"ok">>, 200}}} =
    py:eval(<<"{'items': [1, 2, 3], 'meta': ('ok', 200)}">>).
Map Keys
Erlang maps support any term as key, but Python dicts are more restricted:
%% Erlang atom keys become Python strings
py:call(json, dumps, [#{foo => 1, bar => 2}]).
%% Python sees: {"foo": 1, "bar": 2}

%% Binary keys stay as strings
py:call(json, dumps, [#{<<"foo">> => 1}]).
%% Python sees: {"foo": 1}
When Python returns dicts, string keys become binaries:
{ok, #{<<"foo">> := 1}} = py:eval(<<"{'foo': 1}">>).
Keyword Arguments
Maps can be used for Python keyword arguments:
%% Call with kwargs
{ok, Json} = py:call(json, dumps, [Data], #{indent => 2, sort_keys => true}).

%% Equivalent Python: json.dumps(data, indent=2, sort_keys=True)
Unsupported Types
Some Python types cannot be directly converted:
	Python Type	Workaround
	set	Convert to list: list(my_set)
	frozenset	Convert to tuple: tuple(my_frozenset)
	datetime	Use .isoformat() or timestamp
	Decimal	Use float() or str()
	Custom objects	Implement __iter__ or serialization

Example Workarounds
%% Sets - convert to list in Python
{ok, [1, 2, 3]} = py:eval(<<"sorted(list({3, 1, 2}))">>).

%% Datetime - use ISO format
{ok, <<"2024-01-15T10:30:00">>} =
    py:eval(<<"from datetime import datetime; datetime(2024,1,15,10,30).isoformat()">>).

%% Decimal - convert to string for precision
{ok, <<"3.14159265358979323846">>} =
    py:eval(<<"from decimal import Decimal; str(Decimal('3.14159265358979323846'))">>).
Performance Considerations
	Large strings: Binary conversion is efficient, but very large strings may cause memory pressure
	Deep nesting: Deeply nested structures require recursive traversal
	Big integers: Integers larger than 64 bits are returned as strings; convert with list_to_integer/1 if needed
	NumPy arrays: Call .tolist() for explicit conversion; direct array conversion may be slower

For large data transfers, consider:
	Using streaming for iterables
	Serializing to JSON/msgpack in Python
	Processing data in chunks



  

    Context Affinity

Context affinity allows you to bind an Erlang process to a dedicated Python context, preserving Python state (variables, imports, objects) across multiple py:call/eval/exec invocations.
Why Context Affinity?
By default, each call to py:call, py:eval, or py:exec may be handled by a different context from the pool. This means:
	Variables defined in one call are not available in the next
	Imported modules must be re-imported
	Objects created in one call cannot be accessed later

Context affinity solves this by dedicating a context to your process, ensuring all calls go to the same Python interpreter with preserved state.
Using Explicit Contexts
The simplest approach is to use explicit context handles:
%% Get a specific context by index (1-based)
Ctx = py:context(1),

%% Now all calls to this context share state
ok = py:exec(Ctx, <<"counter = 0">>),
ok = py:exec(Ctx, <<"counter += 1">>),
{ok, 1} = py:eval(Ctx, <<"counter">>),

ok = py:exec(Ctx, <<"counter += 1">>),
{ok, 2} = py:eval(Ctx, <<"counter">>).
Multiple Independent Contexts
Use multiple contexts for isolation:
%% Get two different contexts
Ctx1 = py:context(1),
Ctx2 = py:context(2),

%% Each context has its own namespace
ok = py:exec(Ctx1, <<"x = 'context one'">>),
ok = py:exec(Ctx2, <<"x = 'context two'">>),

%% Values are isolated
{ok, <<"context one">>} = py:eval(Ctx1, <<"x">>),
{ok, <<"context two">>} = py:eval(Ctx2, <<"x">>).
Binding Contexts to Processes
For automatic context routing, bind a context to the current process:
%% Get a context
Ctx = py_context_router:get_context(),

%% Bind it to the current process
ok = py_context_router:bind_context(Ctx),

%% Now all py:call/eval/exec from this process use the bound context
ok = py:exec(<<"x = 42">>),
{ok, 42} = py:eval(<<"x">>),

%% Unbind when done
ok = py_context_router:unbind_context().
Scoped Binding with try/after
Always ensure cleanup with try/after:
run_with_context(Fun) ->
    Ctx = py_context_router:get_context(),
    ok = py_context_router:bind_context(Ctx),
    try
        Fun()
    after
        py_context_router:unbind_context()
    end.

%% Usage
Result = run_with_context(fun() ->
    ok = py:exec(<<"total = 0">>),
    ok = py:exec(<<"for i in range(10): total += i">>),
    py:eval(<<"total">>)
end),
{ok, 45} = Result.
Context API Reference
py:context/0
Get the context for the current scheduler (automatic affinity):
Ctx = py:context().
py:context/1
Get a specific context by index (1-based):
Ctx = py:context(1).
py_context_router:bind_context/1
Bind a context to the current process:
ok = py_context_router:bind_context(Ctx).
py_context_router:unbind_context/0
Remove the context binding for the current process:
ok = py_context_router:unbind_context().
py_context_router:get_context/0,1
Get a context from the pool:
%% Get context for current scheduler
Ctx = py_context_router:get_context().

%% Get context from a specific pool
Ctx = py_context_router:get_context(io).
Use Cases
Stateful Computation
Ctx = py:context(1),

%% Load a model once
py:exec(Ctx, <<"
import pickle
with open('model.pkl', 'rb') as f:
    model = pickle.load(f)
">>),

%% Use it multiple times
{ok, Pred1} = py:eval(Ctx, <<"model.predict([[1, 2, 3]])">>),
{ok, Pred2} = py:eval(Ctx, <<"model.predict([[4, 5, 6]])">>).
Database Connections
Ctx = py:context(1),

%% Establish connection once
py:exec(Ctx, <<"
import sqlite3
conn = sqlite3.connect(':memory:')
cursor = conn.cursor()
cursor.execute('CREATE TABLE users (id INTEGER, name TEXT)')
">>),

%% Use the connection across multiple calls
py:exec(Ctx, <<"cursor.execute('INSERT INTO users VALUES (1, \"Alice\")')">>),
py:exec(Ctx, <<"cursor.execute('INSERT INTO users VALUES (2, \"Bob\")')">>),
{ok, Users} = py:eval(Ctx, <<"cursor.execute('SELECT * FROM users').fetchall()">>),

%% Clean up
py:exec(Ctx, <<"conn.close()">>).
Incremental Processing
Ctx = py:context(1),

%% Initialize accumulator
py:exec(Ctx, <<"results = []">>),

%% Process items one at a time
lists:foreach(fun(Item) ->
    py:eval(Ctx, <<"results.append(item * 2)">>, #{item => Item})
end, [1, 2, 3, 4, 5]),

%% Get final results
{ok, [2, 4, 6, 8, 10]} = py:eval(Ctx, <<"results">>).
Scheduler Affinity (Default Behavior)
By default, without explicit binding, calls are routed based on the current Erlang scheduler. This provides good cache locality while allowing multiple processes to share contexts:
%% Processes on the same scheduler share a context
%% Processes on different schedulers use different contexts
{ok, Result} = py:call(math, sqrt, [16]).
This is usually what you want for stateless operations where isolation isn't critical.
Performance Considerations
	Context binding overhead: bind_context() requires a gen_server call
	Lookup overhead: Once bound, routing adds only an O(1) ETS lookup
	Pool exhaustion: Each bound context removes it from round-robin rotation
	Recommendation: Use explicit py:context(N) for stateful operations; let automatic routing handle stateless calls

Context Pool Statistics
Check pool status:
%% Check number of contexts
N = py_context_router:num_contexts().

%% Check if a pool is started
true = py_context_router:pool_started(default).
true = py_context_router:pool_started(io).

%% Get all contexts in a pool
Contexts = py_context_router:contexts(default).
Error Handling
Context Not Available
%% If contexts aren't started
case py:contexts_started() of
    true -> proceed();
    false -> {error, contexts_not_started}
end.
Process-Bound Environments
Note: For a detailed guide on building "Python actors" and the Erlang philosophy behind process-bound environments, see Process-Bound Environments.

Process-bound environments provide true process-level isolation for Python state. Each Erlang process automatically gets its own Python namespace that persists across calls.
How It Works
When you call py:call(), py:eval(), or py:exec(), the library automatically:
	Looks up or creates a process-local Python environment for your Erlang process
	Executes the Python code using that environment
	Stores variables, imports, and objects in that environment
	Cleans up automatically when your Erlang process exits

This happens transparently - no explicit binding required.
Basic Usage
%% Get a context
Ctx = py:context(1),

%% Define a variable - it persists for THIS Erlang process
ok = py:exec(Ctx, <<"counter = 0">>),
ok = py:exec(Ctx, <<"counter += 1">>),
{ok, 1} = py:eval(Ctx, <<"counter">>).

%% In a different Erlang process, counter is independent:
spawn(fun() ->
    ok = py:exec(Ctx, <<"counter = 100">>),
    {ok, 100} = py:eval(Ctx, <<"counter">>)
end).

%% Back in original process, still 1
{ok, 1} = py:eval(Ctx, <<"counter">>).
Process Affinity for AI Workloads
Process-bound environments are ideal for scenarios where each Erlang process needs isolated Python state:
%% Each user session gets its own chat history
handle_user_session(UserId) ->
    Ctx = py:context(),
    %% Initialize conversation for this process
    ok = py:exec(Ctx, <<"
conversation_history = []
def add_message(role, content):
    conversation_history.append({'role': role, 'content': content})
def get_history():
    return conversation_history
">>),
    session_loop(Ctx).

session_loop(Ctx) ->
    receive
        {user_message, Msg} ->
            py:call(Ctx, '__main__', add_message, [<<"user">>, Msg]),
            %% Process with AI...
            session_loop(Ctx);
        get_history ->
            {ok, History} = py:call(Ctx, '__main__', get_history, []),
            History
    end.
Isolation Between Processes
%% Process A
spawn(fun() ->
    Ctx = py:context(1),
    ok = py:exec(Ctx, <<"x = 'from process A'">>)
end),

%% Process B - same context, but isolated environment
spawn(fun() ->
    Ctx = py:context(1),  %% Same context!
    ok = py:exec(Ctx, <<"x = 'from process B'">>),
    {ok, <<"from process B">>} = py:eval(Ctx, <<"x">>)  %% Own value
end).
Memory Management
Environments are automatically freed when:
	The Erlang process exits (normal, abnormal, or killed)
	The NIF resource destructor runs during garbage collection

No manual cleanup is needed. The environments use the correct memory allocator for each interpreter (critical for subinterpreters which have isolated allocators).
When to Use Process-Bound Environments
Good use cases:
	Stateful sessions (chat, game state, user preferences)
	Long-running workers that accumulate state
	Process-per-request patterns with state
	AI pipelines with per-request context

Consider alternatives when:
	State must be shared between Erlang processes (use shared state API instead)
	State needs to outlive the Erlang process (use explicit storage)
	You need multiple independent namespaces per process (use explicit contexts)

Technical Details
Process-bound environments work by:
	Storing a reference() in the calling process's dictionary under py_local_env
	The reference points to a Python dict created inside the interpreter
	Each interpreter ID maps to a separate environment (for subinterpreter support)
	The NIF uses this dict as locals for exec() and eval() operations

For subinterpreters, environments are created inside the target interpreter to ensure memory safety - Python's subinterpreters have isolated memory allocators.
Thread Safety for C Extensions
Contexts in MULTI_EXECUTOR mode have automatic thread affinity. Each context is
assigned a dedicated executor thread at creation, ensuring that all Python operations
run on the same OS thread. This is critical for C extensions with thread-local state:
	numpy - Uses thread-local random state and BLAS threading
	torch - Maintains thread-local state for CUDA and CPU operations
	tensorflow - Thread-local session state

No configuration is needed - thread affinity is enabled automatically.
Best Practices
	Use explicit contexts for stateful operations: Ctx = py:context(1) ensures state persists
	Use automatic routing for stateless calls: Let the router handle distribution
	Always unbind in finally blocks: Prevent context leaks
	Minimize binding time: Don't hold contexts longer than necessary
	Monitor pool size: Check py_context_router:num_contexts() to understand capacity
	Leverage process-bound environments: For per-process state, rely on automatic environment isolation rather than manual binding



  

    Pool Support

This guide covers erlang_python's pool architecture for separating CPU-bound and I/O-bound Python operations.
Overview
erlang_python provides a default pool that starts automatically, and allows you to create additional pools on demand:
	Pool	Purpose	Default Size	Use Case
	default	Quick CPU-bound operations	Number of schedulers	Math, string processing, data transformation
	custom pools	User-defined pools	User-defined	HTTP requests, database queries, GPU work

Create pools on demand to separate slow I/O operations from blocking quick CPU operations.
Architecture
┌──────────────────────────────────────────────────────────────────┐
│                         py:call/3,4,5                             │
│                              │                                    │
│                              ▼                                    │
│                    ┌─────────────────┐                           │
│                    │  lookup_pool()  │                           │
│                    │  (registration) │                           │
│                    └────────┬────────┘                           │
│                             │                                    │
│              ┌──────────────┴──────────────┐                     │
│              ▼                              ▼                     │
│     ┌────────────────┐             ┌────────────────┐            │
│     │  default pool  │             │  custom pools  │            │
│     │  (N contexts)  │             │  (on demand)   │            │
│     └────────────────┘             └────────────────┘            │
│              │                              │                     │
│     ┌────────┴────────┐            ┌────────┴────────┐           │
│     ▼        ▼        ▼            ▼        ▼        ▼           │
│   Ctx1    Ctx2    CtxN          Ctx1    Ctx2    CtxN            │
│   (math)  (json)  (...)         (http)  (db)   (...)            │
└──────────────────────────────────────────────────────────────────┘
Basic Usage
Creating Custom Pools
Create pools on demand for specific workloads:
%% Create an io pool for I/O-bound operations
{ok, _Contexts} = py_context_router:start_pool(io, 10, worker).

%% Create a gpu pool for ML workloads
{ok, _} = py_context_router:start_pool(gpu, 2, worker).
Explicit Pool Selection
Specify the pool directly in the call:
%% Use default pool (quick operations)
{ok, 4.0} = py:call(default, math, sqrt, [16]).

%% Use io pool (after creating it)
{ok, Response} = py:call(io, requests, get, [Url]).

%% With keyword arguments
{ok, Data} = py:call(io, requests, get, [Url], #{timeout => 30}).
Registration-Based Routing
Register modules or specific functions to automatically route to a specific pool:
%% Register entire module to io pool (all functions in module)
ok = py:register_pool(io, requests).
ok = py:register_pool(io, aiohttp).
ok = py:register_pool(io, psycopg2).

%% Register specific module.function to io pool
ok = py:register_pool(io, {urllib, urlopen}).    %% Only urllib.urlopen
ok = py:register_pool(io, {httpx, 'get'}).       %% Only httpx.get
ok = py:register_pool(io, {db, query}).          %% Only db.query

%% Now calls route automatically - no code changes needed
{ok, 4.0} = py:call(math, sqrt, [16]).           %% -> default pool
{ok, Resp} = py:call(requests, get, [Url]).      %% -> io pool (module registered)
{ok, Rows} = py:call(db, query, [Sql]).          %% -> io pool (function registered)
{ok, Data} = py:call(db, connect, [Dsn]).        %% -> default pool (only db.query registered)
Unregistering
%% Remove module registration
ok = py:unregister_pool(requests).

%% Remove function registration
ok = py:unregister_pool({urllib, urlopen}).
Registration Priority
Function-specific registrations take priority over module-wide registrations:
%% Register all json functions to io pool
ok = py:register_pool(io, json).

%% But keep json.dumps on default pool (it's fast)
ok = py:register_pool(default, {json, dumps}).

%% Results:
io = py_context_router:lookup_pool(json, loads).   %% Module registration
default = py_context_router:lookup_pool(json, dumps).  %% Function override
API Reference
High-Level API (py module)
%% Register entire module to pool (all callables in the module)
-spec register_pool(Pool, Module) -> ok when
    Pool :: default | io | atom(),
    Module :: atom().

%% Register specific callable (module.function) to pool
-spec register_pool(Pool, {Module, Callable}) -> ok when
    Pool :: default | io | atom(),
    Module :: atom(),
    Callable :: atom().

%% Unregister module or specific callable
-spec unregister_pool(Module | {Module, Callable}) -> ok.

%% Call on specific pool
-spec call(Pool, Module, Func, Args) -> {ok, Result} | {error, Reason}.
-spec call(Pool, Module, Func, Args, Kwargs) -> {ok, Result} | {error, Reason}.
Low-Level API (py_context_router module)
%% Pool management
-spec start_pool(Pool, Size) -> {ok, [pid()]} | {error, term()}.
-spec start_pool(Pool, Size, Mode) -> {ok, [pid()]} | {error, term()}.
-spec stop_pool(Pool) -> ok.
-spec pool_started(Pool) -> boolean().

%% Context access
-spec get_context(Pool) -> pid().
-spec num_contexts(Pool) -> non_neg_integer().
-spec contexts(Pool) -> [pid()].

%% Registration
-spec register_pool(Pool, Module) -> ok.
-spec register_pool(Pool, Module, Func) -> ok.
-spec unregister_pool(Module) -> ok.
-spec unregister_pool(Module, Func) -> ok.
-spec lookup_pool(Module, Func) -> Pool.
-spec list_pool_registrations() -> [{{Module, Func | '_'}, Pool}].
Configuration
Configure the default pool size via the application environment:
%% sys.config
[
    {erlang_python, [
        %% Number of contexts in the default pool
        %% (default: erlang:system_info(schedulers))
        {num_contexts, 8}
    ]}
].
Runtime Configuration
%% Start io pool for I/O-bound operations
{ok, _} = py_context_router:start_pool(io, 10, worker).

%% Start GPU pool for ML operations
{ok, _} = py_context_router:start_pool(gpu, 2, worker).

%% Register operations to route to specific pools
ok = py:register_pool(io, requests).
ok = py:register_pool(io, psycopg2).
ok = py:register_pool(gpu, torch).
ok = py:register_pool(gpu, tensorflow).
Use Cases
Web Application with Database
%% At application startup
init_pools() ->
    %% Create io pool for I/O-bound operations
    {ok, _} = py_context_router:start_pool(io, 10, worker),

    %% Register I/O-heavy modules
    py:register_pool(io, requests),
    py:register_pool(io, httpx),
    py:register_pool(io, psycopg2),
    py:register_pool(io, redis),
    ok.

%% In request handler - no pool awareness needed
handle_request(UserId) ->
    %% Fast: uses default pool
    {ok, Hash} = py:call(hashlib, sha256, [UserId]),

    %% Slow: automatically uses io pool
    {ok, User} = py:call(psycopg2, fetchone, [<<"SELECT * FROM users WHERE id = ?">>, [UserId]]),

    %% Fast: uses default pool
    {ok, Json} = py:call(json, dumps, [User]),
    {ok, Json}.
ML Pipeline with I/O
%% Create and configure io pool
{ok, _} = py_context_router:start_pool(io, 10, worker),
py:register_pool(io, boto3),        %% S3 access
py:register_pool(io, requests),      %% API calls

%% ML operations stay on default pool (CPU-intensive)
%% I/O operations go to io pool

process_batch(Items) ->
    %% Parallel fetch from S3 (io pool)
    Futures = [py:spawn_call(boto3, download_file, [Key]) || Key <- Items],
    Files = [py:await(F) || F <- Futures],

    %% Process with ML model (default pool - doesn't block I/O)
    [{ok, _} = py:call(model, predict, [File]) || File <- Files].
Performance Considerations
Pool Sizing
	Workload	default Pool	io Pool
	CPU-heavy	Schedulers	Small (5-10)
	I/O-heavy	Small (2-4)	Large (20-50)
	Mixed	Schedulers	10-20

When to Use Registration
Use registration when:
	You have clear I/O-bound modules (HTTP clients, database drivers)
	You want transparent routing without changing call sites
	Multiple call sites use the same module

Use explicit pool selection when:
	A function's pool depends on arguments
	You need fine-grained control per-call
	Testing or debugging specific pools

Monitoring
%% Check pool status
true = py_context_router:pool_started(default).
false = py_context_router:pool_started(io).  %% Not started yet

%% Start io pool
{ok, _} = py_context_router:start_pool(io, 10, worker).
true = py_context_router:pool_started(io).

%% Check pool sizes
DefaultSize = py_context_router:num_contexts(default).
IoSize = py_context_router:num_contexts(io).

%% List all registrations
Registrations = py_context_router:list_pool_registrations().
%% => [{{requests, '_'}, io}, {{json, dumps}, default}, ...]

%% Check which pool a call would use
io = py_context_router:lookup_pool(requests, get).
default = py_context_router:lookup_pool(math, sqrt).
Backward Compatibility
Existing code using py:call/3,4,5 without pool registration continues to work unchanged, using the default pool:
%% These all use the default pool (backward compatible)
{ok, 4.0} = py:call(math, sqrt, [16]).
{ok, Data} = py:call(json, dumps, [#{a => 1}]).
{ok, 6} = py:eval(<<"2 + 4">>).
See Also
	Scalability - Execution modes and parallel execution
	Getting Started - Basic usage
	Asyncio - Async I/O with event loops



  

    Import and Path Registry

The py_import module manages a global registry for Python imports and sys.path
additions that are automatically applied to all Python interpreters.
Overview
When you call py:call/3 or similar functions, erlang_python needs to import
the Python module first. The import registry allows you to:
	Pre-register modules that should be imported in all interpreters
	Add paths to sys.path in all interpreters
	Configure imports and paths via application environment

Registered imports and paths are applied:
	Immediately to all running interpreters (contexts, event loops, OWN_GIL sessions)
	Automatically to any new interpreters created later

Configuration
Configure imports and paths in your application environment:
%% sys.config or app.src
{erlang_python, [
    {imports, [
        {json, dumps},
        {json, loads},
        {os, getcwd}
    ]},
    {paths, [
        "/path/to/my/modules",
        "/another/path"
    ]}
]}
API
Import Registry
ensure_imported/1
Register a module for import in all interpreters.
ok = py_import:ensure_imported(json).
ensure_imported/2
Register a module/function pair for import.
ok = py_import:ensure_imported(json, dumps).
ok = py_import:ensure_imported(json, loads).
is_imported/1,2
Check if a module or module/function is registered.
true = py_import:is_imported(json).
true = py_import:is_imported(json, dumps).
false = py_import:is_imported(unknown_module).
all_imports/0
Get all registered imports.
[{<<"json">>, all}, {<<"math">>, <<"sqrt">>}] = py_import:all_imports().
import_list/0
Get imports as a map grouped by module.
{ok, #{<<"json">> => [<<"dumps">>, <<"loads">>],
       <<"math">> => []}} = py_import:import_list().
clear_imports/0
Remove all registered imports. Does not affect already-running interpreters.
ok = py_import:clear_imports().
Path Registry
add_path/1
Add a directory to sys.path in all interpreters.
ok = py_import:add_path("/path/to/my/modules").
add_paths/1
Add multiple directories to sys.path.
ok = py_import:add_paths(["/path/to/lib1", "/path/to/lib2"]).
all_paths/0
Get all registered paths in insertion order.
[<<"/path/to/modules">>] = py_import:all_paths().
is_path_added/1
Check if a path is registered.
true = py_import:is_path_added("/path/to/modules").
clear_paths/0
Remove all registered paths. Does not affect already-running interpreters.
ok = py_import:clear_paths().
Examples
Pre-loading Common Modules
%% At application startup
ok = py_import:ensure_imported(json),
ok = py_import:ensure_imported(os),
ok = py_import:ensure_imported(datetime).

%% Now all py:call invocations skip the import step for these modules
{ok, Json} = py:call(json, dumps, [[{key, value}]]).
Adding Custom Module Paths
%% Add your project's Python modules to sys.path
ok = py_import:add_path("/opt/myapp/python"),
ok = py_import:add_path("/opt/myapp/vendor").

%% Now you can import modules from these directories
{ok, Result} = py:call(mymodule, myfunction, []).
Runtime Configuration
%% Check what's registered
Imports = py_import:all_imports(),
Paths = py_import:all_paths(),
io:format("Registered imports: ~p~n", [Imports]),
io:format("Registered paths: ~p~n", [Paths]).
Notes
	The __main__ module cannot be cached (returns {error, main_not_cacheable})
	Clearing registries does not affect already-running interpreters
	Paths are added in order, maintaining their relative priority in sys.path
	All module and path values are normalized to binaries internally



  

    Channel API

The Channel API provides efficient bidirectional message passing between Erlang and Python. Channels use enif_ioq for zero-copy buffering and integrate with Python's asyncio for non-blocking operations.
Overview
Channels are faster than the Reactor pattern for message passing scenarios:
	Message Size	Channel	Reactor	Speedup
	64 bytes	6.2M ops/s	772K ops/s	8x
	1KB	3.8M ops/s	734K ops/s	5x
	16KB	1.1M ops/s	576K ops/s	2x

Use channels when you need:
	High-throughput message streaming
	Bidirectional Erlang-Python communication
	Asyncio integration
	Backpressure support

Quick Start
Erlang Side
%% Create a channel
{ok, Ch} = py_channel:new(),

%% Send messages with sender PID for replies
ok = py_channel:send(Ch, {request, self(), <<"data">>}),

%% Wait for response
receive
    {response, Result} ->
        io:format("Got result: ~p~n", [Result])
end,

%% Close when done
py_channel:close(Ch).
Python Side (Sync)
from erlang.channel import Channel, reply

def process_messages(channel_ref):
    ch = Channel(channel_ref)

    for msg in ch:
        # Extract sender PID from message
        _, sender_pid, data = msg

        # Process and reply
        result = process(data)
        reply(sender_pid, ('response', result))
Python Side (Async)
from erlang.channel import Channel, reply

async def process_messages(channel_ref):
    ch = Channel(channel_ref)

    async for msg in ch:
        # Extract sender PID from message
        _, sender_pid, data = msg

        # Process and reply
        result = await process(data)
        reply(sender_pid, ('response', result))
Erlang API
py_channel:new/0,1
Create a new channel.
%% Unbounded channel
{ok, Ch} = py_channel:new().

%% Channel with backpressure (max 10KB queued)
{ok, Ch} = py_channel:new(#{max_size => 10000}).
Options:
	max_size - Maximum queue size in bytes. When exceeded, send/2 returns busy.

py_channel:send/2
Send an Erlang term to Python.
ok = py_channel:send(Ch, Term).
Returns:
	ok - Message queued successfully
	busy - Queue full (backpressure)
	{error, closed} - Channel was closed

py_channel:close/1
Close the channel. Python receivers will get StopIteration.
ok = py_channel:close(Ch).
py_channel:info/1
Get channel status.
Info = py_channel:info(Ch).
%% #{size => 1024, max_size => 10000, closed => false}
Python API
Channel class
Wrapper for receiving messages from Erlang.
from erlang.channel import Channel

ch = Channel(channel_ref)
receive()
Blocking receive. Blocks Python execution until a message is available.
msg = ch.receive()  # Blocks until message available
Behavior:
	If the channel has data, returns immediately
	If empty, suspends the Erlang process via receive, releasing the dirty scheduler
	Other Erlang processes can run while waiting for data

Raises: ChannelClosed when the channel is closed.
try_receive()
Non-blocking receive. Returns immediately.
msg = ch.try_receive()  # Returns None if empty
Returns: Message or None if empty.
Raises: ChannelClosed when the channel is closed.
async_receive()
Asyncio-compatible receive. Yields to other coroutines while waiting.
msg = await ch.async_receive()
Behavior:
	When using ErlangEventLoop: Uses event-driven notification (no polling). The channel notifies the event loop via timer dispatch when data arrives.
	When using other asyncio loops: Falls back to polling with 100us sleep intervals.

Raises: ChannelClosed when the channel is closed.
close()
Close the channel from Python. Wakes any waiting receivers.
ch.close()  # Signal no more data will be sent
Safe to call multiple times.
Context Manager
Channels support the with statement for automatic cleanup:
with Channel(channel_ref) as ch:
    for msg in ch:
        process(msg)
# channel automatically closed on exit
Iteration
# Sync iteration
for msg in channel:
    process(msg)

# Async iteration
async for msg in channel:
    process(msg)
reply(pid, term)
Send a message to an Erlang process.
from erlang.channel import reply

# Reply to the sender
reply(sender_pid, {"status": "ok", "result": data})
ChannelClosed exception
Raised when receiving from a closed channel.
from erlang.channel import Channel, ChannelClosed

try:
    msg = ch.receive()
except ChannelClosed:
    print("Channel closed")
Backpressure
Channels support backpressure to prevent unbounded memory growth.
Erlang Side
{ok, Ch} = py_channel:new(#{max_size => 10000}),

case py_channel:send(Ch, LargeData) of
    ok ->
        continue;
    busy ->
        %% Queue is full, wait before retrying
        timer:sleep(10),
        retry
end.
Monitoring Queue Size
#{size := Size, max_size := MaxSize} = py_channel:info(Ch),
Utilization = Size / MaxSize.
Examples
Request-Response Pattern
%% Erlang: Send request, receive response
{ok, Ch} = py_channel:new(),
ok = py_channel:send(Ch, {request, self(), <<"compute">>}),
receive
    {response, Result} -> Result
end.
from erlang.channel import Channel, reply

def handle_requests(channel_ref):
    ch = Channel(channel_ref)

    for msg in ch:
        if msg[0] == 'request':
            _, sender_pid, data = msg
            result = compute(data)
            reply(sender_pid, ('response', result))
Streaming Data
%% Erlang: Stream data to Python
{ok, Ch} = py_channel:new(),
lists:foreach(fun(Item) ->
    ok = py_channel:send(Ch, Item)
end, large_list()),
py_channel:close(Ch).
async def process_stream(channel_ref):
    ch = Channel(channel_ref)
    results = []

    async for item in ch:
        results.append(process(item))

    return results
Worker Pool Pattern
%% Erlang: Distribute work across Python workers
{ok, Ch} = py_channel:new(#{max_size => 100000}),

%% Start multiple Python workers on the channel
[spawn_python_worker(Ch) || _ <- lists:seq(1, 4)],

%% Send work items
[py_channel:send(Ch, {work, Item}) || Item <- WorkItems],

%% Signal completion
py_channel:close(Ch).
import asyncio
from erlang.channel import Channel

async def worker(channel_ref, worker_id):
    ch = Channel(channel_ref)

    async for msg in ch:
        if msg[0] == 'work':
            _, item = msg
            await process_item(item)
            print(f"Worker {worker_id} processed {item}")
Performance Tips
	Use async iteration for high-throughput scenarios - it allows other coroutines to run while waiting.

	Set appropriate max_size to prevent memory issues while maintaining throughput.

	Batch messages when possible - sending fewer larger messages is more efficient than many small ones.

	Avoid try_receive polling - use blocking receive() or async async_receive() instead.


Architecture
Sync Receive Flow
Erlang                              Python
──────                              ──────

py_channel:new() ─────────────────▶ Channel created

py_channel:send(Ch, Term)
       │
       ▼
  enif_term_to_binary()
       │
       ▼
  enif_ioq_enq_binary() ──────────▶ channel.receive()
                                          │
                                          ▼
                                    enif_ioq_peek()
                                          │
                                          ▼
                                    enif_binary_to_term()
                                          │
                                          ▼
                                    Python term

py_channel:close() ───────────────▶ StopIteration
Event-Driven Async Receive
When using ErlangEventLoop, async_receive() uses event-driven notification:
Python                              C / Erlang
──────                              ──────────

await ch.async_receive()
       │
       ├── try_receive() ──────────▶ Check queue (fast path)
       │   └── Data? Return immediately
       │
       └── No data:
           │
           ├── Create Future + callback_id
           ├── Register in loop._timers[callback_id]
           │
           └── _channel_wait() ────▶ Register waiter in channel
                                     (callback_id + loop ref)
                                            │
await future ◀─────────────────────────────┘
       │                                    │
       │                            [Data arrives]
       │                                    │
       │                            py_channel:send()
       │                                    │
       │                            channel_send()
       │                                    │
       │                            event_loop_add_pending()
       │                                    │
       │                            pthread_cond_signal()
       │                                    │
       │    ┌───────────────────────────────┘
       │    │
       │    ▼
       │  _run_once_native_for() returns pending
       │    │
       │    ▼
       │  _dispatch(callback_id, TIMER)
       │    │
       │    ▼
       │  Fire handle from _timers
       │    │
       │    ▼
       │  Callback: try_receive() → future.set_result(data)
       │
       ▼
Return data
This avoids polling overhead - Python only wakes when data actually arrives.
ByteChannel - Raw Byte Streaming
For binary protocols and raw byte streaming (e.g., HTTP bodies, file transfers), use ByteChannel instead of Channel. ByteChannel passes bytes directly without term serialization, avoiding encoding/decoding overhead.
When to Use ByteChannel
	Use Case	Channel	ByteChannel
	Structured messages	Yes	No
	RPC-style communication	Yes	No
	HTTP bodies	No	Yes
	File streaming	No	Yes
	Binary protocols	No	Yes
	Raw byte streams	No	Yes

Erlang API
%% Create a byte channel
{ok, Ch} = py_byte_channel:new(),

%% Send raw bytes
ok = py_byte_channel:send(Ch, <<"HTTP/1.1 200 OK\r\n">>),
ok = py_byte_channel:send(Ch, BodyBytes),

%% Receive raw bytes
{ok, Data} = py_byte_channel:recv(Ch),

%% Non-blocking receive
{ok, Data} = py_byte_channel:try_receive(Ch),
{error, empty} = py_byte_channel:try_receive(Ch),  %% If no data

%% Close when done
py_byte_channel:close(Ch).
Python API
from erlang import ByteChannel, ByteChannelClosed

def process_bytes(channel_ref):
    ch = ByteChannel(channel_ref)

    # Blocking receive (releases GIL while waiting)
    data = ch.receive_bytes()

    # Non-blocking receive
    data = ch.try_receive_bytes()  # Returns None if empty

    # Iterate over bytes
    for chunk in ch:
        process(chunk)

    # Send bytes back
    ch.send_bytes(b"response data")

    # Close when done
    ch.close()

# Or use context manager for automatic cleanup
with ByteChannel(channel_ref) as ch:
    for chunk in ch:
        process(chunk)
# channel automatically closed
Async Python API
from erlang import ByteChannel, ByteChannelClosed

async def process_bytes_async(channel_ref):
    ch = ByteChannel(channel_ref)

    # Async receive (yields to other coroutines)
    data = await ch.async_receive_bytes()

    # Async iteration
    async for chunk in ch:
        process(chunk)
Event-driven async: When using ErlangEventLoop, async_receive_bytes() uses event-driven notification instead of polling. The channel signals the event loop when data arrives, avoiding CPU overhead from sleep loops.
ByteChannel vs Channel Architecture
Channel (term-based):
  Erlang:  term_to_binary() ──▶ enif_ioq ──▶ binary_to_term() :Python

ByteChannel (raw bytes):
  Erlang:  raw bytes ─────────▶ enif_ioq ─────────▶ raw bytes :Python
ByteChannel reuses the same underlying py_channel_t structure but skips the term serialization/deserialization steps.
See Also
	Reactor - FD-based protocol handling for sockets
	Asyncio - Erlang-native asyncio event loop
	Getting Started - Basic usage guide



  

    Buffer API

The Buffer API provides a zero-copy input buffer for streaming data from Erlang to Python. Buffers use shared memory with GIL-released blocking reads for efficient data transfer.
Overview
Buffers are designed for scenarios where Erlang writes data chunks and Python needs to consume them:
	Zero-copy access via Python's buffer protocol (memoryview)
	File-like interface (read, readline, readlines)
	Blocking reads that release the GIL while waiting
	Fast substring search using memchr/memmem

Use buffers when you need:
	Streaming data from Erlang to Python
	Zero-copy access to binary data
	File-like interface for Python code expecting read() methods

Quick Start
Erlang Side
%% Create a buffer (chunked - unknown size)
{ok, Buf} = py_buffer:new(),

%% Or with known content length (pre-allocates memory)
{ok, Buf} = py_buffer:new(4096),

%% Write data chunks
ok = py_buffer:write(Buf, <<"chunk1">>),
ok = py_buffer:write(Buf, <<"chunk2">>),

%% Signal end of data
ok = py_buffer:close(Buf),

%% Pass to Python handler
py:call(Ctx, myapp, handle_request, [#{<<"input">> => Buf}]).
Python Side
def handle_request(environ):
    input_buf = environ['input']

    # Read all data
    body = input_buf.read()

    # Or read line by line
    for line in input_buf:
        process(line)

    # Or read specific amount
    chunk = input_buf.read(1024)
Erlang API
py_buffer:new/0
Create a buffer for chunked/streaming data (unknown content length).
{ok, Buf} = py_buffer:new().
The buffer starts with a default capacity (64KB) and grows as needed.
py_buffer:new/1
Create a buffer with known content length.
{ok, Buf} = py_buffer:new(ContentLength).
Arguments:
	ContentLength - Expected total size in bytes, or undefined for chunked

Pre-allocating avoids buffer growth overhead when content length is known.
py_buffer:write/2
Write binary data to the buffer.
ok = py_buffer:write(Buf, Data).
Arguments:
	Buf - Buffer reference from new/0,1
	Data - Binary data to append

Returns:
	ok - Data written successfully
	{error, closed} - Buffer was closed

Writing signals any waiting Python readers via pthread_cond_broadcast.
py_buffer:close/1
Signal end of data (EOF).
ok = py_buffer:close(Buf).
After closing:
	No more data can be written
	Python's read() returns remaining data then empty bytes
	Waiting Python threads are woken up

Python API
PyBuffer class
The buffer appears in Python as erlang.PyBuffer when passed from Erlang.
from erlang import PyBuffer
read(size=-1)
Read up to size bytes, blocking if needed.
data = buf.read()      # Read all (blocks until EOF)
chunk = buf.read(1024) # Read up to 1024 bytes
Behavior:
	If size=-1, reads all data (waits for EOF if content length known)
	If data available, returns immediately
	If empty, blocks until data arrives (GIL released during wait)
	Returns empty bytes at EOF

read_nonblock(size=-1)
Read available bytes without blocking. For async I/O.
chunk = buf.read_nonblock(1024)  # Read up to 1024 available bytes
data = buf.read_nonblock()       # Read all available bytes
Behavior:
	Returns immediately with whatever data is available
	Never blocks, even if no data available
	Returns empty bytes if nothing available (check readable_amount() first)
	Use with readable_amount() and at_eof() for async I/O loops

readable_amount()
Return number of bytes available without blocking.
available = buf.readable_amount()
if available > 0:
    data = buf.read_nonblock(available)
Returns: Number of bytes that can be read immediately.
at_eof()
Check if buffer is at EOF with no more data.
while not buf.at_eof():
    if buf.readable_amount() > 0:
        chunk = buf.read_nonblock(4096)
        process(chunk)
    else:
        await asyncio.sleep(0.001)  # Yield to event loop
Returns: True if EOF signaled AND all data has been read.
readline(size=-1)
Read one line, blocking if needed.
line = buf.readline()  # Read until newline or EOF
Returns: Bytes including the trailing newline, or empty at EOF.
Uses memchr for fast newline scanning.
readlines(hint=-1)
Read all lines as a list.
lines = buf.readlines()  # ['line1\n', 'line2\n', ...]
Arguments:
	hint - Optional size hint; stops after approximately this many bytes

seek(offset, whence=0)
Seek to position within already-written data.
buf.seek(0)      # Seek to beginning (SEEK_SET)
buf.seek(10, 1)  # Seek forward 10 bytes (SEEK_CUR)
buf.seek(-5, 2)  # Seek 5 bytes before end (SEEK_END, requires EOF)
Limitations:
	Cannot seek past written data
	SEEK_END requires EOF flag set

tell()
Return current read position.
pos = buf.tell()  # Current byte offset
find(sub, start=0, end=None)
Fast substring search using memchr/memmem.
idx = buf.find(b'\n')       # Find first newline
idx = buf.find(b'boundary') # Find multipart boundary
Returns: Lowest index where substring found, or -1 if not found.
Single-byte search uses memchr (very fast). Multi-byte uses memmem.
Buffer Protocol
Buffers support Python's buffer protocol for zero-copy access:
# Create memoryview for zero-copy access
mv = memoryview(buf)

# Access without copying
first_byte = mv[0]
slice_data = bytes(mv[10:20])

# Release when done
mv.release()
Properties:
	readonly=True - Buffer is read-only from Python
	ndim=1 - One-dimensional byte array

Iteration
Line-by-line iteration:
for line in buf:
    process(line)
Equivalent to calling readline() until EOF.
Properties and Methods
buf.readable()   # True - always readable
buf.writable()   # False - not writable from Python
buf.seekable()   # True - limited seeking supported
buf.closed       # True if buffer is closed
len(buf)         # Available bytes (write_pos - read_pos)
buf.close()      # Mark buffer as closed
Architecture
Erlang                              Python
------                              ------

py_buffer:new() -----------------> Buffer created
                                   (pthread mutex+cond initialized)

py_buffer:write(Buf, Data)
       |
       v
  memcpy to buffer
  pthread_cond_broadcast() ------> read()/readline() wakes up
                                   (GIL was released during wait)
                                          |
                                          v
                                   Return data to Python

py_buffer:close() ---------------> EOF flag set
                                   Waiting readers return
Memory Layout:
py_buffer_resource_t
+------------------+
| data*            | --> [chunk1][chunk2][chunk3]...
| capacity         |     ^       ^
| write_pos        | ----+       |
| read_pos         | ------------+
| content_length   |
| mutex            |
| data_ready (cond)|
| eof              |
| closed           |
| view_count       |
+------------------+
Performance Tips
	Use known content length when available - avoids buffer reallocation:
ContentLength = byte_size(Body),
{ok, Buf} = py_buffer:new(ContentLength).

	Write in reasonable chunks - very small writes have overhead:
%% Good: write accumulated chunks
ok = py_buffer:write(Buf, AccumulatedData).

%% Less efficient: many tiny writes
%% [py_buffer:write(Buf, <<B>>) || B <- binary_to_list(Data)].

	Use memoryview for zero-copy when processing large bodies:
mv = memoryview(buf)
# Process without copying
boundary_pos = buf.find(b'--boundary')
part = bytes(mv[:boundary_pos])

	Use find() for parsing - memchr/memmem are faster than Python string methods.


Examples
HTTP Request Body Handling
%% Buffer HTTP body
{ok, Buf} = py_buffer:new(byte_size(Body)),
ok = py_buffer:write(Buf, Body),
ok = py_buffer:close(Buf),

%% Build request environ
Environ = #{
    <<"method">> => <<"POST">>,
    <<"path">> => <<"/api/data">>,
    <<"content_type">> => <<"application/json">>,
    <<"content_length">> => byte_size(Body),
    <<"body">> => Buf
},

%% Call handler
{ok, Response} = py:call(myapp, handle, [Environ]).
Chunked Transfer
%% Create buffer for chunked encoding
{ok, Buf} = py_buffer:new(),

%% Spawn writer process
spawn(fun() ->
    %% Simulate receiving chunks
    lists:foreach(fun(Chunk) ->
        ok = py_buffer:write(Buf, Chunk),
        timer:sleep(10)  % Simulate network delay
    end, get_chunks()),
    ok = py_buffer:close(Buf)
end),

%% Python can start reading immediately
%% read() will block until data available
py:call(myapp, stream_handler, [Buf]).
Multipart Form Parsing
def parse_multipart(buf, boundary):
    """Parse multipart form data from buffer."""
    parts = []

    while True:
        # Find next boundary using fast memmem
        idx = buf.find(boundary.encode())
        if idx == -1:
            break

        # Read headers until blank line
        headers = {}
        while True:
            line = buf.readline()
            if line == b'\r\n':
                break
            name, value = line.split(b':', 1)
            headers[name.strip()] = value.strip()

        # Read content until next boundary
        # ... process part
        parts.append({'headers': headers, 'data': data})

    return parts
Async I/O Integration
For asyncio applications, use the non-blocking methods to avoid blocking the event loop:
import asyncio
from erlang import PyBuffer

async def read_buffer_async(buf):
    """Read from buffer without blocking the event loop."""
    chunks = []

    while not buf.at_eof():
        available = buf.readable_amount()
        if available > 0:
            # Read available data
            chunk = buf.read_nonblock(4096)
            chunks.append(chunk)
        else:
            # Yield to event loop, check again soon
            await asyncio.sleep(0.001)

    return b''.join(chunks)

async def process_body_async(environ):
    """Process body in async context."""
    buf = environ['body']

    # Read body without blocking
    body = await read_buffer_async(buf)
    return json.loads(body)
For production use, consider integrating with Erlang's event notification:
async def read_with_notification(buf, notify_channel):
    """Read using Erlang channel for data-ready notifications."""
    chunks = []

    while not buf.at_eof():
        available = buf.readable_amount()
        if available > 0:
            chunk = buf.read_nonblock(available)
            chunks.append(chunk)
        else:
            # Wait for Erlang to signal data is ready
            await notify_channel.async_receive()

    return b''.join(chunks)
See Also
	Channel - Bidirectional message passing
	Reactor - FD-based protocol handling
	Getting Started - Basic usage guide



  

    Streaming

This guide covers working with Python generators from Erlang.
Overview
Python generators allow processing large datasets or infinite sequences
efficiently by yielding values one at a time. erlang_python supports
two modes of streaming:
	Batch streaming (py:stream/3,4, py:stream_eval/1,2) - Collects all values into a list
	True streaming (py:stream_start/3,4) - Sends events as values are yielded

True Streaming (Event-driven)
For real-time processing where you need values as they arrive (e.g., LLM tokens,
live data feeds), use py:stream_start/3,4:
%% Start streaming from a Python iterator
{ok, Ref} = py:stream_start(builtins, iter, [[1,2,3,4,5]]),

%% Receive events as values are yielded
receive_loop(Ref).

receive_loop(Ref) ->
    receive
        {py_stream, Ref, {data, Value}} ->
            io:format("Got: ~p~n", [Value]),
            receive_loop(Ref);
        {py_stream, Ref, done} ->
            io:format("Complete~n");
        {py_stream, Ref, {error, Reason}} ->
            io:format("Error: ~p~n", [Reason])
    after 30000 ->
        timeout
    end.
Events
The stream sends these messages to the owner process:
	{py_stream, Ref, {data, Value}} - Each yielded value
	{py_stream, Ref, done} - Stream completed successfully
	{py_stream, Ref, {error, Reason}} - Stream error

Options
%% Send events to a different process
{ok, Ref} = py:stream_start(Module, Func, Args, #{owner => OtherPid}).
Cancellation
Cancel an active stream:
{ok, Ref} = py:stream_start(my_module, long_generator, []),
%% ... receive some values ...
ok = py:stream_cancel(Ref).
%% Stream will stop on next iteration
Async Generators
stream_start supports both sync and async generators:
%% Async generator (e.g., streaming from an async API)
ok = py:exec(<<"
async def async_gen():
    for i in range(5):
        await asyncio.sleep(0.1)
        yield i
">>),
{ok, Ref} = py:stream_start('__main__', async_gen, []).
Batch Streaming (Collecting All Values)
For simpler use cases where you want all values at once:
Generator Expressions
%% Stream squares of numbers 0-9
{ok, Squares} = py:stream_eval(<<"(x**2 for x in range(10))">>).
%% Squares = [0,1,4,9,16,25,36,49,64,81]

%% Stream uppercase characters
{ok, Upper} = py:stream_eval(<<"(c.upper() for c in 'hello')">>).
%% Upper = [<<"H">>,<<"E">>,<<"L">>,<<"L">>,<<"O">>]

%% Stream filtered values
{ok, Evens} = py:stream_eval(<<"(x for x in range(20) if x % 2 == 0)">>).
%% Evens = [0,2,4,6,8,10,12,14,16,18]
Iterator Objects
Any Python iterator can be streamed:
%% Stream from range
{ok, Numbers} = py:stream_eval(<<"iter(range(5))">>).
%% Numbers = [0,1,2,3,4]

%% Stream dictionary items
{ok, Items} = py:stream_eval(<<"iter({'a': 1, 'b': 2}.items())">>).
%% Items = [{<<"a">>, 1}, {<<"b">>, 2}]
Generator Functions
Define generator functions with yield:
%% Define a generator function
ok = py:exec(<<"
def fibonacci(n):
    a, b = 0, 1
    for _ in range(n):
        yield a
        a, b = b, a + b
">>).

%% Stream from it
%% Note: Functions defined with exec are local to the worker that executes them.
%% Subsequent calls may go to different workers in the pool.
{ok, Fib} = py:stream('__main__', fibonacci, [10]).
%% Fib = [0,1,1,2,3,5,8,13,21,34]
For reliable inline generators, use lambda with walrus operator (Python 3.8+):
%% Fibonacci using inline lambda - works reliably across workers
{ok, Fib} = py:stream_eval(<<"(lambda: ((fib := [0, 1]), [fib.append(fib[-1] + fib[-2]) for _ in range(8)], iter(fib))[-1])()">>).
%% Fib = [0,1,1,2,3,5,8,13,21,34]
When to Use Each Mode
	Use Case	Recommended API
	LLM token streaming	stream_start/3,4
	Real-time data feeds	stream_start/3,4
	Live progress updates	stream_start/3,4
	Batch processing	stream/3,4 or stream_eval/1,2
	Small datasets	stream/3,4 or stream_eval/1,2
	One-time collection	stream/3,4 or stream_eval/1,2

Memory Considerations
	stream_start: Low memory - values processed as they arrive
	stream/stream_eval: Values collected into a list - memory grows with output size
	Generators are garbage collected after exhaustion

Use Cases
LLM Token Streaming
%% Stream tokens from an LLM
{ok, Ref} = py:stream_start(llm_client, generate_tokens, [Prompt]),
stream_to_client(Ref, WebSocket).

stream_to_client(Ref, WS) ->
    receive
        {py_stream, Ref, {data, Token}} ->
            websocket:send(WS, Token),
            stream_to_client(Ref, WS);
        {py_stream, Ref, done} ->
            websocket:send(WS, <<"[DONE]">>);
        {py_stream, Ref, {error, _}} ->
            websocket:send(WS, <<"[ERROR]">>)
    end.
Data Processing Pipelines
%% Process file lines (if defined in Python)
{ok, Lines} = py:stream(mymodule, read_lines, [<<"data.txt">>]).

%% Transform each line
Results = [process_line(L) || L <- Lines].
Batch Processing
%% Process in batches
ok = py:exec(<<"
def batches(data, size):
    for i in range(0, len(data), size):
        yield data[i:i+size]
">>).


  

    Memory Management

This guide covers Python memory monitoring and garbage collection from Erlang.
Memory Statistics
Get current Python memory statistics:
{ok, Stats} = py:memory_stats().
The returned map contains:
	gc_stats - List of per-generation statistics (collected, collections, uncollectable)
	gc_count - Tuple of object counts per generation {gen0, gen1, gen2}
	gc_threshold - Collection thresholds per generation

Example output:
#{gc_stats =>
    [#{<<"collected">> => 0, <<"collections">> => 0, <<"uncollectable">> => 0},
     #{<<"collected">> => 0, <<"collections">> => 0, <<"uncollectable">> => 0},
     #{<<"collected">> => 145, <<"collections">> => 1, <<"uncollectable">> => 0}],
  gc_count => {1837, 0, 0},
  gc_threshold => {2000, 10, 0}}
Garbage Collection
Manual Collection
Force Python garbage collection:
%% Full collection (all generations)
{ok, Collected} = py:gc().

%% Collection by generation
{ok, _} = py:gc(0).   %% Youngest objects only
{ok, _} = py:gc(1).   %% Generations 0 and 1
{ok, _} = py:gc(2).   %% Full collection
When to Force GC
	After processing large datasets
	Before measuring memory usage
	When memory pressure is detected

Memory Tracing
For detailed memory debugging, use tracemalloc:
%% Start tracing
ok = py:tracemalloc_start().

%% Do some work
{ok, _} = py:eval(<<"[x**2 for x in range(100000)]">>).

%% Check memory
{ok, Stats} = py:memory_stats().
%% Stats now includes:
%%   traced_memory_current => 1234567,  %% Current bytes
%%   traced_memory_peak => 2345678      %% Peak bytes

%% Stop tracing
ok = py:tracemalloc_stop().
Frame Depth
For more detailed tracebacks, specify frame depth:
ok = py:tracemalloc_start(10).  %% Store 10 frames per allocation
Higher frame counts provide more detail but use more memory.
Memory Best Practices
1. Use Streaming for Large Data
Instead of loading everything into memory:
%% Bad - loads entire list
{ok, Huge} = py:eval(<<"list(range(10000000))">>).

%% Good - processes incrementally
{ok, Chunks} = py:stream_eval(<<"(x for x in range(10000000))">>).
2. Clear Large Objects
Python objects are cleaned up when their references are released.
Force cleanup with explicit GC:
process_large_data(Data) ->
    Result = py:call(processor, handle, [Data]),
    {ok, _} = py:gc(),  %% Clean up Python side
    Result.
3. Monitor Pool Memory
Track memory across workers:
monitor_memory() ->
    {ok, Stats} = py:memory_stats(),
    Count = element(1, maps:get(gc_count, Stats)),
    Threshold = element(1, maps:get(gc_threshold, Stats)),
    if Count > Threshold * 0.8 ->
        logger:warning("Python memory pressure: ~p/~p", [Count, Threshold]),
        py:gc();
       true ->
        ok
    end.
Understanding GC Stats
Generations
Python uses generational garbage collection:
	Generation 0: Newly created objects. Collected frequently.
	Generation 1: Objects that survived one collection. Collected less often.
	Generation 2: Long-lived objects. Collected rarely.

Thresholds
Default thresholds are {700, 10, 10}:
	Gen 0 collects after 700 new allocations
	Gen 1 collects after 10 Gen 0 collections
	Gen 2 collects after 10 Gen 1 collections

Uncollectable Objects
Objects with circular references and __del__ methods may be uncollectable.
Monitor the uncollectable count in gc_stats.
Troubleshooting
High Memory Usage
	Enable tracemalloc to identify allocations
	Check for large objects not being released
	Force GC and re-measure
	Consider streaming large datasets

Memory Leaks
	Check uncollectable count in gc_stats
	Look for circular references in Python code
	Ensure generators are fully consumed or explicitly closed

Worker Memory Growth
Each worker maintains its own namespace. Objects defined via exec persist:
%% This grows worker memory over time
[py:exec(<<"x", N, " = [0] * 1000000">>) || N <- lists:seq(1, 100)].

%% Consider using eval with locals instead
[py:eval(<<"len(data)">>, #{data => LargeList}) || _ <- lists:seq(1, 100)].


  

    SharedDict API

SharedDict provides process-scoped shared dictionaries for bidirectional state sharing between Erlang and Python. Use it when you need to share configuration, caches, or session state within a single Python context.
Overview
SharedDict is designed for scenarios where Erlang and Python need to share mutable state:
	Use Case	Description
	Configuration	Pass runtime config from Erlang, readable by Python
	Session state	Maintain state across multiple Python calls
	Caches	Share cached data between Erlang and Python
	Coordination	Exchange data without serialization overhead

SharedDict values are pickled for cross-interpreter safety, making them safe to use with Python subinterpreters.
Quick Start
Erlang Side
%% Create a SharedDict
{ok, SD} = py:shared_dict_new(),

%% Set values
ok = py:shared_dict_set(SD, <<"config">>, #{host => <<"localhost">>, port => 8080}),

%% Get values
Config = py:shared_dict_get(SD, <<"config">>),
%% #{<<"host">> => <<"localhost">>, <<"port">> => 8080}

%% Get with default
Value = py:shared_dict_get(SD, <<"missing">>, default_value),
%% default_value

%% List keys
Keys = py:shared_dict_keys(SD),
%% [<<"config">>]

%% Delete a key
ok = py:shared_dict_del(SD, <<"config">>),

%% Explicit cleanup (optional - GC handles this)
ok = py:shared_dict_destroy(SD).
Python Side
from erlang import SharedDict

def process_with_config(sd_handle):
    # Wrap the handle
    sd = SharedDict(sd_handle)

    # Dict-like access
    config = sd['config']
    host = config.get('host') or config.get(b'host')

    # Set values
    sd['result'] = {'status': 'ok', 'count': 42}

    # Check membership
    if 'config' in sd:
        print("Config found")

    # Iterate keys
    for key in sd.keys():
        print(f"Key: {key}")

    # Delete
    del sd['result']
Erlang API
py:shared_dict_new/0
Create a new SharedDict owned by the calling process.
{ok, SD} = py:shared_dict_new().
The SharedDict is automatically destroyed when the owning process terminates.
py:shared_dict_get/2,3
Get a value from the SharedDict.
Value = py:shared_dict_get(SD, <<"key">>).
%% Returns undefined if key not found

Value = py:shared_dict_get(SD, <<"key">>, default).
%% Returns default if key not found
py:shared_dict_set/3
Set a value in the SharedDict.
ok = py:shared_dict_set(SD, <<"key">>, Value).
Values are pickled internally for cross-interpreter safety.
py:shared_dict_del/2
Delete a key from the SharedDict.
ok = py:shared_dict_del(SD, <<"key">>).
Returns ok even if the key doesn't exist.
py:shared_dict_keys/1
Get all keys from the SharedDict.
Keys = py:shared_dict_keys(SD).
%% [<<"key1">>, <<"key2">>]
py:shared_dict_destroy/1
Explicitly destroy a SharedDict.
ok = py:shared_dict_destroy(SD).
After destruction, any operations on the SharedDict raise an error. This is idempotent - calling multiple times is safe.
Python API
SharedDict class
Dict-like wrapper for SharedDict handles passed from Erlang.
from erlang import SharedDict

# Create from handle (passed via eval/exec locals)
sd = SharedDict(handle)
Subscript Access
# Get value
value = sd['key']  # Raises KeyError if not found

# Set value
sd['key'] = value

# Delete
del sd['key']  # Raises KeyError if not found
get(key, default=None)
Get value with optional default.
value = sd.get('key')  # Returns None if not found
value = sd.get('key', 'default')
keys()
Get all keys as a list.
for key in sd.keys():
    process(key)
__contains__
Check if key exists.
if 'key' in sd:
    process(sd['key'])
destroy()
Explicitly destroy the SharedDict from Python.
sd.destroy()  # Invalidates all references
Design
Thread Safety
SharedDict uses a mutex to protect concurrent access. Multiple Python threads or Erlang processes can safely read/write the same SharedDict.
Value Storage
Values are pickled (serialized) when stored and unpickled when retrieved. This ensures:
	Cross-interpreter safety - Safe to use with Python subinterpreters
	Type preservation - Python types round-trip correctly
	Isolation - Changes to retrieved values don't affect stored values

Lifecycle
SharedDicts follow two cleanup paths:
	Automatic (GC) - When the owning Erlang process terminates, the SharedDict is marked for garbage collection
	Explicit - Call py:shared_dict_destroy/1 or sd.destroy() for immediate cleanup

Use explicit destroy when you need deterministic cleanup or want to release resources before process termination.
Examples
Configuration Passing
%% Erlang: Set up config before Python call
{ok, SD} = py:shared_dict_new(),
ok = py:shared_dict_set(SD, <<"db">>, #{
    host => <<"localhost">>,
    port => 5432,
    user => <<"admin">>
}),

%% Pass handle to Python
{ok, _} = py:eval(<<"process_data(handle)">>, #{<<"handle">> => SD}).
from erlang import SharedDict

def process_data(sd_handle):
    sd = SharedDict(sd_handle)
    db_config = sd['db']

    # Use config to connect to database
    conn = connect(
        host=db_config.get('host') or db_config.get(b'host'),
        port=db_config.get('port') or db_config.get(b'port')
    )

    # Store results back
    sd['results'] = {'rows_processed': 1000}
Session State
%% Create session state for a user
{ok, Session} = py:shared_dict_new(),
ok = py:shared_dict_set(Session, <<"user_id">>, UserId),
ok = py:shared_dict_set(Session, <<"cart">>, []),

%% Multiple Python calls share the session
{ok, _} = py:call(shop, add_to_cart, [Session, ItemId]),
{ok, _} = py:call(shop, add_to_cart, [Session, Item2Id]),

%% Read final state
Cart = py:shared_dict_get(Session, <<"cart">>),

%% Cleanup when done
ok = py:shared_dict_destroy(Session).
Cache Sharing
%% Create shared cache
{ok, Cache} = py:shared_dict_new(),

%% Inject the handle into Python globals (py:exec/1 has no locals
%% argument, so we stash it via py:eval with a side effect).
{ok, _} = py:eval(
    <<"(globals().__setitem__('_cache_handle', handle), None)[-1]">>,
    #{handle => Cache}),

%% Python can now populate the cache
ok = py:exec(<<"
from erlang import SharedDict
cache = SharedDict(_cache_handle)
cache['computed'] = 42
">>),

%% Erlang can read cached values
42 = py:shared_dict_get(Cache, <<"computed">>).
See Also
	State API - Global shared state (different scope)
	Channel - Message passing between Erlang and Python
	Getting Started - Basic usage guide



  

    Python Logging and Tracing Integration

This guide covers integrating Python's logging module with Erlang's logger, and distributed tracing support for Python code.
Overview
erlang_python provides:
	Logging: Python logging forwarded to Erlang logger
	Tracing: Span-based distributed tracing from Python

Both features use fire-and-forget NIFs, meaning Python execution is never blocked waiting for Erlang.
Logging
Quick Start
%% Configure Python logging
ok = py:configure_logging().

%% Run Python code that logs
{ok, _} = py:eval(<<"
import logging
logging.info('Hello from Python!')
logging.warning('Something happened')
">>).
Log messages appear in your Erlang logger output with domain [python].
Python API
After py:configure_logging(), these functions are available on the erlang module:
import erlang

# ErlangHandler - logging.Handler subclass
handler = erlang.ErlangHandler()
logging.getLogger().addHandler(handler)

# Or use the setup helper
erlang.setup_logging(level=20)  # INFO level
erlang.setup_logging(level=10, format='%(name)s: %(message)s')
Erlang API
%% Configure with defaults (debug level)
ok = py:configure_logging().

%% Configure with options
ok = py:configure_logging(#{
    level => info,  % debug | info | warning | error | critical
    format => <<"%(name)s - %(message)s">>  % Optional Python format string
}).
Log Level Mapping
	Python Level	Python levelno	Erlang Level
	DEBUG	10	debug
	INFO	20	info
	WARNING	30	warning
	ERROR	40	error
	CRITICAL	50	critical

Metadata
Each log message includes Python metadata:
%% In your Erlang logger handler, you'll receive:
#{
    domain => [python],
    py_logger => <<"root">>,  % Logger name
    py_meta => #{
        <<"module">> => <<"mymodule">>,
        <<"lineno">> => 42,
        <<"funcName">> => <<"my_function">>
    }
}
Distributed Tracing
Quick Start
%% Enable tracing
ok = py:enable_tracing().

%% Run Python code with spans
{ok, _} = py:eval(<<"
import erlang

with erlang.Span('process-request', user_id=123):
    do_work()
">>).

%% Retrieve collected spans
{ok, Spans} = py:get_traces().
%% Spans = [#{name => <<"process-request">>, status => ok, ...}]

%% Clean up
ok = py:clear_traces().
ok = py:disable_tracing().
Python API
Context Manager
import erlang

with erlang.Span('operation-name', key='value', count=42) as span:
    # Your code here
    span.event('checkpoint', items_processed=10)

    # Nested spans
    with erlang.Span('sub-operation'):
        pass
Decorator
import erlang

@erlang.trace()
def my_function():
    return 42

@erlang.trace(name='custom-name')
def another_function():
    pass
Erlang API
%% Enable/disable tracing
ok = py:enable_tracing().
ok = py:disable_tracing().

%% Get all collected spans
{ok, Spans} = py:get_traces().

%% Clear collected spans
ok = py:clear_traces().
Span Structure
Each completed span is a map with these keys:
#{
    name => <<"operation-name">>,
    span_id => 12345678901234567890,  % Unique 64-bit ID
    parent_id => 9876543210987654321, % Parent span ID (or 'undefined')
    start_time => 1234567890123,      % Microseconds (monotonic)
    end_time => 1234567890456,
    duration_us => 333,               % Duration in microseconds
    status => ok | error,
    attributes => #{<<"key">> => <<"value">>},
    end_attrs => #{},                 % Attributes added at span end
    events => [                       % Events within the span
        #{
            name => <<"checkpoint">>,
            attrs => #{<<"items_processed">> => 10},
            time => 1234567890200
        }
    ]
}
Error Handling
Spans automatically capture exceptions:
import erlang

try:
    with erlang.Span('risky-operation'):
        raise ValueError('something went wrong')
except ValueError:
    pass

# The span will have:
# - status: 'error'
# - end_attrs: {'exception': 'something went wrong'}
Thread Safety
Both logging and tracing are thread-safe:
	Span context is stored in thread-local storage
	Each thread maintains its own span stack for proper parent-child relationships
	NIFs use atomic operations for receiver registration

Architecture
Python                           NIF                          Erlang
───────                         ─────                        ────────
logging.info(msg)                 │                             │
       │                          │                             │
       ▼                          │                             │
ErlangHandler.emit()              │                             │
       │                          │                             │
       ▼                          │                             │
erlang._log(...)  ───────►  nif_py_log()  ──► enif_send() ──►  py_logger
       │                          │                          (gen_server)
       │ (returns immediately)    │                             │
       ▼                          │                     logger:log(...)
   continue execution             │                             │
Key design decisions:
	Fire-and-forget: enif_send() is non-blocking
	Level filtering: Done in NIF before message creation
	No Python blocking: Python never waits for Erlang

Performance Considerations
	Log messages below the configured level are filtered at the NIF level
	No heap allocation occurs for filtered messages
	Tracing disabled by default; enable only when needed
	Span data is accumulated in memory until retrieved with get_traces()

Configuration Options
Logger
	Option	Type	Default	Description
	level	atom	debug	Minimum log level
	format	binary	%(message)s	Python format string

Tracer
The tracer has no configuration options. Enable/disable with py:enable_tracing()/py:disable_tracing().
Examples
See examples/logging_example.erl for a complete working example.
%% Basic usage
{ok, _} = application:ensure_all_started(erlang_python).

%% Logging
ok = py:configure_logging(#{level => info}).
{ok, _} = py:eval(<<"import logging; logging.info('hello')">>).

%% Tracing
ok = py:enable_tracing().
{ok, _} = py:eval(<<"
import erlang
with erlang.Span('work'):
    pass
">>).
{ok, Spans} = py:get_traces().
io:format("Collected ~p spans~n", [length(Spans)]).


  

    Scalability and Parallelism

This guide covers the scalability features of erlang_python, including execution modes, rate limiting, and parallel execution.
Execution Modes
erlang_python supports two execution modes:
%% Check current execution mode
py:execution_mode().
%% => worker | owngil
Mode Comparison
	Mode	Description	Parallelism	GIL Behavior	Best For
	worker	Dedicated pthread per context	GIL contention	Shared GIL	Default, maximum compatibility
	owngil	Dedicated pthread + subinterpreter	True N-way	Per-interpreter GIL	CPU-bound parallel (Python 3.14+)

Worker Mode (Default)
Each context gets a dedicated pthread that handles all Python operations. This provides stable thread affinity, which is critical for libraries like numpy, torch, and tensorflow that maintain thread-local state. The regression contract for that guarantee lives in test/py_ml_libs_SUITE.erl, which drives real numpy and tensorflow operations through exec / eval / call and across multiple Erlang processes targeting the same context.
OWN_GIL Mode (Python 3.12+)
Creates dedicated pthreads with independent GILs for true parallel Python execution. Each OWN_GIL context runs in its own thread, enabling CPU parallelism.
Architecture:
	Each context gets a dedicated pthread with its own subinterpreter and GIL
	Requests dispatched via mutex/condvar IPC (not dirty schedulers)
	True parallel execution across multiple OWN_GIL contexts
	Higher per-call latency (~10μs vs ~2.5μs) but better parallelism

Usage:
%% Create OWN_GIL contexts for parallel execution
{ok, Ctx1} = py_context:start_link(1, owngil),
{ok, Ctx2} = py_context:start_link(2, owngil),

%% These execute in parallel with independent GILs
spawn(fun() -> py_context:call(Ctx1, heavy_compute, run, [Data1]) end),
spawn(fun() -> py_context:call(Ctx2, heavy_compute, run, [Data2]) end).
Process-Local Environments:
%% Multiple processes can share an OWN_GIL context with isolated namespaces
{ok, Env} = py_context:create_local_env(Ctx),
CtxRef = py_context:get_nif_ref(Ctx),
ok = py_nif:context_exec(CtxRef, <<"x = 42">>, Env),
{ok, 42} = py_nif:context_eval(CtxRef, <<"x">>, #{}, Env).
When to use OWN_GIL:
	CPU-bound Python workloads that benefit from parallelism
	Long-running computations
	When you need true concurrent Python execution
	Scientific computing, ML inference, data processing

See also: OWN_GIL Internals for architecture details.
Explicit Context Selection:
%% Get a specific context by index (1-based)
Ctx = py:context(1),
{ok, Result} = py:call(Ctx, math, sqrt, [16]).

%% Or use automatic scheduler-affinity routing
{ok, Result} = py:call(math, sqrt, [16]).
Choosing the Right Mode
When to Use Each Mode
Use Worker Mode (default) when:
	You need maximum module compatibility
	Running libraries like numpy, torch, tensorflow
	High call frequency with low latency
	Shared state between contexts is needed

Use OWN_GIL Mode when:
	You need true CPU parallelism across Python contexts
	Running long computations (ML inference, data processing)
	Workload benefits from multiple independent Python interpreters
	You can tolerate higher per-call latency for better throughput

Pros and Cons
Worker Mode Pros:
	Maximum module compatibility (all C extensions work)
	Stable thread affinity for numpy/torch/tensorflow
	Low memory overhead (single interpreter)
	Shared state between contexts

Worker Mode Cons:
	GIL contention limits parallelism
	No isolation between contexts

OWN_GIL Mode Pros:
	True parallelism without GIL contention
	Complete isolation (crashes don't affect other contexts)
	Each context has clean namespace (no state bleed)

OWN_GIL Mode Cons:
	Higher memory usage (each interpreter loads modules separately)
	Some C extensions don't support subinterpreters
	Requires Python 3.14+
	Higher per-call latency (~4x worker)
	Callback re-entry to the same context is restricted (erlang.call from inside an OWN_GIL context routes to a thread worker, not back to that context)

For a fuller breakdown of OWN_GIL tradeoffs, common pitfalls, and a usage decision guide, see OWN_GIL Internals: Pros and Cons.
Subinterpreter Architecture
Design Overview
┌─────────────────────────────────────────────────────────────────┐
│                     Erlang VM (BEAM)                            │
├─────────────────────────────────────────────────────────────────┤
│  py_context_router                                              │
│  ┌─────────────────────────────────────────────────────────┐   │
│  │  Scheduler 1 ──► Context 1 (pid)                        │   │
│  │  Scheduler 2 ──► Context 2 (pid)                        │   │
│  │  Scheduler N ──► Context N (pid)                        │   │
│  └─────────────────────────────────────────────────────────┘   │
│         │              │              │                         │
│         ▼              ▼              ▼                         │
│  ┌──────────┐   ┌──────────┐   ┌──────────┐                   │
│  │ Context  │   │ Context  │   │ Context  │                   │
│  │ Process  │   │ Process  │   │ Process  │                   │
│  │ (gen_srv)│   │ (gen_srv)│   │ (gen_srv)│                   │
│  └────┬─────┘   └────┬─────┘   └────┬─────┘                   │
└───────┼──────────────┼──────────────┼───────────────────────────┘
        │              │              │
        ▼              ▼              ▼
┌─────────────────────────────────────────────────────────────────┐
│                  Subinterpreter Thread Pool                     │
├─────────────────────────────────────────────────────────────────┤
│  ┌──────────────┐  ┌──────────────┐  ┌──────────────┐         │
│  │   Thread 1   │  │   Thread 2   │  │   Thread N   │         │
│  │ ┌──────────┐ │  │ ┌──────────┐ │  │ ┌──────────┐ │         │
│  │ │  Interp  │ │  │ │  Interp  │ │  │ │  Interp  │ │         │
│  │ │  (GIL 1) │ │  │ │  (GIL 2) │ │  │ │  (GIL N) │ │         │
│  │ └──────────┘ │  │ └──────────┘ │  │ └──────────┘ │         │
│  └──────────────┘  └──────────────┘  └──────────────┘         │
│                                                                 │
│  Each thread owns its GIL (PyInterpreterConfig_OWN_GIL)        │
│  No GIL contention between threads                              │
└─────────────────────────────────────────────────────────────────┘
Key Components
py_context_router: Routes requests to context processes based on scheduler affinity or explicit binding.
py_context_process: Gen_server that owns a Python context reference and handles call/eval/exec operations.
Subinterpreter Thread Pool (C): Manages N threads, each with its own Python subinterpreter created with Py_NewInterpreterFromConfig() and PyInterpreterConfig_OWN_GIL.
Request Flow
	Erlang process calls py:call(Module, Func, Args)
	py_context_router selects context based on scheduler ID
	Request sent to py_context_process gen_server
	Gen_server calls NIF which executes on subinterpreter's thread
	Result returned through gen_server to caller

Pool Size
py_context_router sizes the context pool from num_contexts (default
erlang:system_info(schedulers)). Each context owns its own pthread; in
owngil mode that thread also owns a dedicated subinterpreter. There is no
shared C-level pool.
Configuration via sys.config:
{erlang_python, [
    {num_contexts, 16}  %% Override scheduler count
]}
Configuration at runtime:
%% Start with custom pool size
py_context_router:start(#{contexts => 16}).
Thread Safety
	Each subinterpreter has its own GIL (no cross-interpreter contention)
	NIF calls are serialized per-context via gen_server
	Erlang message passing provides synchronization
	C code uses atomics for cross-thread state (thread_running flag)

Rate Limiting
All Python calls pass through an ETS-based counting semaphore that prevents overload:
%% Check semaphore status
py_semaphore:max_concurrent().  %% => 29 (schedulers * 2 + 1)
py_semaphore:current().         %% => 0 (currently running)

%% Dynamically adjust limit
py_semaphore:set_max_concurrent(50).
How It Works
┌─────────────────────────────────────────────────────────────┐
│                      py_semaphore                           │
│                                                             │
│  ┌─────────┐    ┌─────────────────────────────────────┐    │
│  │ Counter │◄───│  ets:update_counter (atomic)        │    │
│  │  [29]   │    │  {write_concurrency, true}          │    │
│  └─────────┘    └─────────────────────────────────────┘    │
│                                                             │
│  acquire(Timeout) ──► increment ──► check ≤ max?           │
│                       │                 │                   │
│                       │             yes │ no                │
│                       │                 │  │                │
│                       │              ok │  └──► backoff     │
│                       │                 │       loop        │
│  release() ──────────►└──── decrement ──┘                   │
└─────────────────────────────────────────────────────────────┘
Overload Protection
When the semaphore is exhausted, py:call returns an overload error instead of blocking forever:
{error, {overloaded, Current, Max}} = py:call(module, func, []).
This allows your application to implement backpressure or shed load gracefully.
Configuration
%% sys.config
[
    {erlang_python, [
        %% Maximum concurrent Python operations (semaphore limit)
        %% Default: erlang:system_info(schedulers) * 2 + 1
        {max_concurrent, 50},

        %% Context mode: worker | owngil
        %% Default: worker
        {context_mode, worker},

        %% Number of contexts
        %% Default: erlang:system_info(schedulers)
        {num_contexts, 8}
    ]}
].
Parallel Execution with Sub-interpreters
For CPU-bound workloads on Python 3.12+, erlang_python provides true parallelism via OWN_GIL subinterpreters.
Check Support
%% Check if subinterpreters are supported (Python 3.12+)
true = py:subinterp_supported().

%% Check current execution mode (mirrors context_mode app env)
worker = py:execution_mode().  %% or owngil
Using the Context Router
The context router automatically distributes calls across subinterpreters:
%% Start contexts (usually done by application startup)
{ok, _} = py:start_contexts().

%% Calls are automatically routed to subinterpreters
{ok, 4.0} = py:call(math, sqrt, [16]).
{ok, 6} = py:eval(<<"2 + 4">>).
ok = py:exec(<<"x = 42">>).
Explicit Context Selection
For fine-grained control, use explicit context selection:
%% Get a specific context by index (1-based)
Ctx = py:context(1),

%% All operations on this context share state
ok = py:exec(Ctx, <<"my_var = 'hello'">>),
{ok, <<"hello">>} = py:eval(Ctx, <<"my_var">>),
{ok, 4.0} = py:call(Ctx, math, sqrt, [16]).

%% Different context has isolated state
Ctx2 = py:context(2),
{error, _} = py:eval(Ctx2, <<"my_var">>).  %% Not defined in Ctx2
Context Router API
%% Start router with default number of contexts (scheduler count)
{ok, Contexts} = py_context_router:start().

%% Start with custom number of contexts
{ok, Contexts} = py_context_router:start(#{contexts => 8}).

%% Get context for current scheduler (automatic affinity)
Ctx = py_context_router:get_context().

%% Get specific context by index
Ctx = py_context_router:get_context(1).

%% Bind current process to a specific context
ok = py_context_router:bind_context(Ctx).

%% Unbind (return to scheduler-based routing)
ok = py_context_router:unbind_context().

%% Get number of active contexts
N = py_context_router:num_contexts().

%% Stop all contexts
ok = py_context_router:stop().
Parallel Execution
Execute multiple calls in parallel across subinterpreters:
%% Execute multiple calls in parallel
{ok, Results} = py:parallel([
    {math, sqrt, [16]},
    {math, sqrt, [25]},
    {math, sqrt, [36]}
]).
%% => {ok, [{ok, 4.0}, {ok, 5.0}, {ok, 6.0}]}
Each call runs in its own sub-interpreter with its own GIL, enabling true parallelism.
Testing with Free-Threading
To test with a free-threaded Python build:
1. Install Python 3.13+ with Free-Threading
# macOS with Homebrew
brew install python@3.13 --with-freethreading

# Or build from source
./configure --disable-gil
make && make install

# Or use pyenv
PYTHON_CONFIGURE_OPTS="--disable-gil" pyenv install 3.13.0

2. Verify Free-Threading is Enabled
python3 -c "import sys; print('GIL disabled:', hasattr(sys, '_is_gil_enabled') and not sys._is_gil_enabled())"

3. Rebuild erlang_python
# Clean and rebuild with free-threaded Python
rebar3 clean
PYTHON_CONFIG=/path/to/python3.13-config rebar3 compile

4. Verify Mode
1> application:ensure_all_started(erlang_python).
2> py:execution_mode().
worker
%% Free-threaded Python is detected internally; the public mode mirrors
%% the configured context_mode (worker | owngil), and worker mode
%% automatically benefits from the free-threaded build.
Performance Tuning
For CPU-Bound Workloads
	Use py:parallel/1 with sub-interpreters (Python 3.12+)
	Or use free-threaded Python (3.13+)
	Increase max_concurrent to match available CPU cores

For I/O-Bound Workloads
	Worker mode works well (GIL released during I/O)
	Use asyncio integration for async I/O
	Increase num_contexts for more concurrent I/O capacity

For Mixed Workloads
	Balance max_concurrent based on memory constraints
	Monitor py_semaphore:current() for load metrics
	Implement application-level backpressure based on overload errors

Monitoring
%% Current load
Load = py_semaphore:current(),
Max = py_semaphore:max_concurrent(),
Utilization = Load / Max * 100,
io:format("Python load: ~.1f%~n", [Utilization]).

%% Execution mode info
Mode = py:execution_mode(),
io:format("Mode: ~p~n", [Mode]).

%% Memory stats
{ok, Stats} = py:memory_stats(),
io:format("GC stats: ~p~n", [maps:get(gc_stats, Stats)]).
Shared State
Since workers (and sub-interpreters) have isolated namespaces, erlang_python provides
ETS-backed shared state accessible from both Python and Erlang:
from erlang import state_set, state_get, state_incr, state_decr

# Share configuration across workers
config = state_get('app_config')

# Thread-safe metrics
state_incr('requests_total')
state_incr('bytes_processed', len(data))
%% Set config that all workers can read
py:state_store(<<"app_config">>, #{model => <<"gpt-4">>, timeout => 30000}).

%% Read metrics
{ok, Total} = py:state_fetch(<<"requests_total">>).
The state is backed by ETS with {write_concurrency, true}, making atomic
counter operations fast and lock-free. See Getting Started
for the full API.
Reentrant Callbacks
erlang_python supports reentrant callbacks where Python code calls Erlang functions
that themselves call back into Python. This is handled without deadlocking through
a suspension/resume mechanism:
%% Register an Erlang function that calls Python
py:register_function(compute_via_python, fun([X]) ->
    {ok, Result} = py:call('__main__', complex_compute, [X]),
    Result * 2  %% Erlang post-processing
end).

%% Python code that uses the callback
py:exec(<<"
def process(x):
    from erlang import call
    # Calls Erlang, which calls Python's complex_compute
    result = call('compute_via_python', x)
    return result + 1
">>).
How Reentrant Callbacks Work
┌─────────────────────────────────────────────────────────────────┐
│                     Reentrant Callback Flow                      │
│                                                                 │
│  1. Python calls erlang.call('func', args)                      │
│     └──► Returns suspension marker, frees dirty scheduler       │
│                                                                 │
│  2. Erlang executes the registered callback                     │
│     └──► May call py:call() to run Python (on different worker) │
│                                                                 │
│  3. Erlang calls resume_callback with result                    │
│     └──► Schedules dirty NIF to return result to Python         │
│                                                                 │
│  4. Python continues with the callback result                   │
│                                                                 │
└─────────────────────────────────────────────────────────────────┘
Benefits
	No Deadlocks: Dirty schedulers are freed during callback execution
	Nested Callbacks: Multiple levels of Python→Erlang→Python→... are supported
	Transparent: From Python's perspective, erlang.call() appears synchronous
	No Configuration: Works automatically with all execution modes

Performance Considerations
	Reentrant callbacks have slightly higher overhead due to suspension/resume
	For tight loops, consider batching operations to reduce callback overhead
	Concurrent reentrant calls are fully supported and scale well

Example: Nested Callbacks
%% Each level alternates between Erlang and Python
py:register_function(level, fun([N, Max]) ->
    case N >= Max of
        true -> N;
        false ->
            {ok, Result} = py:call('__main__', next_level, [N + 1, Max]),
            Result
    end
end).

py:exec(<<"
def next_level(n, max):
    from erlang import call
    return call('level', n, max)

def start(max):
    from erlang import call
    return call('level', 1, max)
">>).

%% Test 10 levels of nesting
{ok, 10} = py:call('__main__', start, [10]).
Example
See examples/reentrant_demo.erl and examples/reentrant_demo.py for a complete
demonstration including:
	Basic reentrant calls with arithmetic expressions
	Fibonacci with Erlang memoization
	Deeply nested callbacks (10+ levels)
	OOP-style class method callbacks

# Run the demo
rebar3 shell
1> reentrant_demo:start().
2> reentrant_demo:demo_all().

Building for Performance
Standard Build
rebar3 compile

Uses -O2 optimization and standard compiler flags.
Performance Build
For production deployments where maximum performance is needed:
# Clean and rebuild with aggressive optimizations
rm -rf _build/cmake
mkdir -p _build/cmake && cd _build/cmake
cmake ../../c_src -DPERF_BUILD=ON
cmake --build . -j$(nproc)

The PERF_BUILD option enables:
	Flag	Effect
	-O3	Aggressive optimization level
	-flto	Link-Time Optimization
	-march=native	CPU-specific instruction set
	-ffast-math	Relaxed floating-point math
	-funroll-loops	Loop unrolling

Caveats:
	Binaries are not portable (tied to build machine's CPU)
	Build time increases due to LTO
	-ffast-math may affect floating-point precision

Verifying the Build
%% Check that the NIF loaded successfully
1> application:ensure_all_started(erlang_python).
{ok, [erlang_python]}

%% Run basic verification
2> py:eval("1 + 1").
{ok, 2}
Erlang/OTP Version
erlang_python is built and tested on Erlang/OTP 28 and 29 (minimum OTP 28).
The heavy lifting happens in the C NIF, so the BEAM-side glue is light, but newer
OTP releases still help for free:
	OTP 29 JIT and scheduler improvements apply to the Erlang side (routing,
context bookkeeping, callback dispatch) with no code change. Just run on OTP 29.
	Consistent map iteration order is now guaranteed across map operations in
OTP 29. The router and state modules do not depend on iteration order, so this
changes nothing here, but it removes a class of subtle bugs if you build on top.
	Building the NIF stays the same across OTP 28/29 (NIF API 2.18); no version
guards are needed in c_src.

For doc-example testing, OTP 29 ships ct_doctest. This project keeps its own
scripts/lint_doc_snippets.escript because that linter also validates the Python
blocks in the docs, which ct_doctest does not cover.
See Also
	Getting Started - Basic usage
	Memory Management - GC and memory debugging
	Streaming - Working with generators
	Asyncio - Event loop performance details



  

    Threading Support

erlang_python supports calling erlang.call() from Python threads, enabling
concurrent Erlang callbacks from multithreaded Python code.
Supported Thread Types
	threading.Thread - Standard Python threads
	concurrent.futures.ThreadPoolExecutor - Thread pool workers
	Any other spawned Python threads

Usage
With threading.Thread
import threading
import erlang

def worker():
    result = erlang.call('my_function', arg1, arg2)
    print(f"Got: {result}")

thread = threading.Thread(target=worker)
thread.start()
thread.join()
With ThreadPoolExecutor
from concurrent.futures import ThreadPoolExecutor
import erlang

def call_erlang(x):
    return erlang.call('double_it', x)

with ThreadPoolExecutor(max_workers=4) as executor:
    results = list(executor.map(call_erlang, range(10)))
Multiple Calls from Same Thread
A single thread can make multiple sequential erlang.call() invocations:
import threading
import erlang

def worker():
    # Chain multiple Erlang calls
    x = erlang.call('add_one', 0)
    x = erlang.call('add_one', x)
    x = erlang.call('add_one', x)
    return x  # Returns 3

thread = threading.Thread(target=worker)
thread.start()
thread.join()
Architecture
Each Python thread that calls erlang.call() gets:
	A dedicated response pipe - For receiving results from Erlang
	A lightweight Erlang process - Handles callbacks for that thread
	Automatic cleanup - Resources released when the thread exits

This allows multiple Python threads to make concurrent Erlang calls without
blocking each other.
┌─────────────────────────────────────────────────────────────────┐
│                        Python Process                           │
├─────────────────────────────────────────────────────────────────┤
│  Thread 1           Thread 2           Thread 3                 │
│  ┌─────────┐        ┌─────────┐        ┌─────────┐             │
│  │ Worker  │        │ Worker  │        │ Worker  │             │
│  │  Pipe   │        │  Pipe   │        │  Pipe   │             │
│  └────┬────┘        └────┬────┘        └────┬────┘             │
│       │                  │                  │                   │
└───────┼──────────────────┼──────────────────┼───────────────────┘
        │                  │                  │
        ▼                  ▼                  ▼
┌─────────────────────────────────────────────────────────────────┐
│                    Erlang VM (BEAM)                             │
├─────────────────────────────────────────────────────────────────┤
│  Handler 1          Handler 2          Handler 3               │
│  (process)          (process)          (process)               │
│       │                  │                  │                   │
│       └──────────────────┼──────────────────┘                   │
│                          │                                      │
│                   ┌──────▼──────┐                               │
│                   │ Coordinator │                               │
│                   │  (process)  │                               │
│                   └─────────────┘                               │
└─────────────────────────────────────────────────────────────────┘
Thread Safety
	Isolated state - Each thread has its own worker channel, no locks needed
	Concurrent calls - Multiple threads can call erlang.call() simultaneously
	Correct delivery - Results are delivered to the correct thread via per-thread pipes

Lifecycle
	First call - When a Python thread first calls erlang.call():
	A thread worker is acquired from the pool (or created if none available)
	An Erlang handler process is spawned for this worker
	The worker is associated with the thread via pthread_key_t


	Subsequent calls - The same worker is reused for all calls from that thread

	Thread exit - When the Python thread terminates:
	The pthread_key_t destructor is invoked automatically
	The worker is released back to the pool
	The Erlang handler process continues to exist for potential reuse



Performance Considerations
	Worker reuse - Workers are pooled and reused across thread lifetimes
	Lazy initialization - Handlers are only spawned when first needed
	No GIL blocking - The GIL is released while waiting for Erlang responses
	Lightweight processes - Each Erlang handler is a lightweight BEAM process

Limitations
	Threads must be Python threads (not C threads that don't hold the GIL)
	The thread coordinator must be started (happens automatically with application start)

Registering Erlang Functions
Before Python threads can call Erlang functions, register them:
%% In Erlang
py:register_function(double_it, fun([X]) -> X * 2 end).
py:register_function(add_one, fun([X]) -> X + 1 end).
Then call from Python threads:
import threading
import erlang

def worker(n):
    return erlang.call('double_it', n)

threads = [threading.Thread(target=worker, args=(i,)) for i in range(10)]
for t in threads:
    t.start()
for t in threads:
    t.join()
Asyncio Support
For asyncio applications (FastAPI, Starlette, aiohttp, etc.), use erlang.async_call()
instead of erlang.call(). This integrates properly with asyncio's event loop without
blocking or raising exceptions for control flow.
Basic Usage
import asyncio
import erlang

async def fetch_data():
    result = await erlang.async_call('get_user', user_id)
    return result

# Run in asyncio context
asyncio.run(fetch_data())
With FastAPI/Starlette
from fastapi import FastAPI
import erlang

app = FastAPI()

@app.get("/user/{user_id}")
async def get_user(user_id: int):
    # Use async_call for asyncio compatibility
    user = await erlang.async_call('get_user', user_id)
    return {"user": user}

@app.websocket("/ws")
async def websocket_endpoint(websocket):
    await websocket.accept()
    while True:
        data = await websocket.receive_text()
        # Safe to use in WebSocket handlers
        result = await erlang.async_call('process_message', data)
        await websocket.send_text(result)
Concurrent Async Calls
import asyncio
import erlang

async def parallel_queries():
    # Run multiple Erlang calls concurrently
    results = await asyncio.gather(
        erlang.async_call('query_a', param1),
        erlang.async_call('query_b', param2),
        erlang.async_call('query_c', param3)
    )
    return results
Why Use async_call?
The standard erlang.call() uses a suspension mechanism that raises a
SuspensionRequired exception internally. While this works in most contexts,
it can cause issues with middleware that catches and handles exceptions:
	Middleware frameworks may catch exceptions during request handling
	The SuspensionRequired exception propagates through middleware layers
	asyncio logs "Task exception was never retrieved" warnings

erlang.async_call() avoids these issues by:
	Not raising exceptions for control flow
	Integrating with asyncio's event loop via add_reader()
	Releasing the dirty NIF thread while waiting (non-blocking)
	Using a Future that resolves when the Erlang callback completes

When to Use Each
	Context	Recommended API
	Synchronous Python code	erlang.call()
	Threading (threading.Thread)	erlang.call()
	ThreadPoolExecutor	erlang.call()
	Asyncio (async/await)	erlang.async_call()
	Web framework middleware	erlang.async_call()

Error Handling
Errors from Erlang functions are raised as Python exceptions:
import threading
import erlang

def worker():
    try:
        result = erlang.call('maybe_fail', 42)
    except RuntimeError as e:
        print(f"Erlang error: {e}")

thread = threading.Thread(target=worker)
thread.start()
thread.join()
Async Error Handling
import asyncio
import erlang

async def safe_call():
    try:
        result = await erlang.async_call('maybe_fail', 42)
        return result
    except RuntimeError as e:
        print(f"Erlang error: {e}")
        return None


  

    Erlang-native asyncio Event Loop

This guide covers the Erlang-native asyncio event loop implementation that provides high-performance async I/O for Python applications running within erlang_python.
Overview
The ErlangEventLoop is a custom asyncio event loop backed by Erlang's scheduler using enif_select for I/O multiplexing. This replaces Python's polling-based event loop with true event-driven callbacks integrated into the BEAM VM.
All asyncio functionality is available through the unified erlang module:
import erlang

# Preferred way to run async code
erlang.run(main())
Key Benefits
	Sub-millisecond latency - Events are delivered immediately via Erlang messages instead of polling every 10ms
	Zero CPU usage when idle - No busy-waiting or polling overhead
	Full GIL release during waits - Python's Global Interpreter Lock is released while waiting for events
	Native Erlang scheduler integration - I/O events are handled by BEAM's scheduler

Architecture
┌──────────────────────────────────────────────────────────────────────────────┐
│                          ErlangEventLoop Architecture                        │
├──────────────────────────────────────────────────────────────────────────────┤
│                                                                              │
│   Python (asyncio)                    Erlang (BEAM)                          │
│   ────────────────                    ─────────────                          │
│                                                                              │
│   ┌──────────────────┐                ┌────────────────────────────────────┐ │
│   │  ErlangEventLoop │                │           py_event_worker          │ │
│   │                  │                │                                    │ │
│   │  call_later()  ──┼─{timer,ms,id}─▶│  erlang:send_after(ms, self, {})   │ │
│   │  call_at()       │                │         │                          │ │
│   │                  │                │         ▼                          │ │
│   │  add_reader()  ──┼──{add_fd,fd}──▶│  enif_select(fd, READ)             │ │
│   │  add_writer()    │                │         │                          │ │
│   │                  │                │         ▼                          │ │
│   │                  │◀──{fd_ready}───│  handle_info({select, ...})        │ │
│   │                  │◀──{timeout}────│  handle_info({timeout, ...})       │ │
│   │                  │                │                                    │ │
│   │  _run_once()     │                └────────────────────────────────────┘ │
│   │      │           │                                                       │
│   │      ▼           │                ┌────────────────────────────────────┐ │
│   │  process pending │                │                                    │ │
│   │  callbacks       │                │                                    │ │
│   └──────────────────┘                │                                    │ │
│                                       │                                    │ │
│   ┌──────────────────┐                └────────────────────────────────────┘ │
│   │  asyncio (via    │                                                       │
│   │  erlang.run())   │                ┌────────────────────────────────────┐ │
│   │  sleep()         │                │  asyncio.sleep() uses call_later() │ │
│   │  gather()        │─call_later()──▶│  which triggers erlang:send_after  │ │
│   │  wait_for()      │                │                                    │ │
│   │  create_task()   │                └────────────────────────────────────┘ │
│   └──────────────────┘                                                       │
│                                                                              │
└──────────────────────────────────────────────────────────────────────────────┘
Components:
	Component	Role
	ErlangEventLoop	Python asyncio event loop using Erlang for I/O and timers
	py_event_worker	Erlang gen_server handling FDs, timers, and task processing
	erlang.run()	Entry point to run asyncio code with the Erlang event loop

Usage Patterns
Pattern 1: erlang.run() (Recommended)
The preferred way to run async code, matching uvloop's API:
import erlang

async def main():
    await asyncio.sleep(1.0)  # Uses erlang:send_after internally
    print("Done!")

# Simple and clean
erlang.run(main())
Pattern 2: With asyncio.Runner (Python 3.11+)
import asyncio
import erlang

with asyncio.Runner(loop_factory=erlang.new_event_loop) as runner:
    runner.run(main())
Pattern 3: erlang.install() (Deprecated in Python 3.12+)
This pattern installs the ErlangEventLoopPolicy globally. It's deprecated in Python 3.12+ because asyncio.run() no longer respects global policies:
import asyncio
import erlang

erlang.install()  # Deprecated in 3.12+, use erlang.run() instead
asyncio.run(main())
Pattern 4: Manual Loop Management
For cases where you need direct control:
import asyncio
import erlang

loop = erlang.new_event_loop()
asyncio.set_event_loop(loop)
try:
    loop.run_until_complete(main())
finally:
    loop.close()
Execution Mode Detection
The erlang module can detect the Python execution mode:
from erlang import detect_mode, ExecutionMode

mode = detect_mode()
if mode == ExecutionMode.FREE_THREADED:
    print("Running in free-threaded mode (no GIL)")
elif mode == ExecutionMode.SUBINTERP:
    print("Running in subinterpreter with per-interpreter GIL")
else:
    print("Running with shared GIL")
ExecutionMode values:
	FREE_THREADED - Python 3.13+ with Py_GIL_DISABLED (no GIL)
	SUBINTERP - Python 3.12+ running in a subinterpreter
	SHARED_GIL - Traditional Python with shared GIL

TCP Support
Client Connections
Use create_connection() to establish TCP client connections:
import asyncio

class EchoClientProtocol(asyncio.Protocol):
    def __init__(self, message, on_con_lost):
        self.message = message
        self.on_con_lost = on_con_lost

    def connection_made(self, transport):
        transport.write(self.message.encode())

    def data_received(self, data):
        print(f'Received: {data.decode()}')

    def connection_lost(self, exc):
        self.on_con_lost.set_result(True)

async def main():
    loop = asyncio.get_running_loop()
    on_con_lost = loop.create_future()

    transport, protocol = await loop.create_connection(
        lambda: EchoClientProtocol('Hello, World!', on_con_lost),
        host='127.0.0.1',
        port=8888
    )

    try:
        await on_con_lost
    finally:
        transport.close()
TCP Servers
Use create_server() to create TCP servers:
import asyncio

class EchoServerProtocol(asyncio.Protocol):
    def connection_made(self, transport):
        peername = transport.get_extra_info('peername')
        print(f'Connection from {peername}')
        self.transport = transport

    def data_received(self, data):
        message = data.decode()
        print(f'Received: {message}')
        # Echo back
        self.transport.write(data)

    def connection_lost(self, exc):
        print('Connection closed')

async def main():
    loop = asyncio.get_running_loop()

    server = await loop.create_server(
        EchoServerProtocol,
        host='127.0.0.1',
        port=8888,
        reuse_address=True
    )

    async with server:
        await server.serve_forever()
Transport Class
The _ErlangSocketTransport class implements the asyncio Transport interface with these features:
	Non-blocking I/O using Erlang's enif_select
	Write buffering with automatic drain
	Connection lifecycle management (connection_made, connection_lost, eof_received)
	Extra info access via get_extra_info() (socket, sockname, peername)

UDP/Datagram Support
The event loop provides full UDP/datagram support through create_datagram_endpoint().
Creating UDP Endpoints
import asyncio

class EchoUDPProtocol(asyncio.DatagramProtocol):
    def connection_made(self, transport):
        self.transport = transport
        print(f'Listening on {transport.get_extra_info("sockname")}')

    def datagram_received(self, data, addr):
        message = data.decode()
        print(f'Received {message!r} from {addr}')
        # Echo back to sender
        self.transport.sendto(data, addr)

    def error_received(self, exc):
        print(f'Error received: {exc}')

    def connection_lost(self, exc):
        print('Connection closed')

async def main():
    loop = asyncio.get_running_loop()

    # Create UDP server
    transport, protocol = await loop.create_datagram_endpoint(
        EchoUDPProtocol,
        local_addr=('127.0.0.1', 9999)
    )

    try:
        await asyncio.sleep(3600)  # Run for an hour
    finally:
        transport.close()
Parameters
The create_datagram_endpoint() method accepts these parameters:
	Parameter	Type	Description
	protocol_factory	callable	Factory function returning a DatagramProtocol
	local_addr	tuple	Local (host, port) to bind to
	remote_addr	tuple	Remote (host, port) to connect to (optional)
	family	int	Socket family (AF_INET or AF_INET6)
	proto	int	Socket protocol number
	flags	int	getaddrinfo flags
	reuse_address	bool	Allow reuse of local address (SO_REUSEADDR)
	reuse_port	bool	Allow reuse of local port (SO_REUSEPORT)
	allow_broadcast	bool	Allow sending to broadcast addresses (SO_BROADCAST)
	sock	socket	Pre-existing socket to use (overrides other options)

DatagramProtocol Callbacks
Implement these callbacks in your DatagramProtocol:
class MyDatagramProtocol(asyncio.DatagramProtocol):
    def connection_made(self, transport):
        """Called when the endpoint is ready."""
        self.transport = transport

    def datagram_received(self, data, addr):
        """Called when a datagram is received.

        Args:
            data: The received bytes
            addr: The sender's (host, port) tuple
        """
        pass

    def error_received(self, exc):
        """Called when a send or receive operation fails.

        Args:
            exc: The exception that occurred
        """
        pass

    def connection_lost(self, exc):
        """Called when the transport is closed.

        Args:
            exc: Exception if abnormal close, None otherwise
        """
        pass
Connected vs Unconnected UDP
Unconnected UDP (default): Each datagram can be sent to any destination:
# Server can send to any client
transport, protocol = await loop.create_datagram_endpoint(
    MyProtocol,
    local_addr=('0.0.0.0', 9999)
)
# Send to different destinations
transport.sendto(b'Hello', ('192.168.1.100', 5000))
transport.sendto(b'World', ('192.168.1.101', 5000))
Connected UDP: The endpoint is bound to a specific remote address:
# Client connected to specific server
transport, protocol = await loop.create_datagram_endpoint(
    MyProtocol,
    remote_addr=('127.0.0.1', 9999)
)
# Can use sendto without address
transport.sendto(b'Hello')  # Goes to connected address
Example: UDP Echo Server and Client
Server:
import asyncio
from erlang import ErlangEventLoop

class EchoServerProtocol(asyncio.DatagramProtocol):
    def connection_made(self, transport):
        self.transport = transport
        sockname = transport.get_extra_info('sockname')
        print(f'UDP Echo Server listening on {sockname}')

    def datagram_received(self, data, addr):
        print(f'Received {len(data)} bytes from {addr}')
        # Echo back
        self.transport.sendto(data, addr)

async def run_server():
    loop = asyncio.get_running_loop()
    transport, _ = await loop.create_datagram_endpoint(
        EchoServerProtocol,
        local_addr=('127.0.0.1', 9999)
    )
    try:
        await asyncio.sleep(3600)
    finally:
        transport.close()

asyncio.run(run_server())
Client:
import asyncio

class EchoClientProtocol(asyncio.DatagramProtocol):
    def __init__(self, message, on_response):
        self.message = message
        self.on_response = on_response
        self.transport = None

    def connection_made(self, transport):
        self.transport = transport
        print(f'Sending: {self.message}')
        transport.sendto(self.message.encode())

    def datagram_received(self, data, addr):
        print(f'Received: {data.decode()} from {addr}')
        self.on_response.set_result(data)

    def error_received(self, exc):
        print(f'Error: {exc}')

async def run_client():
    loop = asyncio.get_running_loop()
    on_response = loop.create_future()

    transport, _ = await loop.create_datagram_endpoint(
        lambda: EchoClientProtocol('Hello UDP!', on_response),
        remote_addr=('127.0.0.1', 9999)
    )

    try:
        response = await asyncio.wait_for(on_response, timeout=5.0)
        print(f'Echo response: {response.decode()}')
    finally:
        transport.close()

asyncio.run(run_client())
Broadcast UDP
Enable broadcast for sending to broadcast addresses:
transport, protocol = await loop.create_datagram_endpoint(
    MyProtocol,
    local_addr=('0.0.0.0', 0),
    allow_broadcast=True
)
# Send to broadcast address
transport.sendto(b'Broadcast message', ('255.255.255.255', 9999))
Performance
The event loop includes several optimizations for high-throughput applications.
Built-in Optimizations
	Optimization	Description	Impact
	Cached function lookups	ast.literal_eval cached at module init	Avoids import per callback
	O(1) timer cancellation	Handle-to-callback reverse map	Was O(n) iteration
	O(1) duplicate detection	Hash set for pending events	Was O(n) linear scan
	Lock-free event consumption	Detach queue under lock, process outside	Reduced contention
	Object pooling	Reuse event structures via freelist	Fewer allocations
	Deque method caching	Pre-bound append/popleft methods	Avoids attribute lookup

Performance Build
For maximum performance, rebuild with the PERF_BUILD cmake option:
# Clean build with performance optimizations
rm -rf _build/cmake
mkdir -p _build/cmake && cd _build/cmake
cmake ../../c_src -DPERF_BUILD=ON
cmake --build .

This enables:
	-O3 optimization level
	Link-Time Optimization (LTO)
	-march=native (CPU-specific optimizations)
	-ffast-math and -funroll-loops

Note: Performance builds are not portable across different CPU architectures due to -march=native.
Benchmarking
Run the event loop benchmarks to measure performance:
python3 examples/benchmark_event_loop.py

Example output:
Timer throughput: 150,000 timers/sec
Callback dispatch: 200,000 callbacks/sec
I/O ready detection: <1ms latency
Low-level APIs
The event loop is backed by NIFs (Native Implemented Functions) that provide direct access to Erlang's event system. These are primarily for internal use and testing.
Event Loop NIFs
From Erlang, you can access the low-level event loop operations:
%% Create a new event loop instance
{ok, LoopRef} = py_nif:event_loop_new().

%% Add a reader callback for a file descriptor
{ok, FdRef} = py_nif:add_reader(LoopRef, Fd, CallbackId).

%% Remove a reader
ok = py_nif:remove_reader(LoopRef, FdRef).

%% Poll for events (returns number of events ready)
NumEvents = py_nif:poll_events(LoopRef, TimeoutMs).

%% Get pending callback events
Pending = py_nif:get_pending(LoopRef).
%% Returns: [{CallbackId, read|write}, ...]

%% Destroy the event loop
py_nif:event_loop_destroy(LoopRef).
UDP Socket NIFs (for testing)
%% Create a UDP socket bound to a port
{ok, {Fd, Port}} = py_nif:create_test_udp_socket(0).  % 0 = ephemeral port

%% Send data via UDP
ok = py_nif:sendto_test_udp(Fd, <<"hello">>, <<"127.0.0.1">>, 9999).

%% Receive data
{ok, {Data, {Host, Port}}} = py_nif:recvfrom_test_udp(Fd, MaxBytes).

%% Set broadcast option
ok = py_nif:set_udp_broadcast(Fd, true).

%% Close the socket
py_nif:close_test_fd(Fd).
Integration with Erlang
The event loop integrates with Erlang's message passing system through a worker process:
%% Start the event worker
{ok, LoopRef} = py_nif:event_loop_new(),
{ok, WorkerPid} = py_event_worker:start_link(<<"worker">>, LoopRef),
ok = py_nif:event_loop_set_worker(LoopRef, WorkerPid).
Events are delivered as Erlang messages, enabling the event loop to participate in BEAM's supervision trees and distributed computing capabilities.
Event Loop Architecture
Each ErlangEventLoop instance has its own isolated capsule with a dedicated pending queue. This ensures that timers and FD events are properly routed to the correct loop instance.
Multi-threaded Example
from erlang import ErlangEventLoop
import threading

def run_tasks(loop_id):
    """Each thread gets its own event loop."""
    loop = ErlangEventLoop()

    results = []

    def callback():
        results.append(loop_id)

    # Schedule callbacks - isolated to this loop
    loop.call_soon(callback)
    loop.call_later(0.01, callback)

    # Process events
    import time
    deadline = time.time() + 0.5
    while time.time() < deadline and len(results) < 2:
        loop._run_once()
        time.sleep(0.01)

    loop.close()
    return results

# Run in separate threads
t1 = threading.Thread(target=run_tasks, args=('loop_a',))
t2 = threading.Thread(target=run_tasks, args=('loop_b',))

t1.start()
t2.start()
t1.join()
t2.join()
# Each thread only sees its own callbacks
Internal Architecture
Each event loop has an associated worker process that handles timer and FD events:
┌─────────────────────────────────────────────────────────────────┐
│                     py_event_worker                              │
│                                                                 │
│  Receives:                                                      │
│  - Timer expirations from erlang:send_after                    │
│  - FD ready events from enif_select                            │
│  - task_ready messages for processing tasks                    │
│                                                                 │
│  Dispatches events to the loop's pending queue                  │
└─────────────────────────────────────────────────────────────────┘
                              │
                              ▼
                        ┌───────────┐
                        │   Loop    │
                        │  pending  │
                        └───────────┘
Each loop has its own pending queue, ensuring callbacks are processed only by the loop that scheduled them. The worker dispatches timer, FD events, and tasks to the correct loop.
Erlang Timer Integration
When using erlang.run() to execute asyncio code, standard asyncio functions like asyncio.sleep() are automatically backed by Erlang's native timer system for maximum performance.
Overview
Unlike Python's standard polling-based event loop, the Erlang event loop uses erlang:send_after/3 for timers and integrates directly with the BEAM scheduler. This eliminates Python event loop overhead (~0.5-1ms per operation) and provides more precise timing.
Architecture
┌─────────────────────────────────────────────────────────────────────────┐
│                    asyncio.sleep() via ErlangEventLoop                  │
│                                                                         │
│   Python                           Erlang                               │
│   ──────                           ──────                               │
│                                                                         │
│   ┌─────────────────┐              ┌─────────────────────────────────┐  │
│   │  asyncio.sleep  │              │         py_event_worker         │  │
│   │    (0.1)        │              │                                 │  │
│   └────────┬────────┘              │                                 │  │
│            │                       │                                 │  │
│            ▼                       │                                 │  │
│   ┌─────────────────┐              │                                 │  │
│   │ ErlangEventLoop │──{timer,100, │  erlang:send_after(100ms)       │  │
│   │   call_later()  │     Id}─────▶│         │                       │  │
│   └────────┬────────┘              │         ▼                       │  │
│            │                       │  handle_info({timeout, ...})    │  │
│   ┌────────▼────────┐              │         │                       │  │
│   │  Yield to event │              │         ▼                       │  │
│   │  loop (dirty    │              │  py_nif:dispatch_timer()        │  │
│   │  scheduler      │◀─────────────│         │                       │  │
│   │  released)      │   callback   └─────────┼───────────────────────┘  │
│   └────────┬────────┘                        │                          │
│            │                                 │                          │
│            ▼                                 ▼                          │
│   ┌─────────────────┐              ┌─────────────────────────────────┐  │
│   │  Resume after   │              │  Timer callback dispatched to   │  │
│   │  timer fires    │              │  Python pending queue           │  │
│   └─────────────────┘              └─────────────────────────────────┘  │
│                                                                         │
└─────────────────────────────────────────────────────────────────────────┘
Key features:
	Dirty scheduler released during sleep - Python yields to event loop, freeing the dirty NIF thread
	BEAM scheduler integration - Uses Erlang's native timer system
	Zero CPU usage - No polling, event-driven callback
	Sub-millisecond precision - Timers managed by BEAM scheduler

Basic Usage
import erlang
import asyncio

async def my_handler():
    # Sleep using Erlang's timer system
    await asyncio.sleep(0.1)  # 100ms - uses erlang:send_after internally
    return "done"

# Run a coroutine with Erlang event loop
result = erlang.run(my_handler())
API Reference
When using erlang.run() or the Erlang event loop, all standard asyncio functions work seamlessly with Erlang's backend.
erlang.sleep(seconds)
Sleep for the specified duration. Works in both async and sync contexts.
import erlang

# Async context - yields to event loop
async def async_handler():
    await erlang.sleep(0.1)  # Uses asyncio.sleep() internally
    return "done"

# Sync context - blocks Python, releases dirty scheduler
def sync_handler():
    erlang.sleep(0.1)  # Suspends Erlang process via receive/after
    return "done"
Behavior by context (v3.0 worker-pthread architecture):
	Context	Mechanism	What blocks
	Async (await erlang.sleep())	asyncio.sleep() via Erlang send_after	Yields to the event loop. The worker pthread is free to handle other tasks.
	Sync from py:exec / py:eval	erlang.call('_py_sleep', secs) triggers suspension; the dirty scheduler is released and an Erlang receive ... after parks the caller	Caller's Erlang process. Dirty scheduler free for other work.
	Sync from py:call (worker mode)	Falls back to time.sleep; replaying the Python frame around a suspension would change time-measurement semantics	The context's worker pthread for the sleep duration. Async NIF dispatch returns immediately so the BEAM dirty scheduler is not held; other Erlang processes and other contexts run normally.

In every case the BEAM dirty scheduler is freed during the sleep — the difference is which thread blocks (Erlang process, dirty scheduler, or worker pthread).
asyncio.sleep(delay)
Sleep for the specified delay. Uses Erlang's erlang:send_after/3 internally.
import erlang
import asyncio

async def example():
    # Simple sleep - uses Erlang timer system
    await asyncio.sleep(0.05)  # 50ms

erlang.run(example())
erlang.run(coro)
Run a coroutine to completion using an ErlangEventLoop.
import erlang
import asyncio

async def main():
    await asyncio.sleep(0.01)
    return 42

result = erlang.run(main())
assert result == 42
asyncio.gather(*coros, return_exceptions=False)
Run coroutines concurrently and gather results.
import erlang
import asyncio

async def task(n):
    await asyncio.sleep(0.01)
    return n * 2

async def main():
    results = await asyncio.gather(task(1), task(2), task(3))
    assert results == [2, 4, 6]

erlang.run(main())
asyncio.wait_for(coro, timeout)
Wait for a coroutine with a timeout.
import erlang
import asyncio

async def fast_task():
    await asyncio.sleep(0.01)
    return 'done'

async def main():
    try:
        result = await asyncio.wait_for(fast_task(), timeout=1.0)
    except asyncio.TimeoutError:
        print("Task timed out")

erlang.run(main())
asyncio.create_task(coro, *, name=None)
Create a task to run a coroutine in the background.
import erlang
import asyncio

async def background_work():
    await asyncio.sleep(0.1)
    return 'background_done'

async def main():
    task = asyncio.create_task(background_work())

    # Do other work while task runs
    await asyncio.sleep(0.05)

    # Wait for task to complete
    result = await task
    assert result == 'background_done'

erlang.run(main())
erlang.spawn_task(coro, *, name=None)
Spawn an async task from both sync and async contexts. This is useful for fire-and-forget background work from synchronous Python code called by Erlang.
import erlang

# From sync code called by Erlang
def handle_request(data):
    # This works even though there's no running event loop
    erlang.spawn_task(process_async(data))
    return 'ok'

# From async code
async def handler():
    # Also works in async context
    erlang.spawn_task(background_work())
    await other_work()

async def process_async(data):
    await asyncio.sleep(0.1)
    # Do async processing...

async def background_work():
    await asyncio.sleep(0.1)
    # Do background work...
Key features:
	Works in sync context where asyncio.get_running_loop() would fail
	Returns asyncio.Task for optional await/cancel
	Automatically wakes up the event loop to ensure the task runs promptly
	Works with both ErlangEventLoop and standard asyncio loops

asyncio.wait(fs, *, timeout=None, return_when=ALL_COMPLETED)
Wait for multiple futures/tasks.
import erlang
import asyncio

async def main():
    tasks = [
        asyncio.create_task(asyncio.sleep(0.01))
        for i in range(3)
    ]

    done, pending = await asyncio.wait(
        tasks,
        return_when=asyncio.ALL_COMPLETED
    )

    assert len(done) == 3
    assert len(pending) == 0

erlang.run(main())
Event Loop Functions
import erlang
import asyncio

# Create a new Erlang-backed event loop
loop = erlang.new_event_loop()

# Set the current event loop
asyncio.set_event_loop(loop)

# Get the running loop (raises RuntimeError if none)
loop = asyncio.get_running_loop()
Context Manager for Timeouts
import erlang
import asyncio

async def main():
    async with asyncio.timeout(1.0):
        await slow_operation()  # Raises TimeoutError if > 1s

erlang.run(main())
Performance Comparison
	Operation	Standard asyncio	Erlang Event Loop	Improvement
	sleep(1ms)	~1.5ms	~1.1ms	~27% faster
	Event loop overhead	~0.5-1ms	~0	Erlang scheduler
	Timer precision	10ms polling	Sub-ms	BEAM scheduler
	Idle CPU	Polling	Zero	Event-driven

When to Use Erlang Event Loop
Use erlang.run() when:
	You need precise sub-millisecond timing
	Your app makes many small sleep calls
	You want to eliminate Python event loop overhead
	Your app is running inside erlang_python

Use standard asyncio.run() when:
	You're running outside the Erlang VM
	Testing Python code in isolation

Async Worker Backend (Internal)
The py:async_call/3,4 and py:async_await/1,2 APIs use an event-driven backend based on py_event_loop.
Architecture
┌─────────────┐     ┌─────────────────┐     ┌──────────────────────┐
│ Erlang      │     │ C NIF           │     │ py_event_loop        │
│ py:async_   │     │ (no thread)     │     │ (Erlang process)     │
│ call()      │     │                 │     │                      │
└──────┬──────┘     └────────┬────────┘     └──────────┬───────────┘
       │                     │                         │
       │ 1. Message to       │                         │
       │    event_loop       │                         │
       │─────────────────────┼────────────────────────>│
       │                     │                         │
       │ 2. Return Ref       │                         │
       │<────────────────────┼─────────────────────────│
       │                     │                         │
       │                     │   enif_select (wait)    │
       │                     │   ┌───────────────────┐ │
       │                     │   │ Run Python        │ │
       │                     │   │ erlang.send(pid,  │ │
       │                     │   │   result)         │ │
       │                     │   └───────────────────┘ │
       │                     │                         │
       │ 3. {async_result}   │                         │
       │<──────────────────────────────────────────────│
       │     (direct erlang.send from Python)          │
       │                     │                         │
Key Components
	Component	Role
	py_event_loop_pool	Pool manager for event loop-based async execution
	run_async/2 (internal)	Submit coroutine to event loop
	_run_and_send	Python wrapper that sends result via erlang.send()
	nif_event_loop_run_async	NIF for direct coroutine submission

Performance Benefits
	Aspect	Previous (pthread)	Current (event_loop)
	Latency	~10-20ms polling	<1ms (enif_select)
	CPU idle	100 wakeups/sec	Zero
	Threads	N pthreads	0 extra threads
	GIL	Acquire/release in thread	Already held in callback
	Shutdown	pthread_join (blocking)	Clean Erlang messages

The event-driven model eliminates the polling overhead of the previous pthread+usleep
implementation, resulting in significantly lower latency for async operations.
Erlang Callbacks from Python
Python code can call registered Erlang functions using erlang.call(). This enables Python handlers to leverage Erlang's concurrency and I/O capabilities.
erlang.call() - Blocking Callbacks
erlang.call(name, *args) calls a registered Erlang function and blocks until it returns.
import erlang

def handler():
    # Call Erlang function - blocks until complete
    result = erlang.call('my_callback', arg1, arg2)
    return process(result)
Behavior:
	Blocks the current Python execution until the Erlang callback completes
	Code executes exactly once (no replay)
	The callback can release the dirty scheduler by using Erlang's receive (e.g., erlang.sleep(), channel.receive())
	Quick callbacks hold the dirty scheduler; callbacks that wait via receive release it

Explicit Scheduling API
For long-running operations or when you need to release the dirty scheduler, use the explicit scheduling functions. These return ScheduleMarker objects that must be returned from your handler to take effect.
erlang.schedule(callback_name, *args)
Release the dirty scheduler and continue via an Erlang callback.
import erlang

# Register callback in Erlang:
# py_callback:register(<<"compute">>, fun([X]) -> X * 2 end).

def handler(x):
    # Returns ScheduleMarker - MUST be returned from handler
    return erlang.schedule('compute', x)
    # Nothing after this executes - Erlang callback continues
The result is transparent to the caller:
%% Caller just gets the callback result
{ok, 10} = py:call('__main__', 'handler', [5]).
erlang.schedule_py(module, func, args=None, kwargs=None)
Release the dirty scheduler and continue by calling a Python function.
import erlang

def compute(x, multiplier=2):
    return x * multiplier

def handler(x):
    # Schedule Python function - releases dirty scheduler
    return erlang.schedule_py('__main__', 'compute', [x], {'multiplier': 3})
This is useful for:
	Breaking up long computations
	Allowing other Erlang processes to run
	Cooperative multitasking

erlang.schedule_inline(module, func, args=None, kwargs=None)
Release the dirty scheduler and continue by calling a Python function via enif_schedule_nif() - bypassing Erlang messaging entirely.
import erlang

def process_chunk(data, offset=0, results=None):
    """Process data in chunks with inline continuations."""
    if results is None:
        results = []

    chunk_end = min(offset + 100, len(data))
    for i in range(offset, chunk_end):
        results.append(transform(data[i]))

    if chunk_end < len(data):
        # Continue inline - no Erlang messaging overhead
        return erlang.schedule_inline(
            '__main__', 'process_chunk',
            args=[data, chunk_end, results]
        )

    return results
When to use schedule_inline vs schedule_py:
	Aspect	schedule_inline	schedule_py
	Flow	Python -> NIF -> enif_schedule_nif -> Python	Python -> NIF -> Erlang message -> Python
	Speed	~3x faster for tight loops	Slower due to messaging
	Use case	Pure Python chains, no Erlang interaction	When you need Erlang messaging between steps
	Overhead	Minimal (direct NIF continuation)	Higher (gen_server call)

Important: schedule_inline captures the caller's globals/locals, ensuring correct namespace resolution even with subinterpreters.
erlang.consume_time_slice(percent)
Check if the NIF time slice is exhausted. Returns True if you should yield, False if more time remains.
import erlang

def long_computation(items, start_idx=0):
    results = []
    for i in range(start_idx, len(items)):
        results.append(process(items[i]))

        # Check if we should yield (1% of time slice per iteration)
        if erlang.consume_time_slice(1):
            # Time slice exhausted - save progress and reschedule
            return erlang.schedule_py(
                '__main__', 'long_computation',
                [items], {'start_idx': i + 1}
            )

    return results
Parameters:
	percent (1-100): How much of the time slice was consumed by recent work

Returns:
	True: Time slice exhausted, you should yield
	False: More time remains, continue processing

When to Use Each Pattern
	Pattern	Use When	Dirty Scheduler
	erlang.call()	Quick operations or callbacks that use receive	Held (unless callback suspends via receive)
	erlang.schedule()	Need to call Erlang callback and always release scheduler	Released
	erlang.schedule_py()	Long Python computation, need Erlang interaction between steps	Released
	erlang.schedule_inline()	Tight Python loops, no Erlang interaction needed (~3x faster)	Released
	consume_time_slice()	Fine-grained control over yielding	N/A (checks time slice)

Example: Cooperative Long-Running Task
import erlang

def process_batch(items, batch_size=100, offset=0):
    """Process items in batches, yielding between batches."""
    end = min(offset + batch_size, len(items))

    # Process this batch
    for i in range(offset, end):
        expensive_operation(items[i])

    if end < len(items):
        # More work to do - yield and continue
        return erlang.schedule_py(
            '__main__', 'process_batch',
            [items], {'batch_size': batch_size, 'offset': end}
        )

    return 'done'
Important Notes
	Must return the marker: schedule() and schedule_py() return ScheduleMarker objects that must be returned from your handler function. Calling them without returning has no effect:

def wrong():
    erlang.schedule('callback', arg)  # No effect!
    return "oops"  # This is returned instead

def correct():
    return erlang.schedule('callback', arg)  # Works
	Cannot be nested: The schedule marker must be the direct return value. You cannot return it from a nested function:

def outer():
    def inner():
        return erlang.schedule('callback', arg)
    return inner()  # Works - marker propagates up

def broken():
    def inner():
        erlang.schedule('callback', arg)  # Wrong - not returned
    inner()
    return "oops"
Limitations
Subprocess Operations Not Supported
The ErlangEventLoop does not support subprocess operations:
# These will raise NotImplementedError:
loop.subprocess_shell(...)
loop.subprocess_exec(...)

# asyncio.create_subprocess_* will also fail
await asyncio.create_subprocess_shell(...)
await asyncio.create_subprocess_exec(...)
Why? Subprocess operations use fork() which would corrupt the Erlang VM. See Security for details.
Alternative: Use Erlang ports (open_port/2) for subprocess management. You can register an Erlang function that runs shell commands and call it from Python via erlang.call().
Signal Handling Not Supported
The ErlangEventLoop does not support signal handlers:
# These will raise NotImplementedError:
loop.add_signal_handler(signal.SIGTERM, handler)
loop.remove_signal_handler(signal.SIGTERM)
Why? Signal handling should be done at the Erlang VM level. The BEAM has its own signal handling infrastructure that's integrated with supervisors and the OTP design patterns.
Alternative: Handle signals in Erlang using the kernel application's signal handling or write a port program that forwards signals to Erlang processes.
Protocol-Based I/O
For building custom servers with low-level protocol handling, see the Reactor module. The reactor provides FD-based protocol handling where Erlang manages I/O scheduling via enif_select and Python implements protocol logic.
Async Task API (Erlang)
The py_event_loop module provides a high-level API for submitting async Python tasks from Erlang. This API is inspired by uvloop and uses a thread-safe task queue, allowing task submission from any dirty scheduler without blocking.
Architecture
┌─────────────────────────────────────────────────────────────────────────────┐
│                          Async Task Submission                               │
├─────────────────────────────────────────────────────────────────────────────┤
│                                                                              │
│   Erlang Process           C NIF Layer              py_event_worker         │
│   ───────────────          ─────────────            ─────────────────        │
│                                                                              │
│   py_event_loop:           nif_submit_task          handle_info(task_ready) │
│   create_task(M,F,A)       │                        │                       │
│         │                  │ Thread-safe enqueue    │                       │
│         │──────────────────▶ (pthread_mutex)        │                       │
│         │                  │                        │                       │
│         │                  │ enif_send(task_ready)──▶                       │
│         │                  │                        │                       │
│         │                  │                        │ py_nif:process_ready  │
│         │                  │                        │       │               │
│         │                  │                        │       ▼               │
│         │                  │                        │ Run Python coro       │
│         │                  │                        │       │               │
│         │◀─────────────────────────────────────────────────┘               │
│         │    {async_result, Ref, {ok, Result}}      │                       │
│         │                                                                    │
└─────────────────────────────────────────────────────────────────────────────┘
Key Features:
	Thread-safe submission from any dirty scheduler via enif_send
	Non-blocking task creation
	Message-based result delivery
	Fire-and-forget support

API Reference
py_event_loop:run/3,4
Blocking execution of an async Python function. Submits the task and waits for the result.
%% Basic usage
{ok, Result} = py_event_loop:run(my_module, my_async_func, [arg1, arg2]).

%% With options (timeout, kwargs)
{ok, Result} = py_event_loop:run(aiohttp, get, [Url], #{
    timeout => 10000,
    kwargs => #{headers => #{}}
}).
Parameters:
	Module - Python module name (atom or binary)
	Func - Python function name (atom or binary)
	Args - List of positional arguments
	Opts - Options map (optional):	timeout - Timeout in milliseconds (default: 5000)
	kwargs - Keyword arguments map (default: #{})



Returns:
	{ok, Result} - Task completed successfully
	{error, Reason} - Task failed or timed out

py_event_loop:create_task/3,4
Non-blocking task submission. Returns immediately with a reference for awaiting the result later.
%% Submit task
Ref = py_event_loop:create_task(my_module, my_async_func, [arg1]).

%% Do other work while task runs...
do_other_work(),

%% Await result when needed
{ok, Result} = py_event_loop:await(Ref).
Parameters:
	Module - Python module name (atom or binary)
	Func - Python function name (atom or binary)
	Args - List of positional arguments
	Kwargs - Keyword arguments map (optional, default: #{})

Returns:
	reference() - Task reference for awaiting

py_event_loop:await/1,2
Wait for an async task result.
%% Default timeout (5 seconds)
{ok, Result} = py_event_loop:await(Ref).

%% Custom timeout
{ok, Result} = py_event_loop:await(Ref, 10000).

%% Infinite timeout
{ok, Result} = py_event_loop:await(Ref, infinity).
Parameters:
	Ref - Task reference from create_task
	Timeout - Timeout in milliseconds or infinity (optional, default: 5000)

Returns:
	{ok, Result} - Task completed successfully
	{error, Reason} - Task failed with error
	{error, timeout} - Timeout waiting for result

py_event_loop:spawn_task/3,4
Fire-and-forget task execution. Submits the task but does not wait for or return the result.
%% Background logging
ok = py_event_loop:spawn_task(logger, log_event, [EventData]).

%% With kwargs
ok = py_event_loop:spawn_task(metrics, record, [Name, Value], #{tags => Tags}).
Parameters:
	Module - Python module name (atom or binary)
	Func - Python function name (atom or binary)
	Args - List of positional arguments
	Kwargs - Keyword arguments map (optional, default: #{})

Returns:
	ok - Task submitted (result is discarded)

Example: Concurrent HTTP Requests
%% Submit multiple requests concurrently
Refs = [
    py_event_loop:create_task(aiohttp, get, [<<"https://api.example.com/users">>]),
    py_event_loop:create_task(aiohttp, get, [<<"https://api.example.com/posts">>]),
    py_event_loop:create_task(aiohttp, get, [<<"https://api.example.com/comments">>])
],

%% Await all results
Results = [py_event_loop:await(Ref, 10000) || Ref <- Refs].
Example: Background Processing
%% Fire-and-forget analytics
handle_request(Request) ->
    %% Process request...
    Response = process(Request),

    %% Log analytics in background (don't wait)
    ok = py_event_loop:spawn_task(analytics, track_event, [
        <<"page_view">>,
        #{path => Request#request.path, user_id => Request#request.user_id}
    ]),

    Response.
Thread Safety
The async task API is fully thread-safe:
	create_task and spawn_task can be called from any Erlang process, including processes running on dirty schedulers
	Task submission uses enif_send which is safe to call from any thread
	The task queue uses mutex protection for thread-safe enqueueing
	Results are delivered via standard Erlang message passing

This means you can safely call py_event_loop:create_task from within a callback that's already running on a dirty NIF scheduler.
Event Loop Pool
The py_event_loop_pool module provides a pool of event loops for parallel Python coroutine execution. Inspired by libuv's "one loop per thread" model, each loop has its own worker and maintains event ordering.
Process Affinity
All tasks from the same Erlang process are routed to the same event loop (via PID hash). This guarantees that timers and related async operations from a single process execute in order.
                    ┌─► [loop_1] ──► [worker_1] ──► ordered execution
[process] ──► [hash(PID)] ─┼─► [loop_2] ──► [worker_2] ──► ordered execution
                    └─► [loop_N] ──► [worker_N] ──► ordered execution
API
The pool provides the same API as py_event_loop, but with automatic load distribution:
%% Get event loop for current process (always the same loop for same PID)
{ok, LoopRef} = py_event_loop_pool:get_loop().

%% Submit task and await result
Ref = py_event_loop_pool:create_task(math, sqrt, [16.0]),
{ok, 4.0} = py_event_loop_pool:await(Ref).

%% Blocking call
{ok, 4.0} = py_event_loop_pool:run(math, sqrt, [16.0]).

%% Fire-and-forget
ok = py_event_loop_pool:spawn_task(logger, info, [<<"message">>]).

%% Pool statistics
#{num_loops := N, supported := true} = py_event_loop_pool:get_stats().
Configuration
Configure the pool size via application environment:
%% sys.config
[
    {erlang_python, [
        %% Number of event loops (default: erlang:system_info(schedulers))
        {event_loop_pool_size, 8}
    ]}
].
When to Use
	Use Case	Module
	Single caller, ordered tasks	py_event_loop
	Multiple callers, parallel execution	py_event_loop_pool
	High throughput, many concurrent processes	py_event_loop_pool

Performance
Benchmarks on 14-core system with Python 3.14:
	Pattern	Throughput
	Sequential (single loop)	83k tasks/sec
	Sequential (pool)	150k tasks/sec
	Concurrent (50 processes)	164k tasks/sec
	Fire-and-collect (10k tasks)	417k tasks/sec

Example: Parallel Processing
%% Process items in parallel using multiple Erlang processes
%% Each process gets its own event loop for ordered execution
process_batch(Items) ->
    Parent = self(),
    Pids = [spawn_link(fun() ->
        Results = [begin
            Ref = py_event_loop_pool:create_task(processor, handle, [Item]),
            py_event_loop_pool:await(Ref)
        end || Item <- Chunk],
        Parent ! {done, self(), Results}
    end) || Chunk <- partition(Items, 100)],

    [receive {done, Pid, R} -> R end || Pid <- Pids].
See Also
	Reactor - Low-level FD-based protocol handling
	Security - Sandbox and blocked operations
	Threading - For erlang.async_call() in asyncio contexts
	Streaming - For working with Python generators
	Getting Started - Basic usage guide



  

    Reactor Module

The erlang.reactor module provides low-level FD-based protocol handling for building custom servers. It enables Python to implement protocol logic while Erlang handles I/O scheduling via enif_select.
Overview
The reactor pattern separates I/O multiplexing (handled by Erlang) from protocol logic (handled by Python). This provides:
	Efficient I/O - Erlang's enif_select for event notification
	Protocol flexibility - Python implements the protocol state machine
	Zero-copy buffers - ReactorBuffer provides zero-copy data access via buffer protocol
	Works with any fd - TCP, UDP, Unix sockets, pipes, etc.

Architecture
┌──────────────────────────────────────────────────────────────────────┐
│                       Reactor Architecture                            │
├──────────────────────────────────────────────────────────────────────┤
│                                                                       │
│  Erlang (BEAM)                        Python                          │
│  ─────────────                        ──────                          │
│                                                                       │
│  ┌─────────────────────┐              ┌─────────────────────────────┐ │
│  │  py_reactor_context │              │      erlang.reactor         │ │
│  │                     │              │                             │ │
│  │  accept() ──────────┼──fd_handoff─▶│  init_connection(fd, info)  │ │
│  │                     │              │       │                     │ │
│  │  enif_select(READ)  │              │       ▼                     │ │
│  │       │             │              │  Protocol.connection_made() │ │
│  │       ▼             │              │                             │ │
│  │  {select, fd, READ} │              │                             │ │
│  │       │             │              │                             │ │
│  │       └─────────────┼─on_read_ready│  Protocol.data_received()   │ │
│  │                     │              │       │                     │ │
│  │  action = "write_   │◀─────────────┼───────┘                     │ │
│  │           pending"  │              │                             │ │
│  │       │             │              │                             │ │
│  │  enif_select(WRITE) │              │                             │ │
│  │       │             │              │                             │ │
│  │       ▼             │              │                             │ │
│  │  {select, fd, WRITE}│              │                             │ │
│  │       │             │              │                             │ │
│  │       └─────────────┼on_write_ready│  Protocol.write_ready()     │ │
│  │                     │              │                             │ │
│  └─────────────────────┘              └─────────────────────────────┘ │
│                                                                       │
└──────────────────────────────────────────────────────────────────────┘
Protocol Base Class
The Protocol class is the base for implementing custom protocols:
import erlang.reactor as reactor

class Protocol(reactor.Protocol):
    """Base protocol attributes and methods."""

    # Set by reactor on connection
    fd: int           # File descriptor
    client_info: dict # Connection metadata from Erlang
    write_buffer: bytearray  # Buffer for outgoing data
    closed: bool      # Whether connection is closed
Lifecycle Methods
connection_made(fd, client_info)
Called when a file descriptor is handed off from Erlang.
def connection_made(self, fd: int, client_info: dict):
    """Called when fd is handed off from Erlang.

    Args:
        fd: File descriptor for the connection
        client_info: Dict with connection metadata
            - 'addr': Client IP address
            - 'port': Client port
            - 'type': Connection type (tcp, udp, unix, etc.)
    """
    # Initialize per-connection state
    self.request_buffer = bytearray()
data_received(data) -> action
Called when data has been read from the fd. The data argument is a ReactorBuffer - a bytes-like object that supports zero-copy access via the buffer protocol.
def data_received(self, data: bytes) -> str:
    """Handle received data.

    Args:
        data: A bytes-like object (ReactorBuffer) supporting:
            - Buffer protocol: memoryview(data) for zero-copy access
            - Indexing/slicing: data[0], data[0:10]
            - Bytes methods: data.startswith(), data.find(), data.decode()
            - Comparison: data == b'...'
            - Conversion: bytes(data) creates a copy

    Returns:
        Action string indicating what to do next
    """
    self.request_buffer.extend(data)

    if self.request_complete():
        self.prepare_response()
        return "write_pending"

    return "continue"  # Need more data
write_ready() -> action
Called when the fd is ready for writing.
def write_ready(self) -> str:
    """Handle write readiness.

    Returns:
        Action string indicating what to do next
    """
    if not self.write_buffer:
        return "read_pending"

    written = self.write(bytes(self.write_buffer))
    del self.write_buffer[:written]

    if self.write_buffer:
        return "continue"  # More to write
    return "read_pending"  # Done writing
connection_lost()
Called when the connection is closed.
def connection_lost(self):
    """Called when connection closes.

    Override to perform cleanup.
    """
    # Clean up resources
    self.cleanup()
I/O Helper Methods
read(size) -> bytes
Read from the file descriptor:
data = self.read(65536)  # Read up to 64KB
if not data:
    return "close"  # EOF or error
write(data) -> int
Write to the file descriptor:
written = self.write(response_bytes)
del self.write_buffer[:written]  # Remove written bytes
Zero-Copy ReactorBuffer
The data argument passed to data_received() is a ReactorBuffer - a special bytes-like type that provides zero-copy access to read data. The data is read by the NIF before acquiring the GIL, and wrapped in a ReactorBuffer that exposes the memory via Python's buffer protocol.
Benefits
	No data copying - Data goes directly from kernel to Python without intermediate copies
	Transparent compatibility - ReactorBuffer acts like bytes in all common operations
	Memory efficiency - Large payloads don't require extra allocations

Supported Operations
ReactorBuffer supports all common bytes operations:
def data_received(self, data):
    # Buffer protocol - zero-copy access
    mv = memoryview(data)
    first_byte = mv[0]

    # Indexing and slicing
    header = data[0:4]
    last_byte = data[-1]

    # Bytes methods
    if data.startswith(b'GET'):
        method = 'GET'
    pos = data.find(b'\r\n')
    count = data.count(b'/')

    # String conversion
    text = data.decode('utf-8')

    # Comparison
    if data == b'PING':
        self.write_buffer.extend(b'PONG')

    # Convert to bytes (creates a copy)
    data_copy = bytes(data)

    # 'in' operator
    if b'HTTP' in data:
        self.handle_http()

    # Length
    size = len(data)

    # Extend bytearray (uses buffer protocol)
    self.request_buffer.extend(data)

    return "continue"
Performance Considerations
The zero-copy benefit is in the NIF read path - data is read directly into a buffer that Python wraps without copying. This avoids the overhead of creating a Python bytes object for every read.
	NIF read path: Data goes directly from kernel to Python without intermediate copies
	Parsing operations: startswith(), find() etc. are optimized C implementations
	Direct memoryview access: Use data.memoryview() for maximum zero-copy performance
	Creating bytes: Call bytes(data) only when you need a persistent copy

# For maximum performance, use memoryview slicing for comparisons
mv = data.memoryview()
if mv[:3] == b'GET':
    # Process GET request
Action Return Values
Protocol methods return action strings that tell Erlang what to do next:
	Action	Description	Erlang Behavior
	"continue"	Keep current mode	Re-register same event
	"write_pending"	Ready to write	Switch to write mode (enif_select WRITE)
	"read_pending"	Ready to read	Switch to read mode (enif_select READ)
	"close"	Close connection	Close fd and call connection_lost()

Factory Pattern
Register a protocol factory to create protocol instances for each connection:
import erlang.reactor as reactor

class MyProtocol(reactor.Protocol):
    # ... implementation

# Set the factory - called for each new connection
reactor.set_protocol_factory(MyProtocol)

# Get the protocol instance for an fd
proto = reactor.get_protocol(fd)
Complete Example: Echo Protocol
Here's a complete echo server protocol:
import erlang.reactor as reactor

class EchoProtocol(reactor.Protocol):
    """Simple echo protocol - sends back whatever it receives."""

    def connection_made(self, fd, client_info):
        super().connection_made(fd, client_info)
        print(f"Connection from {client_info.get('addr')}:{client_info.get('port')}")

    def data_received(self, data):
        """Echo received data back to client."""
        if not data:
            return "close"

        # Buffer the data for writing
        self.write_buffer.extend(data)
        return "write_pending"

    def write_ready(self):
        """Write buffered data."""
        if not self.write_buffer:
            return "read_pending"

        written = self.write(bytes(self.write_buffer))
        del self.write_buffer[:written]

        if self.write_buffer:
            return "continue"  # More data to write
        return "read_pending"  # Done, wait for more input

    def connection_lost(self):
        print(f"Connection closed: fd={self.fd}")

# Register the factory
reactor.set_protocol_factory(EchoProtocol)
Example: HTTP Protocol (Simplified)
import erlang.reactor as reactor

class SimpleHTTPProtocol(reactor.Protocol):
    """Minimal HTTP/1.0 protocol."""

    def __init__(self):
        super().__init__()
        self.request_buffer = bytearray()

    def data_received(self, data):
        self.request_buffer.extend(data)

        # Check for end of headers
        if b'\r\n\r\n' in self.request_buffer:
            self.handle_request()
            return "write_pending"

        return "continue"

    def handle_request(self):
        """Parse request and prepare response."""
        request = self.request_buffer.decode('utf-8', errors='replace')
        first_line = request.split('\r\n')[0]
        method, path, _ = first_line.split(' ', 2)

        # Simple response
        body = f"Hello! You requested {path}"
        response = (
            f"HTTP/1.0 200 OK\r\n"
            f"Content-Length: {len(body)}\r\n"
            f"Content-Type: text/plain\r\n"
            f"\r\n"
            f"{body}"
        )
        self.write_buffer.extend(response.encode())

    def write_ready(self):
        if not self.write_buffer:
            return "close"  # HTTP/1.0: close after response

        written = self.write(bytes(self.write_buffer))
        del self.write_buffer[:written]

        if self.write_buffer:
            return "continue"
        return "close"

reactor.set_protocol_factory(SimpleHTTPProtocol)
Passing Sockets from Erlang to Python
Method 1: Socket FD Handoff to Reactor
The most efficient way is to hand off the socket's file descriptor directly:
%% Erlang: Accept and hand off to Python reactor
{ok, ClientSock} = gen_tcp:accept(ListenSock),
{ok, {Addr, Port}} = inet:peername(ClientSock),

%% Get the raw file descriptor
{ok, Fd} = inet:getfd(ClientSock),

%% Hand off to Python - Erlang no longer owns this socket
py_reactor_context:handoff(Fd, #{
    addr => inet:ntoa(Addr),
    port => Port,
    type => tcp
}).
# Python: Protocol handles the fd
import erlang.reactor as reactor

class MyProtocol(reactor.Protocol):
    def data_received(self, data):
        # self.fd is the socket fd from Erlang
        self.write_buffer.extend(b"Got: " + data)
        return "write_pending"

reactor.set_protocol_factory(MyProtocol)
Method 2: Pass Socket FD to asyncio
For asyncio-based code, pass the fd and wrap it in Python:
%% Erlang: Get fd and pass to Python
{ok, ClientSock} = gen_tcp:accept(ListenSock),
{ok, Fd} = inet:getfd(ClientSock),

%% Call Python with the fd
Ctx = py:context(1),
py:call(Ctx, my_handler, handle_connection, [Fd]).
# Python: Wrap fd in asyncio
import asyncio
import socket

async def handle_connection(fd: int):
    # Create socket from fd (Python takes ownership)
    sock = socket.socket(fileno=fd)
    sock.setblocking(False)

    # Use asyncio streams
    reader, writer = await asyncio.open_connection(sock=sock)

    data = await reader.read(1024)
    writer.write(b"Echo: " + data)
    await writer.drain()
    writer.close()
    await writer.wait_closed()

def handle_connection_sync(fd: int):
    """Sync wrapper for Erlang call."""
    asyncio.run(handle_connection(fd))
Method 3: Pass Socket Object via Pickle (Not Recommended)
For simple cases, you can pickle socket info, but this is less efficient:
%% Erlang: Pass connection info
{ok, {Addr, Port}} = inet:peername(ClientSock),
py:call(Ctx, my_handler, connect_to, [Addr, Port]).
# Python: Create new connection (less efficient - new socket)
import socket

def connect_to(addr: str, port: int):
    sock = socket.create_connection((addr, port))
    # ... use socket
Socket Ownership
When passing an fd from Erlang to Python, you must decide who owns it:
Option 1: Transfer ownership to Python
Erlang gives up the fd entirely. Don't close the Erlang socket.
{ok, ClientSock} = gen_tcp:accept(ListenSock),
{ok, Fd} = inet:getfd(ClientSock),
py_reactor_context:handoff(Fd, #{type => tcp}).
%% Don't close ClientSock - Python owns the fd now
Option 2: Duplicate the fd (recommended)
Use py:dup_fd/1 to create an independent copy. Both sides can close their own fd.
{ok, ClientSock} = gen_tcp:accept(ListenSock),
{ok, Fd} = inet:getfd(ClientSock),
{ok, DupFd} = py:dup_fd(Fd),
py_reactor_context:handoff(DupFd, #{type => tcp}),
gen_tcp:close(ClientSock).  %% Safe - Python has its own fd copy
This is safer because:
	Erlang controls its socket lifecycle - GC won't affect Python
	Python has its own fd - Independent of Erlang's socket
	No double-close issues - Each side manages its own fd

Integration with Erlang
From Erlang: Starting a Reactor Server
%% In your Erlang code
-module(my_server).
-export([start/1]).

start(Port) ->
    %% Set up the Python protocol factory first
    Ctx = py:context(1),
    ok = py:exec(Ctx, <<"
import erlang.reactor as reactor
from my_protocols import MyProtocol
reactor.set_protocol_factory(MyProtocol)
">>),

    %% Start accepting connections
    {ok, ListenSock} = gen_tcp:listen(Port, [binary, {active, false}, {reuseaddr, true}]),
    accept_loop(ListenSock).

accept_loop(ListenSock) ->
    {ok, ClientSock} = gen_tcp:accept(ListenSock),
    {ok, {Addr, Port}} = inet:peername(ClientSock),

    %% Hand off to Python reactor
    {ok, Fd} = inet:getfd(ClientSock),
    py_reactor_context:handoff(Fd, #{
        addr => inet:ntoa(Addr),
        port => Port,
        type => tcp
    }),

    accept_loop(ListenSock).
How FDs Are Passed from Erlang to Python
	Erlang accepts a connection and gets the socket fd
	Erlang calls py_reactor_context:handoff(Fd, ClientInfo)
	The NIF calls Python's reactor.init_connection(fd, client_info)
	Protocol factory creates a new Protocol instance
	enif_select is registered for read events on the fd
	When events occur, Python callbacks handle the protocol logic

Module API Reference
set_protocol_factory(factory)
Set the factory function for creating protocols.
reactor.set_protocol_factory(MyProtocol)
# or with a custom factory
reactor.set_protocol_factory(lambda: MyProtocol(custom_arg))
get_protocol(fd)
Get the protocol instance for a file descriptor.
proto = reactor.get_protocol(fd)
if proto:
    print(f"Protocol state: {proto.client_info}")
init_connection(fd, client_info)
Internal - called by NIF on fd handoff.
on_read_ready(fd, data)
Internal - called by NIF when fd is readable. The data argument is a ReactorBuffer containing the bytes read from the fd.
on_write_ready(fd)
Internal - called by NIF when fd is writable.
close_connection(fd)
Internal - called by NIF to close connection.
Subinterpreter Support
The reactor supports isolated subinterpreters via py_reactor_context in owngil mode. Each subinterpreter has its own reactor module cache, ensuring protocol factories are isolated between contexts.
%% Create context with OWN_GIL subinterpreter (Python 3.14+)
{ok, Ctx1} = py_reactor_context:start_link(1, owngil, #{
    setup_code => <<"
import erlang.reactor as reactor
reactor.set_protocol_factory(EchoProtocol)
">>
}),

%% Create another context with different protocol
{ok, Ctx2} = py_reactor_context:start_link(2, owngil, #{
    setup_code => <<"
import erlang.reactor as reactor
reactor.set_protocol_factory(HttpProtocol)
">>
}).
Each owngil context runs in its own subinterpreter with isolated protocol factory and connection state. For Python <3.14, use worker mode — contexts share the main interpreter but each owns a dedicated pthread.
See Also
	Asyncio - Higher-level asyncio event loop for Python
	Security - Security sandbox documentation
	Getting Started - Basic usage guide



  

    Process-Bound Python Environments

Since version 2.2.0
Philosophy
In Erlang, processes are the fundamental unit of isolation. Each process has its own heap, mailbox, and lifecycle. When a process crashes, it takes its state with it and can be restarted clean by a supervisor.
erlang_python extends this philosophy to Python: each Erlang process gets its own isolated Python environment. Variables, imports, and objects defined in one process are invisible to others, even when using the same Python context.
This design enables:
	Clean restarts: Resetting Python state = terminating the Erlang process
	Fault isolation: A corrupted Python state crashes only its owning process
	Supervision: Standard OTP supervisors can manage Python-backed actors
	Actor model: Build stateful Python services that behave like gen_servers

How It Works
When you call py:exec/eval/call, the library:
	Looks up a process-local environment keyed by {ContextPid, InterpreterId}
	Creates one if it doesn't exist (a Python dict inside the interpreter)
	Uses that dict as the namespace for execution
	Cleans up automatically when the Erlang process exits

%% Process A
spawn(fun() ->
    Ctx = py:context(1),
    ok = py:exec(Ctx, <<"state = 'hello'">>),
    {ok, <<"hello">>} = py:eval(Ctx, <<"state">>)
end).

%% Process B - same context, isolated state
spawn(fun() ->
    Ctx = py:context(1),
    %% state is undefined here - different process
    {error, _} = py:eval(Ctx, <<"state">>)
end).
OWN_GIL Mode
OWN_GIL contexts (Python 3.12+) provide true parallel execution with dedicated pthreads. Process-bound environments work with OWN_GIL, allowing multiple Erlang processes to share a single OWN_GIL context while maintaining isolated Python namespaces.
Explicit Environment Creation
For OWN_GIL contexts, you can explicitly create and manage environments:
%% Create an OWN_GIL context
{ok, Ctx} = py_context:start_link(1, owngil),

%% Create a process-local environment
{ok, Env} = py_context:create_local_env(Ctx),

%% Get the NIF reference for low-level operations
CtxRef = py_context:get_nif_ref(Ctx),

%% Execute code in the isolated environment
ok = py_nif:context_exec(CtxRef, <<"
class MyService:
    def __init__(self):
        self.counter = 0
    def increment(self):
        self.counter += 1
        return self.counter

service = MyService()
">>, Env),

%% Call functions in the environment
{ok, 1} = py_nif:context_eval(CtxRef, <<"service.increment()">>, #{}, Env),
{ok, 2} = py_nif:context_eval(CtxRef, <<"service.increment()">>, #{}, Env).
Sharing Context, Isolating State
Multiple Erlang processes can share an OWN_GIL context while maintaining isolated namespaces:
%% Shared OWN_GIL context
{ok, Ctx} = py_context:start_link(1, owngil),
CtxRef = py_context:get_nif_ref(Ctx),

%% Process A - its own namespace
spawn(fun() ->
    {ok, EnvA} = py_context:create_local_env(Ctx),
    ok = py_nif:context_exec(CtxRef, <<"x = 'from A'">>, EnvA),
    {ok, <<"from A">>} = py_nif:context_eval(CtxRef, <<"x">>, #{}, EnvA)
end),

%% Process B - separate namespace, same context
spawn(fun() ->
    {ok, EnvB} = py_context:create_local_env(Ctx),
    ok = py_nif:context_exec(CtxRef, <<"x = 'from B'">>, EnvB),
    {ok, <<"from B">>} = py_nif:context_eval(CtxRef, <<"x">>, #{}, EnvB)
end).
%% Both execute in parallel on the same OWN_GIL thread, but with isolated state
When to Use Explicit vs Implicit Environments
	Approach	API	Use Case
	Implicit	py:exec/eval/call	Simple cases, automatic management
	Explicit	create_local_env + py_nif:context_*	OWN_GIL, fine-grained control, multiple envs per process

Use implicit (py:exec) when:
	Using worker mode
	One environment per process is sufficient
	You want automatic lifecycle management

Use explicit (create_local_env) when:
	Using owngil mode for parallel execution
	Need multiple environments in a single process
	Want to pass environments between processes
	Need direct NIF-level control

Event Loop Environments
The event loop API also supports per-process namespaces. Each Erlang process gets an isolated namespace within the event loop, allowing you to define functions and state that persist across async task calls.
Defining Functions for Async Tasks
%% Get the event loop reference
{ok, LoopRef} = py_event_loop:get_loop(),

%% Define a function in this process's namespace
ok = py_nif:event_loop_exec(LoopRef, <<"
import asyncio

async def my_async_function(x):
    await asyncio.sleep(0.1)
    return x * 2

counter = 0

async def increment_and_get():
    global counter
    counter += 1
    return counter
">>),

%% Call the function via create_task - uses __main__ module
{ok, Ref} = py_event_loop:create_task(Loop, '__main__', my_async_function, [21]),
{ok, 42} = py_event_loop:await(Ref),

%% State persists across calls
{ok, Ref1} = py_event_loop:create_task(Loop, '__main__', increment_and_get, []),
{ok, 1} = py_event_loop:await(Ref1),
{ok, Ref2} = py_event_loop:create_task(Loop, '__main__', increment_and_get, []),
{ok, 2} = py_event_loop:await(Ref2).
Evaluating Expressions
%% Evaluate expressions in the process's namespace
{ok, 42} = py_nif:event_loop_eval(LoopRef, <<"21 * 2">>),

%% Access variables defined via exec
ok = py_nif:event_loop_exec(LoopRef, <<"result = 'computed'">>),
{ok, <<"computed">>} = py_nif:event_loop_eval(LoopRef, <<"result">>).
Process Isolation
Different Erlang processes have isolated event loop namespaces:
{ok, Loop} = py_event_loop:get_loop(),
LoopRef = py_event_loop:get_nif_ref(Loop),

%% Process A defines x
spawn(fun() ->
    ok = py_nif:event_loop_exec(LoopRef, <<"x = 'A'">>),
    {ok, <<"A">>} = py_nif:event_loop_eval(LoopRef, <<"x">>)
end),

%% Process B has its own x
spawn(fun() ->
    ok = py_nif:event_loop_exec(LoopRef, <<"x = 'B'">>),
    {ok, <<"B">>} = py_nif:event_loop_eval(LoopRef, <<"x">>)
end).
Cleanup
Event loop namespaces are automatically cleaned up when the Erlang process exits. The event loop monitors each process that creates a namespace and removes it on process termination.
Automatic Env Reuse with py:exec
Functions defined via py:exec(Ctx, Code) can be called directly using the async task API (py_event_loop:run/3,4, create_task/3,4, spawn_task/3,4). The process-local environment is automatically detected and used for function lookup.
%% Create a context and define an async function
Ctx = py:context(1),
ok = py:exec(Ctx, <<"
import asyncio

async def process_data(items):
    results = []
    for item in items:
        await asyncio.sleep(0.001)
        results.append(item * 2)
    return results
">>),

%% Call it directly - env is reused automatically
{ok, [2,4,6]} = py_event_loop:run('__main__', process_data, [[1,2,3]]).

%% Also works with create_task and spawn_task
Ref = py_event_loop:create_task('__main__', process_data, [[4,5,6]]),
{ok, [8,10,12]} = py_event_loop:await(Ref).

%% Fire-and-forget
ok = py_event_loop:spawn_task('__main__', process_data, [[7,8,9]]).
This eliminates the need to manually pass environment references when calling functions defined in the process-local namespace.
Building Python Actors
The process-bound model enables a pattern we call "Python actors" - Erlang processes that encapsulate Python state and expose it through message passing.
Basic Actor Pattern
-module(py_counter).
-behaviour(gen_server).

-export([start_link/0, increment/1, decrement/1, get/1]).
-export([init/1, handle_call/3, handle_cast/2]).

start_link() ->
    gen_server:start_link(?MODULE, [], []).

increment(Pid) -> gen_server:call(Pid, increment).
decrement(Pid) -> gen_server:call(Pid, decrement).
get(Pid) -> gen_server:call(Pid, get).

init([]) ->
    Ctx = py:context(),
    ok = py:exec(Ctx, <<"
class Counter:
    def __init__(self):
        self.value = 0
    def increment(self):
        self.value += 1
        return self.value
    def decrement(self):
        self.value -= 1
        return self.value
    def get(self):
        return self.value

counter = Counter()
">>),
    {ok, #{ctx => Ctx}}.

handle_call(increment, _From, #{ctx := Ctx} = State) ->
    {ok, Value} = py:eval(Ctx, <<"counter.increment()">>),
    {reply, Value, State};

handle_call(decrement, _From, #{ctx := Ctx} = State) ->
    {ok, Value} = py:eval(Ctx, <<"counter.decrement()">>),
    {reply, Value, State};

handle_call(get, _From, #{ctx := Ctx} = State) ->
    {ok, Value} = py:eval(Ctx, <<"counter.get()">>),
    {reply, Value, State}.

handle_cast(_Msg, State) ->
    {noreply, State}.
Usage:
{ok, Counter} = py_counter:start_link(),
1 = py_counter:increment(Counter),
2 = py_counter:increment(Counter),
1 = py_counter:decrement(Counter),
1 = py_counter:get(Counter).
Reset via Process Termination
Following Erlang's "let it crash" philosophy, resetting Python state is simple:
%% Supervise the Python actor
init([]) ->
    Children = [
        #{id => py_worker,
          start => {py_worker, start_link, []},
          restart => permanent}
    ],
    {ok, {#{strategy => one_for_one}, Children}}.

%% To reset: just terminate and let supervisor restart
reset_worker(Sup) ->
    ok = supervisor:terminate_child(Sup, py_worker),
    {ok, _} = supervisor:restart_child(Sup, py_worker).
No need to manually clear variables, reload modules, or reset interpreter state. The new process starts with a fresh Python environment.
Stateful ML Pipeline
-module(ml_predictor).
-behaviour(gen_server).

-export([start_link/1, predict/2]).
-export([init/1, handle_call/3, terminate/2]).

start_link(ModelPath) ->
    gen_server:start_link(?MODULE, ModelPath, []).

predict(Pid, Features) ->
    gen_server:call(Pid, {predict, Features}).

init(ModelPath) ->
    Ctx = py:context(),
    %% Define functions and load model - stored in process-bound environment
    ok = py:exec(Ctx, <<"
import pickle

_model = None

def load_model(path):
    global _model
    with open(path, 'rb') as f:
        _model = pickle.load(f)
    return True

def predict(features):
    return _model.predict([features]).tolist()[0]
">>),
    %% Load model - it's stored in _model global within this process's env
    {ok, true} = py:call(Ctx, '__main__', load_model, [ModelPath]),
    {ok, #{ctx => Ctx}}.

handle_call({predict, Features}, _From, #{ctx := Ctx} = State) ->
    {ok, Result} = py:call(Ctx, '__main__', predict, [Features]),
    {reply, {ok, Result}, State}.

terminate(_Reason, _State) ->
    %% Python environment automatically cleaned up
    ok.
Advantages
	Aspect	Benefit
	Isolation	Processes cannot interfere with each other's Python state
	Cleanup	No resource leaks - process death = environment cleanup
	Restart	Fresh state by terminating process (no manual reset logic)
	Supervision	OTP supervisors manage Python actors like any other process
	Debugging	Process dictionary inspection shows environment reference
	Memory	Each process's Python memory counted separately

Trade-offs
	Aspect	Consideration
	Memory overhead	Each process has separate Python dict; no sharing
	Startup cost	Environment created on first call per process
	No shared state	State sharing requires explicit message passing or ETS
	Module caching	Imported modules cached at interpreter level, not per-process

When to Use
Good fit:
	Stateful services (sessions, connections, workflows)
	Actor-style Python components
	Isolated workers that may need reset
	Per-request processing with state accumulation
	Supervised Python services

Consider alternatives when:
	Sharing state between many processes (use ETS or message passing)
	State must survive process restarts (use external storage)
	Memory is constrained (many processes = many environments)
	Truly stateless operations (environment overhead unnecessary)

Comparison with Other Models
vs. Global Interpreter State
Traditional Python embedding shares state globally. Any code can modify any variable. Isolation requires explicit namespace management.
With process-bound environments:
%% Each process is automatically isolated
spawn(fun() -> py:exec(Ctx, <<"x = 1">>) end),
spawn(fun() -> py:exec(Ctx, <<"x = 2">>) end).
%% No conflict - different environments
vs. Multiple Interpreters
Some systems create separate Python interpreters per "session". This provides isolation but:
	High memory cost per interpreter
	GIL contention in multi-interpreter setups
	Complex lifecycle management

Process-bound environments use a single interpreter (or subinterpreter pool) but isolate at the namespace level - lightweight and efficient.
vs. Stateless Lambda-Style
Some systems treat Python as pure functions with no state between calls:
%% Stateless style - no persistence
py:call(math, sqrt, [16]).
Process-bound environments allow both stateless and stateful patterns in the same system.
Technical Details
Environments are stored as NIF resources with the following lifecycle:
	Creation: First py:exec/eval/call in a process allocates an environment
	Storage: Reference kept in process dictionary under py_local_env
	Usage: Each call uses the environment as local namespace
	Cleanup: NIF resource destructor runs when process terminates

For subinterpreters, environments are created inside the target interpreter using its memory allocator - critical for memory safety.
Interpreter ID Validation
Each py_env_resource_t stores the Python interpreter ID (interp_id) when created. For OWN_GIL contexts, before any operation using a process-local env, the system validates that the env belongs to the current interpreter:
PyInterpreterState *current_interp = PyInterpreterState_Get();
if (penv->interp_id != PyInterpreterState_GetID(current_interp)) {
    return {error, env_wrong_interpreter};
}
This prevents:
	Using an env from a destroyed interpreter (dangling pointer)
	Using an env created for a different OWN_GIL context
	Memory corruption from cross-interpreter dict access

Cleanup Safety
For the main interpreter (interp_id == 0), the destructor acquires the GIL and decrefs the Python dicts normally.
For subinterpreters, the destructor skips Py_DECREF because:
	PyGILState_Ensure cannot safely acquire a subinterpreter's GIL
	The Python objects will be freed when the subinterpreter is destroyed via Py_EndInterpreter

This design prioritizes safety over avoiding minor memory leaks during edge cases.
See Also
	OWN_GIL Internals - Architecture and safety mechanisms for OWN_GIL mode
	Scalability - Mode comparison (worker vs owngil)
	Event Loop Architecture - Per-process namespace management
	Context Affinity - Context binding and routing
	Scheduling - Cooperative scheduling for long operations



  

    Security

This guide covers the security sandbox that protects the Erlang VM when running embedded Python code.
Overview
When Python runs embedded inside the Erlang VM (BEAM), certain operations must be blocked because they would corrupt or destabilize the runtime. The erlang_python library automatically installs a sandbox that blocks these dangerous operations.
Why Fork/Exec Are Blocked
The Erlang VM is a sophisticated runtime with:
	Multiple scheduler threads managing lightweight processes
	Complex memory management and garbage collection
	Intricate internal state for message passing and I/O

When fork() is called, the child process gets a copy of the parent's memory but only the calling thread. This leaves the child with corrupted state - scheduler threads are missing, locks are in inconsistent states, and internal data structures are broken. The child process will crash or behave unpredictably.
Similarly, exec() replaces the current process image entirely, terminating the Erlang VM.
Audit Hook Mechanism
The sandbox uses Python's audit hook system (PEP 578) to intercept dangerous operations at a low level, before they can execute. The hook is installed automatically when erlang_python starts and cannot be removed once installed.
This provides defense-in-depth - even if Python code tries to import os or subprocess directly, the operations are blocked.
Blocked Operations
	Operation	Module	Reason
	fork()	os	Corrupts Erlang VM state
	forkpty()	os	Uses fork internally
	system()	os	Executes via shell (uses fork)
	popen()	os	Opens pipe to subprocess (uses fork)
	exec*()	os	Replaces process image
	spawn*()	os	Creates subprocess (uses fork)
	posix_spawn*()	os	POSIX subprocess creation
	Popen	subprocess	Creates subprocess (uses fork)
	run()	subprocess	Wrapper around Popen
	call()	subprocess	Wrapper around Popen

Error Messages
When blocked operations are attempted, you'll see:
>>> import subprocess
>>> subprocess.run(['ls'])
RuntimeError: subprocess.Popen is blocked in Erlang VM context.
fork()/exec() would corrupt the Erlang runtime.
Use Erlang ports (open_port/2) for subprocess management.
>>> import os
>>> os.fork()
RuntimeError: os.fork is blocked in Erlang VM context.
fork()/exec() would corrupt the Erlang runtime.
Use Erlang ports (open_port/2) for subprocess management.
Recommended Alternatives
Instead of using Python's subprocess facilities, use Erlang's port mechanism which properly manages external processes.
From Erlang: Running Shell Commands
%% Run a command and capture output
run_command(Cmd) ->
    Port = open_port({spawn, Cmd}, [exit_status, binary, stderr_to_stdout]),
    collect_output(Port, []).

collect_output(Port, Acc) ->
    receive
        {Port, {data, Data}} ->
            collect_output(Port, [Data | Acc]);
        {Port, {exit_status, Status}} ->
            {Status, iolist_to_binary(lists:reverse(Acc))}
    after 30000 ->
        port_close(Port),
        {error, timeout}
    end.

%% Usage
{0, Output} = run_command("ls -la").
From Python: Calling Erlang to Run Commands
Register an Erlang function that runs commands:
%% In Erlang
py:register_function(run_shell, fun([Cmd]) ->
    Port = open_port({spawn, binary_to_list(Cmd)},
                     [exit_status, binary, stderr_to_stdout]),
    collect_output(Port, [])
end).
# In Python
from erlang import run_shell

# This calls through Erlang, which properly manages the subprocess
result = run_shell("ls -la")
Using Erlang Ports for Long-Running Processes
%% Start a long-running process
{ok, Port} = py:call('__main__', start_worker_via_erlang, []),

%% The Python code registers a function:
py:register_function(start_worker_via_erlang, fun([]) ->
    Port = open_port({spawn, "python3 worker.py"},
                     [binary, {line, 1024}, use_stdio]),
    Port  % Return port reference to Python
end).
Alternative: Use erlang.send() for Communication
For Python code that needs to trigger external processes, use message passing to coordinate with Erlang supervisors:
import erlang

# Send a request to an Erlang process that manages subprocesses
erlang.send(supervisor_pid, ('spawn_worker', worker_args))
Checking Sandbox Status
From Python, you can check if the sandbox is active:
from _erlang_impl._sandbox import is_sandboxed

if is_sandboxed():
    print("Running inside Erlang VM - subprocess operations blocked")
Signal Handling Note
Signal handling is also not supported in the Erlang event loop. The ErlangEventLoop raises NotImplementedError for add_signal_handler() and remove_signal_handler(). Signal handling should be done at the Erlang VM level using Erlang's signal handling facilities.
See Also
	Getting Started - Basic usage guide
	Asyncio - Erlang-native asyncio event loop
	Threading - Python threading support



  

    Distributed Python Execution

This guide covers running Python code across distributed Erlang nodes, enabling horizontal scaling of Python workloads using Erlang's built-in distribution.
Overview
erlang_python integrates with Erlang's distribution to run Python code on remote nodes. This enables:
	Horizontal scaling - Distribute Python workloads across a cluster
	Resource isolation - Run memory-intensive ML models on dedicated nodes
	Fault tolerance - Leverage Erlang supervision across nodes
	Location transparency - Same API for local and remote execution

Architecture
┌─────────────────────────────────────────────────────────────────────────────┐
│                    Distributed Python with Erlang                            │
├─────────────────────────────────────────────────────────────────────────────┤
│                                                                              │
│   Node A (Coordinator)              Node B (Worker)         Node C (Worker) │
│   ────────────────────              ────────────────         ────────────── │
│                                                                              │
│   ┌──────────────────┐              ┌──────────────┐        ┌──────────────┐│
│   │  Erlang Process  │──rpc:call───▶│ py:call(M,F) │        │ py:call(M,F) ││
│   │  (orchestrator)  │              │      │       │        │      │       ││
│   └──────────────────┘              │      ▼       │        │      ▼       ││
│           │                         │  ┌────────┐  │        │  ┌────────┐  ││
│           │                         │  │ Python │  │        │  │ Python │  ││
│           │                         │  │Context │  │        │  │Context │  ││
│           │                         │  └────────┘  │        │  └────────┘  ││
│           │                         └──────────────┘        └──────────────┘│
│           │                                │                       │        │
│           │◀───────────────────────────────┴───────────────────────┘        │
│           │            Results via Erlang distribution                      │
│                                                                              │
└─────────────────────────────────────────────────────────────────────────────┘
Key Features
	Feature	API
	Remote execution	rpc:call(Node, py, call, [M, F, A])
	Async tasks	rpc:call(Node, py_event_loop, create_task, ...)
	Venv management	py:ensure_venv/2,3
	Data streaming	py_channel API
	Pool routing	Custom pools on demand

Basic Remote Execution
Using rpc:call
The simplest way to run Python on a remote node:
%% Execute Python on a remote node
{ok, Result} = rpc:call('worker@host', py, call, [math, sqrt, [16]]).
%% => {ok, 4.0}

%% Evaluate expression remotely
{ok, Value} = rpc:call('worker@host', py, eval, [<<"2 ** 10">>]).
%% => {ok, 1024}

%% Execute statement remotely (side effects)
ok = rpc:call('worker@host', py, exec, [<<"import numpy as np">>]).
Async Remote Calls
Use rpc:async_call for non-blocking remote execution:
%% Submit multiple remote calls concurrently
Keys = [
    rpc:async_call('node1@host', py, call, [model, predict, [Data1]]),
    rpc:async_call('node2@host', py, call, [model, predict, [Data2]]),
    rpc:async_call('node3@host', py, call, [model, predict, [Data3]])
],

%% Collect results
Results = [rpc:yield(Key) || Key <- Keys].
Using the Async Task API Remotely
The Async Task API works seamlessly across nodes:
%% Create async task on remote node
Ref = rpc:call('worker@host', py_event_loop, create_task,
    [aiohttp, get, [<<"https://api.example.com">>]]),

%% Do other work locally...

%% Await result from remote task
{ok, Response} = rpc:call('worker@host', py_event_loop, await, [Ref, 10000]).
Elixir Example
Distributed Python works seamlessly from Elixir:
defmodule DistributedPython do
  @moduledoc "Distributed Python execution helpers"

  @doc "Execute Python on a remote node"
  def remote_call(node, module, func, args) do
    :rpc.call(node, :py, :call, [module, func, args])
  end

  @doc "Parallel map across cluster nodes"
  def parallel_map(nodes, module, func, items) do
    # Partition items across nodes
    chunks = Enum.chunk_every(items, ceil(length(items) / length(nodes)))

    # Submit work to each node concurrently
    tasks =
      Enum.zip(nodes, chunks)
      |> Enum.map(fn {node, chunk} ->
        Task.async(fn ->
          :rpc.call(node, :py, :eval, [
            "list(__import__('numpy').sqrt(data))",
            %{data: chunk}
          ])
        end)
      end)

    # Collect results
    tasks
    |> Task.await_many(30_000)
    |> Enum.flat_map(fn
      {:ok, result} -> result
      _ -> []
    end)
  end

  @doc "Run inference across GPU nodes"
  def distributed_inference(nodes, inputs) do
    inputs
    |> Enum.with_index()
    |> Enum.map(fn {input, i} ->
      node = Enum.at(nodes, rem(i, length(nodes)))
      Task.async(fn ->
        :rpc.call(node, :py, :call, [:model, :predict, [input]])
      end)
    end)
    |> Task.await_many(60_000)
  end
end

# Usage
nodes = [:"worker1@host", :"worker2@host"]

# Parallel computation
results = DistributedPython.parallel_map(nodes, :math, :sqrt, Enum.to_list(1..100))

# Distributed inference
predictions = DistributedPython.distributed_inference(nodes, test_data)
Environment Management
Setting Up Remote Nodes
Each node needs erlang_python started with the same Python environment:
%% On coordinator node - setup worker
setup_worker(Node) ->
    %% Ensure application is started
    ok = rpc:call(Node, application, ensure_all_started, [erlang_python]),

    %% Setup virtual environment with requirements file
    {ok, VenvPath} = rpc:call(Node, py, ensure_venv, [
        <<"/opt/app/venv">>,
        <<"/opt/app/requirements.txt">>
    ]),

    %% Verify setup
    {ok, _} = rpc:call(Node, py, eval, [<<"__import__('numpy')">>]),
    ok.
Reproducible Environments
Create identical environments across all nodes using a shared requirements file:
%% Setup all worker nodes with same requirements.txt
setup_cluster(Nodes, RequirementsFile) ->
    lists:foreach(fun(Node) ->
        {ok, _} = rpc:call(Node, py, ensure_venv, [
            <<"/opt/app/venv">>,
            RequirementsFile
        ])
    end, Nodes).

%% Usage:
%% setup_cluster(Nodes, <<"/shared/requirements.txt">>).
Where requirements.txt contains:
numpy==1.26.0
pandas==2.1.0
scikit-learn==1.3.0
torch==2.1.0
Parallel Execution Patterns
Map-Reduce Style
Distribute work across nodes and aggregate results:
%% Partition data across nodes
parallel_map(Nodes, Module, Func, Items) ->
    Partitions = partition(Items, length(Nodes)),
    NodePartitions = lists:zip(Nodes, Partitions),

    %% Submit work to each node
    Keys = [
        {Node, rpc:async_call(Node, py, call, [Module, Func, [Batch]])}
        || {Node, Batch} <- NodePartitions
    ],

    %% Collect and flatten results
    Results = [rpc:yield(Key) || {_Node, Key} <- Keys],
    lists:flatten([R || {ok, R} <- Results]).

%% Helper: partition list into N roughly equal parts
partition(List, N) ->
    Len = length(List),
    Size = (Len + N - 1) div N,
    partition(List, Size, []).

partition([], _Size, Acc) ->
    lists:reverse(Acc);
partition(List, Size, Acc) ->
    {Chunk, Rest} = lists:split(min(Size, length(List)), List),
    partition(Rest, Size, [Chunk | Acc]).
ML Inference Distribution
Distribute inference across GPU nodes:
%% Route inference to available GPU nodes
-module(distributed_inference).
-export([predict/2, predict_batch/2]).

predict(Model, Input) ->
    Node = select_gpu_node(),
    rpc:call(Node, py, call, [Model, predict, [Input]]).

predict_batch(Model, Inputs) ->
    Nodes = gpu_nodes(),
    parallel_map(Nodes, Model, predict, Inputs).

%% Select least loaded GPU node
select_gpu_node() ->
    Nodes = gpu_nodes(),
    Loads = [{Node, get_load(Node)} || Node <- Nodes],
    {Node, _} = lists:min(fun({_, L1}, {_, L2}) -> L1 =< L2 end, Loads),
    Node.

get_load(Node) ->
    case rpc:call(Node, py_semaphore, current, []) of
        {badrpc, _} -> infinity;
        Load -> Load
    end.

gpu_nodes() ->
    [N || N <- nodes(), is_gpu_node(N)].

is_gpu_node(Node) ->
    case rpc:call(Node, py, eval, [<<"__import__('torch').cuda.is_available()">>]) of
        {ok, true} -> true;
        _ -> false
    end.
Pipeline Processing
Chain processing stages across specialized nodes:
%% Run a multi-stage pipeline across nodes
pipeline(Data, Stages) ->
    lists:foldl(fun({Node, Module, Func}, Acc) ->
        {ok, Result} = rpc:call(Node, py, call, [Module, Func, [Acc]]),
        Result
    end, Data, Stages).

%% Example: ML pipeline
run_ml_pipeline(RawData) ->
    pipeline(RawData, [
        {'preprocess@cluster', preprocessor, clean_data},
        {'feature@cluster', feature_eng, extract_features},
        {'model@cluster', classifier, predict},
        {'postprocess@cluster', formatter, format_output}
    ]).
Data Transfer Patterns
Efficient Binary Transfer
For large data, use binary encoding:
%% Transfer numpy array efficiently
transfer_array(Node, Array) ->
    %% Convert to binary on source
    {ok, Binary} = py:call(numpy, ndarray, tobytes, [Array]),
    {ok, Shape} = py:call(Array, shape, []),
    {ok, Dtype} = py:eval(<<"str(arr.dtype)">>, #{arr => Array}),

    %% Reconstruct on target
    rpc:call(Node, py, eval, [
        <<"__import__('numpy').frombuffer(data, dtype=dtype).reshape(shape)">>,
        #{data => Binary, dtype => Dtype, shape => Shape}
    ]).
Streaming with Channels
Use channels for streaming data between nodes:
%% Stream data from remote node
stream_from_node(Node, Generator, Args) ->
    %% Create channel on remote node
    {ok, Channel} = rpc:call(Node, py_channel, new, [#{max_size => 100}]),

    %% Start generator on remote node (sends to channel)
    spawn(Node, fun() ->
        py:call(Generator, run, [Channel | Args])
    end),

    %% Receive items locally
    receive_stream(Node, Channel, []).

receive_stream(Node, Channel, Acc) ->
    case rpc:call(Node, py_channel, recv, [Channel, 5000]) of
        {ok, Item} ->
            receive_stream(Node, Channel, [Item | Acc]);
        {error, closed} ->
            lists:reverse(Acc);
        {error, timeout} ->
            lists:reverse(Acc)
    end.
Fault Tolerance
Supervised Remote Execution
Wrap remote calls with supervision:
-module(remote_py_worker).
-behaviour(gen_server).

-export([start_link/1, call/4]).
-export([init/1, handle_call/3, handle_cast/2, handle_info/2]).

start_link(Node) ->
    gen_server:start_link(?MODULE, Node, []).

call(Pid, Module, Func, Args) ->
    gen_server:call(Pid, {call, Module, Func, Args}, 30000).

init(Node) ->
    %% Monitor node connection
    net_kernel:monitor_nodes(true),
    {ok, #{node => Node, connected => net_adm:ping(Node) =:= pong}}.

handle_call({call, M, F, A}, _From, #{node := Node, connected := true} = State) ->
    case rpc:call(Node, py, call, [M, F, A], 30000) of
        {badrpc, Reason} ->
            {reply, {error, {remote_error, Reason}}, State};
        Result ->
            {reply, Result, State}
    end;
handle_call({call, _, _, _}, _From, #{connected := false} = State) ->
    {reply, {error, node_disconnected}, State}.

handle_info({nodedown, Node}, #{node := Node} = State) ->
    {noreply, State#{connected => false}};
handle_info({nodeup, Node}, #{node := Node} = State) ->
    {noreply, State#{connected => true}};
handle_info(_, State) ->
    {noreply, State}.

handle_cast(_, State) ->
    {noreply, State}.
Retry with Fallback
Implement retry logic with fallback nodes:
call_with_retry(Nodes, Module, Func, Args) ->
    call_with_retry(Nodes, Module, Func, Args, 3).

call_with_retry([], _M, _F, _A, _Retries) ->
    {error, all_nodes_failed};
call_with_retry([Node | Rest], M, F, A, Retries) ->
    case rpc:call(Node, py, call, [M, F, A], 10000) of
        {ok, Result} ->
            {ok, Result};
        {badrpc, nodedown} ->
            %% Try next node
            call_with_retry(Rest, M, F, A, Retries);
        {badrpc, _} when Retries > 0 ->
            %% Retry same node
            timer:sleep(100),
            call_with_retry([Node | Rest], M, F, A, Retries - 1);
        Error ->
            {error, Error}
    end.
Monitoring and Observability
Cluster Status
Monitor Python availability across the cluster:
cluster_status() ->
    Nodes = [node() | nodes()],
    [{Node, node_status(Node)} || Node <- Nodes].

node_status(Node) when Node =:= node() ->
    local_status();
node_status(Node) ->
    case rpc:call(Node, ?MODULE, local_status, [], 5000) of
        {badrpc, Reason} -> #{status => down, reason => Reason};
        Status -> Status
    end.

local_status() ->
    #{
        status => up,
        execution_mode => py:execution_mode(),
        contexts => py_context_router:num_contexts(),
        load => py_semaphore:current(),
        max_load => py_semaphore:max_concurrent()
    }.
Distributed Metrics
Aggregate metrics from all nodes:
aggregate_metrics() ->
    Nodes = [node() | nodes()],
    Metrics = [get_node_metrics(N) || N <- Nodes],
    #{
        total_calls => lists:sum([maps:get(calls, M, 0) || M <- Metrics]),
        total_errors => lists:sum([maps:get(errors, M, 0) || M <- Metrics]),
        avg_latency => avg([maps:get(avg_latency, M, 0) || M <- Metrics]),
        nodes => length(Metrics)
    }.

get_node_metrics(Node) when Node =:= node() ->
    py_metrics:get();
get_node_metrics(Node) ->
    case rpc:call(Node, py_metrics, get, [], 5000) of
        {badrpc, _} -> #{};
        Metrics -> Metrics
    end.

avg([]) -> 0;
avg(L) -> lists:sum(L) / length(L).
Configuration
Cluster Setup
Configure nodes for distributed Python:
%% sys.config for worker nodes
[
    {erlang_python, [
        %% More contexts for dedicated Python workers
        {num_contexts, 16},

        %% Higher concurrency limit
        {max_concurrent, 100}
    ]},

    {kernel, [
        %% Enable distribution
        {distributed, [
            {erlang_python, 5000, ['worker1@host', 'worker2@host']}
        ]}
    ]}
].
Node Naming
Start nodes with appropriate names:
# Coordinator node
erl -name coordinator@192.168.1.10 -setcookie cluster_secret

# Worker nodes
erl -name worker1@192.168.1.11 -setcookie cluster_secret
erl -name worker2@192.168.1.12 -setcookie cluster_secret

Docker-Based Testing
A Docker Compose setup is provided to easily test distributed Python execution without setting up multiple machines.
Quick Start
# Run the demo automatically
./docker/run-distributed-demo.sh

# Or start an interactive shell
./docker/run-distributed-demo.sh shell

Manual Docker Setup
Start the cluster manually:
# Build and start worker nodes
docker compose -f docker/docker-compose.distributed.yml up -d worker1 worker2

# Wait for workers to initialize
sleep 5

# Start coordinator with interactive shell
docker compose -f docker/docker-compose.distributed.yml run --rm coordinator

In the coordinator shell:
%% Connect to workers
net_adm:ping('worker1@worker1').
net_adm:ping('worker2@worker2').

%% Verify connections
nodes().
%% => ['worker1@worker1', 'worker2@worker2']

%% Run the demo
distributed_python:demo().

%% Or run individual operations
rpc:call('worker1@worker1', py, call, [math, sqrt, [16]]).
%% => {ok, 4.0}
Cluster Architecture
The Docker setup creates:
┌─────────────────────────────────────────────────────────────┐
│                    Docker Network                            │
├─────────────────────────────────────────────────────────────┤
│                                                              │
│  ┌──────────────┐  ┌──────────────┐  ┌──────────────┐       │
│  │ coordinator  │  │   worker1    │  │   worker2    │       │
│  │              │  │              │  │              │       │
│  │  Erlang +    │  │  Erlang +    │  │  Erlang +    │       │
│  │  Python      │  │  Python      │  │  Python      │       │
│  │              │  │  (numpy)     │  │  (numpy)     │       │
│  └──────────────┘  └──────────────┘  └──────────────┘       │
│         │                  │                  │              │
│         └──────────────────┼──────────────────┘              │
│                   Erlang Distribution                        │
│                   (cookie: distributed_demo)                 │
│                                                              │
└─────────────────────────────────────────────────────────────┘
Cleanup
# Stop and remove containers
./docker/run-distributed-demo.sh clean

# Or manually
docker compose -f docker/docker-compose.distributed.yml down

Example: Distributed ML Inference
See examples/distributed_python.erl for a complete example demonstrating:
	Setting up Python environments on remote nodes
	Distributing ML inference across a cluster
	Handling failures and retries
	Aggregating results

# Start worker nodes first, then run:
rebar3 shell
1> distributed_python:demo().

Best Practices
	Environment consistency - Use py:ensure_venv with pinned versions on all nodes

	Minimize data transfer - Process data where it lives when possible

	Use async calls - rpc:async_call for parallel remote execution

	Handle failures - Nodes can disconnect; implement retry logic

	Monitor load - Check py_semaphore:current() before routing

	Batch operations - Send batches rather than individual items

	Use channels for streaming - Avoid loading large datasets into memory


See Also
	Scalability - Execution modes and parallel execution
	Pools - Dual pool configuration
	Asyncio - Async Task API
	Channel - Streaming data between Erlang and Python



  

    Testing with Free-Threaded Python

This guide explains how to test erlang_python with Python's experimental free-threading mode (no GIL).
Overview
Python 3.13+ can be built with --disable-gil to create a "free-threaded" build where the Global Interpreter Lock is removed. This allows true parallel execution of Python code across multiple threads.
erlang_python automatically detects free-threaded Python and uses direct execution (no executor thread) for maximum performance.
Installing Free-Threaded Python
Option 1: Using pyenv (Recommended)
# Install pyenv if not already installed
curl https://pyenv.run | bash

# Install free-threaded Python 3.13+
PYTHON_CONFIGURE_OPTS="--disable-gil" pyenv install 3.13.0

# Or for 3.14+
PYTHON_CONFIGURE_OPTS="--disable-gil" pyenv install 3.14.0

Option 2: Build from Source
# Download Python source
wget https://www.python.org/ftp/python/3.13.0/Python-3.13.0.tar.xz
tar xf Python-3.13.0.tar.xz
cd Python-3.13.0

# Configure with --disable-gil
./configure --prefix=$HOME/python-nogil --disable-gil --enable-optimizations

# Build and install
make -j$(nproc)
make install

Option 3: macOS with Homebrew
# Check if free-threading option is available
brew info python@3.13

# If available:
brew install python@3.13 --with-freethreading

Option 4: Using Docker
FROM python:3.13-rc

# Python RC images may include free-threading
# Check with: python -c "import sys; print(hasattr(sys, '_is_gil_enabled'))"
Verifying Free-Threading is Enabled
# Check if GIL is disabled
python3 -c "
import sys
if hasattr(sys, '_is_gil_enabled'):
    print('Free-threading supported:', not sys._is_gil_enabled())
else:
    print('Free-threading not available (Python < 3.13 or GIL enabled)')
"

Expected output for free-threaded Python:
Free-threading supported: True
Building erlang_python for Free-Threading
# Clean previous builds
rebar3 clean

# Set Python config path (adjust for your installation)
export PYTHON_CONFIG=$HOME/python-nogil/bin/python3-config

# Or if using pyenv
export PYTHON_CONFIG=$(pyenv prefix 3.13.0)/bin/python3-config

# Build
rebar3 compile

Verifying Free-Threading Mode
1> application:ensure_all_started(erlang_python).
{ok, [erlang_python]}

2> py:execution_mode().
worker  %% public mode, mirrors context_mode app env

3> py_nif:execution_mode().
free_threaded  %% internal capability — confirms the no-GIL build was detected

4> py_context_router:num_contexts().
8  %% one pthread per context
Running Tests
# Run the test suite
rebar3 ct --suite=py_SUITE

# Run benchmarks
escript examples/benchmark.erl --full

Performance Comparison
Run benchmarks with both standard and free-threaded Python to compare:
Standard Python (with GIL)
# Use standard Python
export PYTHON_CONFIG=/usr/bin/python3-config
rebar3 clean && rebar3 compile
escript examples/benchmark.erl --concurrent

Free-Threaded Python
# Use free-threaded Python
export PYTHON_CONFIG=$HOME/python-nogil/bin/python3-config
rebar3 clean && rebar3 compile
escript examples/benchmark.erl --concurrent

Expected results:
	Free-threaded mode should show higher throughput for concurrent CPU-bound workloads
	The difference is most noticeable with many concurrent processes making Python calls

Caveats
Extension Compatibility
Not all Python C extensions are compatible with free-threading. Extensions that rely on the GIL for thread safety may crash or produce incorrect results.
Known compatible:
	Standard library modules
	NumPy (recent versions)

May have issues:
	Older C extensions
	Extensions using non-thread-safe C libraries

Memory Model
Free-threaded Python uses a different memory model. Be aware of:
	Increased memory usage (per-object locks)
	Different garbage collection behavior
	Potential for data races in Python code

Testing Recommendations
	Start with unit tests: Ensure basic functionality works
	Test concurrency: Run concurrent benchmarks
	Check for crashes: Monitor for segfaults during heavy load
	Profile memory: Watch for memory leaks or bloat

Troubleshooting
Build Fails
error: Python.h not found
Ensure PYTHON_CONFIG points to the free-threaded Python installation:
ls $(dirname $(which python3))/../include/*/Python.h

py_nif:execution_mode/0 does not return free_threaded
The Python build may not have Py_GIL_DISABLED defined. Verify:
python3 -c "import sysconfig; print(sysconfig.get_config_var('Py_GIL_DISABLED'))"

Should print 1 for free-threaded builds. The public py:execution_mode/0
will still return worker | owngil regardless — it reflects the configured
context mode, not the underlying Python capability.
Crashes Under Load
Some extensions may not be thread-safe. Try:
	Isolate the problematic extension
	Check if a thread-safe version exists
	Switch to owngil mode (Python 3.14+) for stronger isolation

See Also
	PEP 703 - Making the GIL Optional
	Python Free-Threading Documentation
	Scalability Guide



  

    Preload Code

This guide covers preloading Python code that executes during interpreter initialization.
Overview
The py_preload module allows you to define Python code that runs once per interpreter at creation time. The resulting globals (imports, functions, variables) become available to all process-local environments.
Use Cases
	Share common imports across all contexts
	Define utility functions used throughout your application
	Set up configuration or constants
	Avoid repeated initialization overhead

API
	Function	Description
	set_code/1	Set preload code (binary or iolist)
	get_code/0	Get current preload code or undefined
	clear_code/0	Remove preload code
	has_preload/0	Check if preload is configured

Basic Usage
%% Set preload code at application startup
py_preload:set_code(<<"
import json
import os

def shared_helper(x):
    return x * 2

CONFIG = {'debug': True, 'version': '1.0'}
">>).

%% Create a context - preload is automatically applied
{ok, Ctx} = py_context:new(#{mode => worker}).

%% Use preloaded imports
{ok, <<"{\"a\": 1}">>} = py:eval(Ctx, <<"json.dumps({'a': 1})">>).

%% Use preloaded functions
{ok, 10} = py:eval(Ctx, <<"shared_helper(5)">>).

%% Use preloaded variables
{ok, true} = py:eval(Ctx, <<"CONFIG['debug']">>).
Execution Flow
Interpreter/Context Creation
    │
    ▼
apply_registered_paths()     ← sys.path updates
    │
    ▼
apply_registered_imports()   ← module imports
    │
    ▼
apply_preload()              ← preload code execution
    │
    ▼
(interpreter ready)
    │
    ▼
create_local_env()           ← copies from interpreter globals
Process Isolation
Each process-local environment gets an isolated copy of preloaded globals:
py_preload:set_code(<<"COUNTER = 0">>).

{ok, Ctx1} = py_context:new(#{mode => worker}).
{ok, Ctx2} = py_context:new(#{mode => worker}).

%% Modify in Ctx1
ok = py:exec(Ctx1, <<"COUNTER = 100">>).
{ok, 100} = py:eval(Ctx1, <<"COUNTER">>).

%% Ctx2 still has original value
{ok, 0} = py:eval(Ctx2, <<"COUNTER">>).
Clearing Preload
Clearing preload only affects new contexts:
py_preload:set_code(<<"PRELOADED = 42">>).

{ok, Ctx1} = py_context:new(#{mode => worker}).
{ok, 42} = py:eval(Ctx1, <<"PRELOADED">>).

%% Clear preload
py_preload:clear_code().

%% Existing context still has it
{ok, 42} = py:eval(Ctx1, <<"PRELOADED">>).

%% New context does not
{ok, Ctx2} = py_context:new(#{mode => worker}).
{error, _} = py:eval(Ctx2, <<"PRELOADED">>).
Best Practices
	Set preload early - Configure before creating any contexts
	Keep it focused - Only include truly shared code
	Avoid side effects - Preload runs once per interpreter
	Use for imports - Common imports benefit most from preloading

Limitations
	Changes to preload code don't affect existing contexts
	Same preload applies to both context modes (worker, owngil)
	Preload errors during context creation will fail the context



  

    OWN_GIL Mode Internals

Overview
OWN_GIL mode provides true parallel Python execution using Python 3.14+ per-interpreter GIL (PyInterpreterConfig_OWN_GIL). Each OWN_GIL context runs in a dedicated pthread with its own subinterpreter and GIL.
Note: OWN_GIL requires Python 3.14+ due to C extension global state bugs in earlier versions (e.g., _decimal, numpy). On Python 3.12/3.13, use the default worker mode — contexts share the main interpreter but each owns a dedicated pthread.
Quick Start
%% Create an OWN_GIL context (requires Python 3.14+)
{ok, Ctx} = py_context:start_link(1, owngil),

%% Basic operations work the same as other modes
{ok, 4.0} = py_context:call(Ctx, math, sqrt, [16], #{}),
ok = py_context:exec(Ctx, <<"x = 42">>),
{ok, 42} = py_context:eval(Ctx, <<"x">>),

%% True parallelism: multiple OWN_GIL contexts execute simultaneously
{ok, Ctx2} = py_context:start_link(2, owngil),
%% Ctx and Ctx2 run in parallel with independent GILs

%% Process-local environments for namespace isolation
{ok, Env} = py_context:create_local_env(Ctx),
CtxRef = py_context:get_nif_ref(Ctx),
ok = py_nif:context_exec(CtxRef, <<"my_var = 'isolated'">>  , Env),

%% Cleanup
py_context:stop(Ctx),
py_context:stop(Ctx2).
Feature Compatibility
All major erlang_python features work with OWN_GIL mode:
	Feature	Status	Notes
	py_context:call/5	Full	Function calls
	py_context:eval/2	Full	Expression evaluation
	py_context:exec/2	Full	Statement execution
	Channels (py_channel)	Full	Bidirectional messaging
	Buffers (py_buffer)	Full	Zero-copy streaming
	Callbacks (erlang.call)	Partial	Uses thread_worker, not re-entrant
	PIDs (erlang.Pid)	Full	Round-trip serialization
	Send (erlang.send)	Full	Fire-and-forget messaging
	Reactor (erlang.reactor)	Full	FD-based protocols
	Async Tasks	Full	py_event_loop:create_task
	Asyncio	Full	asyncio.sleep, gather, etc.
	Process-local envs	Full	Namespace isolation

Architecture
┌─────────────────────────────────────────────────────────────────────┐
│                        Erlang VM                                    │
├─────────────────────────────────────────────────────────────────────┤
│                                                                     │
│   Process A                    Process B                            │
│   py_context:call(Ctx1, ...)   py_context:call(Ctx2, ...)          │
│        │                            │                               │
│        ▼                            ▼                               │
│   ┌─────────────┐             ┌─────────────┐                       │
│   │ Dirty Sched │             │ Dirty Sched │                       │
│   └──────┬──────┘             └──────┬──────┘                       │
│          │                           │                              │
└──────────┼───────────────────────────┼──────────────────────────────┘
           │                           │
           │ dispatch_to_owngil_thread │
           ▼                           ▼
┌──────────────────────┐    ┌──────────────────────┐
│  OWN_GIL Thread 1    │    │  OWN_GIL Thread 2    │
│  ┌────────────────┐  │    │  ┌────────────────┐  │
│  │ Subinterpreter │  │    │  │ Subinterpreter │  │
│  │ (own GIL)      │  │    │  │ (own GIL)      │  │
│  └────────────────┘  │    └──┴────────────────┘  │
│  Parallel Execution! │    │  Parallel Execution! │
└──────────────────────┘    └──────────────────────┘
Comparison with Other Modes
	Mode	Python Version	Thread Model	GIL	Parallelism
	worker	Any	Dedicated pthread per context	Main interpreter GIL	True parallel on free-threaded 3.13t+
	owngil	3.14+	Dedicated pthread per context	Per-interpreter GIL	True parallel

Why OWN_GIL requires Python 3.14+: C extensions like _decimal, numpy have global state that crashes in OWN_GIL sub-interpreters on Python 3.12/3.13. Python 3.14 includes fixes for these issues (see cpython#106078).
Key Data Structures
py_context_t (OWN_GIL fields)
typedef struct {
    // ... common fields ...

    bool uses_own_gil;              // OWN_GIL mode flag
    pthread_t own_gil_thread;       // Dedicated pthread
    PyThreadState *own_gil_tstate;  // Thread state
    PyInterpreterState *own_gil_interp; // Interpreter state

    // IPC synchronization
    pthread_mutex_t request_mutex;
    pthread_cond_t request_ready;   // Signal: request available
    pthread_cond_t response_ready;  // Signal: response ready

    // Request/response state
    int request_type;               // CTX_REQ_* enum
    ErlNifEnv *shared_env;          // Zero-copy term passing
    ERL_NIF_TERM request_term;
    ERL_NIF_TERM response_term;
    bool response_ok;

    // Process-local env support
    void *local_env_ptr;            // py_env_resource_t*

    // Lifecycle
    _Atomic bool thread_running;
    _Atomic bool shutdown_requested;
} py_context_t;
Request Types
typedef enum {
    CTX_REQ_CALL,            // Call Python function
    CTX_REQ_EVAL,            // Evaluate expression
    CTX_REQ_EXEC,            // Execute statements
    CTX_REQ_REACTOR_READ,    // Reactor on_read_ready
    CTX_REQ_REACTOR_WRITE,   // Reactor on_write_ready
    CTX_REQ_REACTOR_INIT,    // Reactor init_connection
    CTX_REQ_CALL_WITH_ENV,   // Call with process-local env
    CTX_REQ_EVAL_WITH_ENV,   // Eval with process-local env
    CTX_REQ_EXEC_WITH_ENV,   // Exec with process-local env
    CTX_REQ_CREATE_LOCAL_ENV,// Create process-local env dicts
    CTX_REQ_SHUTDOWN         // Shutdown thread
} ctx_request_type_t;
Request Flow
1. Context Creation
nif_context_create(env, "owngil")
    └── owngil_context_init(ctx)
        ├── Initialize mutex/condvars
        ├── Create shared_env
        └── pthread_create(owngil_context_thread_main)
            └── owngil_context_thread_main(ctx)
                ├── Py_NewInterpreterFromConfig(OWN_GIL)
                ├── Initialize globals/locals
                ├── Register py_event_loop module
                └── Enter request loop
2. Request Dispatch
nif_context_call(env, ctx, module, func, args, kwargs)
    │
    ├── [ctx->uses_own_gil == true]
    │   └── dispatch_to_owngil_thread(env, ctx, CTX_REQ_CALL, request)
    │       ├── pthread_mutex_lock(&ctx->request_mutex)
    │       ├── Copy request term to shared_env
    │       ├── Set ctx->request_type = CTX_REQ_CALL
    │       ├── pthread_cond_signal(&ctx->request_ready)
    │       ├── pthread_cond_wait(&ctx->response_ready)  // Block
    │       ├── Copy response from shared_env
    │       └── pthread_mutex_unlock(&ctx->request_mutex)
    │
    └── [ctx->uses_own_gil == false]
        └── Direct execution with GIL (worker mode)
3. Request Processing (OWN_GIL Thread)
owngil_context_thread_main(ctx)
    while (!shutdown_requested) {
        pthread_cond_wait(&ctx->request_ready)

        owngil_execute_request(ctx)
            switch (ctx->request_type) {
                case CTX_REQ_CALL: owngil_execute_call(ctx); break;
                case CTX_REQ_EVAL: owngil_execute_eval(ctx); break;
                case CTX_REQ_EXEC: owngil_execute_exec(ctx); break;
                // ... other cases
            }

        pthread_cond_signal(&ctx->response_ready)
    }
Process-Local Environments
OWN_GIL contexts support process-local environments for namespace isolation:
                Erlang Process A          Erlang Process B
                     │                         │
                     ▼                         ▼
             ┌───────────────┐         ┌───────────────┐
             │ py_env_res_t  │         │ py_env_res_t  │
             │ globals_A     │         │ globals_B     │
             │ locals_A      │         │ locals_B      │
             └───────┬───────┘         └───────┬───────┘
                     │                         │
                     └─────────┬───────────────┘
                               ▼
                    ┌─────────────────────┐
                    │   OWN_GIL Context   │
                    │   (shared context,  │
                    │   isolated envs)    │
                    └─────────────────────┘
Creating Process-Local Env
py_context:create_local_env(Ctx)
    └── nif_create_local_env(CtxRef)
        └── dispatch_create_local_env_to_owngil(env, ctx, res)
            └── owngil_execute_create_local_env(ctx)
                ├── res->globals = PyDict_New()
                ├── res->locals = PyDict_New()
                └── res->interp_id = ctx->interp_id
Using Process-Local Env
{ok, Env} = py_context:create_local_env(Ctx),
CtxRef = py_context:get_nif_ref(Ctx),
ok = py_nif:context_exec(CtxRef, <<"x = 1">>, Env),
{ok, 1} = py_nif:context_eval(CtxRef, <<"x">>, #{}, Env).
Thread Lifecycle
Startup
	Py_NewInterpreterFromConfig with PyInterpreterConfig_OWN_GIL
	Save thread state and interpreter state
	Initialize __builtins__ in globals
	Register py_event_loop module for reactor callbacks
	Release GIL and enter request loop

Request Loop
while (!shutdown_requested) {
    pthread_mutex_lock(&request_mutex);
    while (!request_pending && !shutdown_requested) {
        pthread_cond_wait(&request_ready, &request_mutex);
    }

    if (shutdown_requested) break;

    // Process request (GIL already held within subinterpreter)
    owngil_execute_request(ctx);

    pthread_cond_signal(&response_ready);
    pthread_mutex_unlock(&request_mutex);
}
Shutdown
	Set shutdown_requested = true
	Signal request_ready to wake thread
	Thread exits loop, acquires GIL
	Call Py_EndInterpreter to destroy subinterpreter
	pthread terminates

Memory Management
Shared Environment
	ctx->shared_env is used for zero-copy term passing
	Request terms copied into shared_env by caller
	Response terms created in shared_env by OWN_GIL thread
	Caller copies response back to their env

Process-Local Env Cleanup
py_env_resource_dtor(env, res) {
    if (res->pool_slot >= 0) {
        // Shared-GIL subinterpreter: DECREF with pool GIL
    } else if (res->interp_id != 0) {
        // OWN_GIL subinterpreter: skip DECREF
        // Py_EndInterpreter cleans up all objects
    } else {
        // Worker mode: DECREF with main GIL
    }
}
Reactor / Event Loop Integration
OWN_GIL contexts support the reactor pattern for I/O-driven protocols. The py_event_loop module is registered in each OWN_GIL subinterpreter during startup.
Why Event Loop Registration Matters
Each Python subinterpreter has its own module namespace. The py_event_loop module provides:
	erlang.reactor protocol callbacks (on_read_ready, on_write_ready, init_connection)
	Per-interpreter state for cached function references
	Module state isolation between interpreters

Reactor Request Flow
┌────────────────────────────────────────────────────────────────────────┐
│                           Erlang                                        │
├────────────────────────────────────────────────────────────────────────┤
│                                                                         │
│  py_reactor_context                                                     │
│       │                                                                 │
│       │  {select, FdRes, Ref, ready_input}                             │
│       ▼                                                                 │
│  handle_info                                                            │
│       │                                                                 │
│       ├── Read data from fd into ReactorBuffer                         │
│       │                                                                 │
│       └── py_nif:reactor_on_read_ready(CtxRef, Fd)                     │
│                │                                                        │
└────────────────┼────────────────────────────────────────────────────────┘
                 │
                 │ [ctx->uses_own_gil == true]
                 ▼
┌────────────────────────────────────────────────────────────────────────┐
│  dispatch_reactor_read_to_owngil(env, ctx, fd, buffer_ptr)             │
│       │                                                                 │
│       ├── ctx->reactor_buffer_ptr = buffer_ptr                         │
│       ├── ctx->request_type = CTX_REQ_REACTOR_READ                     │
│       ├── pthread_cond_signal(&request_ready)                          │
│       └── pthread_cond_wait(&response_ready)                           │
└────────────────────────────────────────────────────────────────────────┘
                 │
                 ▼
┌────────────────────────────────────────────────────────────────────────┐
│  OWN_GIL Thread                                                         │
├────────────────────────────────────────────────────────────────────────┤
│                                                                         │
│  owngil_execute_reactor_read(ctx)                                       │
│       │                                                                 │
│       ├── Create ReactorBuffer Python object                           │
│       │                                                                 │
│       ├── Get module state (per-interpreter reactor cache)             │
│       │   state = get_module_state()                                   │
│       │   ensure_reactor_cached_for_interp(state)                      │
│       │                                                                 │
│       └── Call Python: state->reactor_on_read(fd, buffer)              │
│                │                                                        │
│                ▼                                                        │
│           erlang.reactor.on_read_ready(fd, data)                        │
│                │                                                        │
│                ▼                                                        │
│           Protocol.data_received(data)                                  │
│                │                                                        │
│                └── Returns action: "continue" | "write_pending" | ...   │
│                                                                         │
└────────────────────────────────────────────────────────────────────────┘
Module State Per-Interpreter
Each OWN_GIL subinterpreter maintains its own cached references:
typedef struct {
    PyObject *reactor_module;      // erlang.reactor module
    PyObject *reactor_on_read;     // Cached on_read_ready function
    PyObject *reactor_on_write;    // Cached on_write_ready function
    PyObject *reactor_init_conn;   // Cached init_connection function
    // ...
} py_event_loop_module_state_t;
The ensure_reactor_cached_for_interp() function lazily imports erlang.reactor and caches the callback functions on first use within each interpreter.
Reactor Request Types
	Request Type	Dispatch Function	Execute Function
	CTX_REQ_REACTOR_READ	dispatch_reactor_read_to_owngil	owngil_execute_reactor_read
	CTX_REQ_REACTOR_WRITE	dispatch_reactor_write_to_owngil	owngil_execute_reactor_write
	CTX_REQ_REACTOR_INIT	dispatch_reactor_init_to_owngil	owngil_execute_reactor_init

Buffer Handling
For read operations, the ReactorBuffer (zero-copy buffer) is passed through:
	py_reactor_context reads data into a reactor_buffer_resource_t
	Buffer pointer stored in ctx->reactor_buffer_ptr
	OWN_GIL thread wraps it in a Python ReactorBuffer object
	Python protocol receives data via buffer protocol (zero-copy)

Example: TCP Echo Server with OWN_GIL
%% Start OWN_GIL context for protocol handling
{ok, Ctx} = py_context:start_link(1, owngil),

%% Define protocol in Python
py_context:exec(Ctx, <<"
import erlang.reactor as reactor

class EchoProtocol(reactor.Protocol):
    def data_received(self, data):
        self.write(data)  # Echo back
        return 'write_pending'
">>),

%% Start reactor with the context
{ok, Reactor} = py_reactor_context:start_link(#{
    context => Ctx,
    protocol_class => <<"EchoProtocol">>
}).
Performance Characteristics
	Operation	Worker (shared GIL)	OWN_GIL
	Call overhead	~2.5μs	~10μs
	Throughput (single context)	~400K/s	~100K/s
	Parallelism (N contexts)	GIL-bound	Linear up to N cores
	Resource usage	One pthread per context	One pthread + one subinterpreter per context

Pros and Cons
Pros
	True CPU parallelism. Each context owns its GIL, so N contexts run on N cores at once. Worker mode serialises on the main GIL unless Python is built free-threaded (3.13t+).
	Crash isolation. A C-level fault in one subinterpreter leaves the others alive. Worker mode shares the main interpreter, so a corrupt module state can take everything down.
	Clean namespace per context. Each subinterpreter has its own sys.modules, so module-level state cannot bleed between contexts. Useful when running adversarial or untrusted code paths side by side.
	Predictable scheduling. Requests are dispatched via mutex/condvar IPC, not dirty schedulers, so OWN_GIL contexts will not be starved by other dirty NIF traffic.

Cons
	Python 3.14+ only. Earlier versions have C-extension global-state bugs (_decimal, numpy, etc.) that crash inside subinterpreters. See cpython#106078.
	Higher per-call latency. ~4x the round-trip cost of worker mode (~10μs vs ~2.5μs) because every call crosses a mutex/condvar handoff to the dedicated thread.
	Higher memory. Each subinterpreter imports its own copy of every module. A 50 MB module set across 8 contexts is ~400 MB resident, not 50 MB.
	C-extension compatibility is not universal. Extensions must opt in via the multi-phase init protocol (PEP 489) and Py_mod_multiple_interpreters. Pure-Python and well-behaved C extensions work; older ones fail at import inside the subinterpreter.
	No shared Python state. Module globals, class definitions, and cached objects are per-interpreter. Use py:state_store/2 (ETS-backed) or erlang.send for cross-context data.
	Callback re-entry is restricted. When Python in an OWN_GIL context calls erlang.call, the callback runs on a thread worker, not back on the OWN_GIL thread (which cannot suspend). Re-entrant Python -> Erlang -> same OWN_GIL context calls will not work; use a different context for the nested call, or use erlang.async_call from asyncio code.
	Process-local envs do not span interpreters. A py_env_resource_t is bound to the interpreter that created it. Reusing one across contexts returns {error, env_wrong_interpreter}.

When to Use Each
Use OWN_GIL when:
	The workload is CPU-bound Python (ML inference, numpy/torch compute, parsing, codecs) and you want N-way parallelism per BEAM scheduler.
	You can pin the per-context memory budget and the modules in use are subinterpreter-safe.
	You are on Python 3.14+.

Use worker (default) when:
	You are on Python 3.12 or 3.13.
	Calls are short and frequent (every microsecond of overhead matters).
	You are running modules that are not subinterpreter-safe (some scientific stacks, older C extensions).
	You are already running free-threaded Python (3.13t+); worker mode gets parallelism for free without the per-interpreter memory cost.

Common Pitfalls
	Importing once is not enough. Imports happen per subinterpreter. Pre-warming a worker context will not pre-warm the OWN_GIL contexts; do it inside each py_context.
	Sharing Python objects across contexts. Passing a PyObject* reference (via py_state or otherwise) between OWN_GIL contexts is undefined behaviour. Round-trip through Erlang terms or ETS-backed state.
	Long-running tasks block the dispatcher. A single OWN_GIL context processes one request at a time. If you have a 30-second compute job, parallelise across contexts; do not queue everything onto context 1.
	Callback storms. Heavy erlang.call use inside an OWN_GIL context routes to thread workers, which is fine, but the round-trip cost is then worker-style on top of OWN_GIL dispatch. For tight callback loops, prefer worker mode end-to-end.

Benchmarking
Run the benchmark to compare modes on your system:
rebar3 compile && escript examples/bench_owngil.erl

Example output:
========================================================
  OWN_GIL vs Worker Benchmark
========================================================

System Information
------------------
  Erlang/OTP:       27
  Schedulers:       8
  Python:           3.14.0
  OWN_GIL:          true

1. Single Context Latency (1000 calls to math.sqrt)
   Mode            us/call    calls/sec
   ----            -------    ---------
   worker              2.5       400000
   owngil             10.2        98000

2. Parallel Throughput (4 contexts, 10000 calls each)
   Mode            total_ms   calls/sec
   ----            --------   ---------
   worker            100.5       398000
   owngil             28.3      1415000   <- 3.5x faster

3. CPU-Bound Speedup (fibonacci(30) x 4 contexts)
   Mode            total_ms   speedup
   ----            --------   -------
   worker            800.2      1.0x
   owngil            205.1      3.9x     <- near-linear scaling
Safety Mechanisms
Interpreter ID Validation
Process-local environments (py_env_resource_t) store the Python interpreter ID when created. Before execution, OWN_GIL functions validate that the env belongs to the current interpreter:
PyInterpreterState *current_interp = PyInterpreterState_Get();
if (current_interp != NULL && penv->interp_id != PyInterpreterState_GetID(current_interp)) {
    // Return {error, env_wrong_interpreter}
}
This prevents dangling pointer access when an env resource outlives its interpreter.
Lock Ordering (ABBA Deadlock Prevention)
Lock ordering must be consistent to prevent deadlocks:
Correct order: GIL first, then namespaces_mutex
Normal execution path:
PyGILState_Ensure()     // 1. Acquire GIL
pthread_mutex_lock()     // 2. Acquire mutex
// ... work ...
pthread_mutex_unlock()   // 3. Release mutex
PyGILState_Release()     // 4. Release GIL
Cleanup paths (event_loop_down, event_loop_destructor) follow the same order:
// For main interpreter: GIL first, then mutex
PyGILState_STATE gstate = PyGILState_Ensure();
pthread_mutex_lock(&loop->namespaces_mutex);
// ... cleanup with Py_XDECREF ...
pthread_mutex_unlock(&loop->namespaces_mutex);
PyGILState_Release(gstate);
For subinterpreters (where PyGILState_Ensure cannot be used), cleanup skips Py_DECREF - the objects will be freed when the interpreter is destroyed.
Callback Re-entry Limitation
OWN_GIL contexts do not support the suspension/resume protocol used for erlang.call() callbacks. When Python code in an OWN_GIL context calls erlang.call():
	The call is routed to thread_worker_call() (not the OWN_GIL thread)
	The call executes on a thread worker, not the calling OWN_GIL context
	Re-entrant calls back to the same OWN_GIL context are not supported

This is because the OWN_GIL thread cannot be suspended - it owns its GIL and must remain responsive to process requests.
Files
	File	Description
	c_src/py_nif.h	Structure definitions, request types
	c_src/py_nif.c	Thread main, dispatch, execute functions
	c_src/py_callback.c	Callback handling, thread worker dispatch
	c_src/py_event_loop.c	Event loop and namespace management
	src/py_context.erl	Erlang API for context management
	test/py_owngil_features_SUITE.erl	Test suite



  

    Event Loop Architecture

Overview
The erlang_python event loop is a hybrid system where Erlang acts as the reactor
(I/O multiplexing via enif_select) and Python runs callbacks with proper GIL
management.
Architecture Diagram
                              ERLANG SIDE                              PYTHON SIDE
    ========================================================================================

    +------------------+                                    +-------------------------+
    |  Erlang Process  |                                    |   ErlangEventLoop       |
    |  (user code)     |                                    |   (Python asyncio)      |
    +--------+---------+                                    +------------+------------+
             |                                                           |
             | py_event_loop:create_task(mod, func, args)                |
             v                                                           |
    +------------------+                                                 |
    |  py_event_loop   |  1. Serialize task to binary                   |
    |  (gen_server)    |  2. Submit to task_queue (no GIL)              |
    +--------+---------+  3. Send 'task_ready' message                   |
             |                                                           |
             v                                                           |
    +------------------+     enif_send (no GIL needed)                   |
    |  Task Queue      |  ======================================>        |
    |  (ErlNifIOQueue) |     thread-safe, lock-free                     |
    +------------------+                                                 |
                                                                         |
    +------------------+                                                 |
    |  Event Worker    |  4. Receives 'task_ready'                      |
    |  (gen_server)    |  5. Calls nif_process_ready_tasks              |
    +--------+---------+                                                 |
             |                                                           |
             v                                                           |
    +------------------+                                    +------------v------------+
    | process_ready_   |  6. Check task_count (atomic)     |                         |
    | tasks (NIF)      |     - If 0: return immediately    |   GIL ACQUIRED          |
    +--------+---------+       (no GIL needed!)            |   ===============       |
             |                                              |                         |
             | 7. Acquire GIL                              |  8. Use cached imports  |
             |    (only if tasks pending)                  |     (asyncio, run_and_  |
             v                                              |      send)              |
    +------------------+                                    |                         |
    | For each task:   |                                    |  9. For each task:      |
    | - Dequeue        |  --------------------------------> |     - Import module     |
    | - Deserialize    |                                    |     - Get function      |
    |                  |                                    |     - Convert args      |
    +------------------+                                    |     - Call function     |
                                                            |                         |
                                                            |  10. If coroutine:      |
                                                            |      - Wrap with        |
                                                            |        _run_and_send    |
                                                            |      - Schedule on loop |
                                                            |                         |
                                                            |  11. If sync result:    |
                                                            |      - Send directly    |
                                                            |        via enif_send    |
                                                            +------------+------------+
                                                                         |
             +-----------------------------------------------------------+
             |
             v
    +------------------+                                    +-------------------------+
    | _run_once(0)     |  12. Called with timeout=0        |   _run_once() Python    |
    | (from C)         |      (don't block, work pending)  +------------+------------+
    +------------------+                                                 |
                                                            13. Update cached time   |
                                                            14. Run ready callbacks  |
                                                                (from handle pool)   |
                                                            15. Poll for I/O events  |
                                                                (releases GIL!)      |
                                                            16. Dispatch events      |
                                                                         |
    +------------------+     GIL RELEASED                   +------------v------------+
    | poll_events_wait |  <================================ |   Py_BEGIN_ALLOW_       |
    | (C code)         |     pthread_cond_wait              |   THREADS               |
    +------------------+     (no Python, no GIL)            +-------------------------+
             |
             v
    +------------------+
    | enif_select      |  17. Wait for I/O events
    | (kernel: epoll/  |      (Erlang scheduler integration)
    |  kqueue)         |
    +------------------+
             |
             | I/O ready or timer fires
             v
    +------------------+
    | Erlang sends     |  18. Send {select, ...} or {timeout, ...}
    | message to       |      to worker process
    | worker           |
    +------------------+
             |
             v
    +------------------+                                    +-------------------------+
    | Worker receives  |  19. Wake up, dispatch callback   |   Callback executed     |
    | event message    |  --------------------------------> |   Result sent back      |
    +------------------+                                    +------------+------------+
                                                                         |
                                                            20. enif_send(caller,    |
                                                                {async_result, Ref,  |
                                                                 {ok, Result}})      |
                                                                         |
    +------------------+                                                 |
    | Caller process   |  <----------------------------------------------+
    | receives result  |
    +------------------+
Key Optimizations (uvloop-style)
1. Early GIL Check
Before:
  - Always acquire GIL
  - Check if work exists
  - Release GIL if not

After:
  - Check atomic task_count FIRST
  - Only acquire GIL if task_count > 0
  - Saves expensive GIL acquisition when idle
2. Cached Python Imports
// Stored in erlang_event_loop_t:
PyObject *cached_asyncio;      // asyncio module
PyObject *cached_run_and_send; // _run_and_send function
bool py_cache_valid;

// Avoids PyImport_ImportModule on every call
3. Handle Pooling
# In ErlangEventLoop:
_handle_pool = []      # Pool of reusable Handle objects
_handle_pool_max = 150

def _get_handle(callback, args, context):
    if _handle_pool:
        handle = _handle_pool.pop()  # Reuse!
        handle._callback = callback
        return handle
    return events.Handle(...)  # Allocate only if pool empty

def _return_handle(handle):
    if len(_handle_pool) < _handle_pool_max:
        handle._callback = None  # Clear refs
        _handle_pool.append(handle)
4. Time Caching
# In _run_once():
self._cached_time = time.monotonic()  # Once per iteration

def time(self):
    return self._cached_time  # No syscall!
5. Timeout Hint
// C code passes timeout=0 after scheduling coroutines
PyObject_CallMethod(loop->py_loop, "_run_once", "i", 0);
// Python doesn't block waiting for I/O, processes work immediately
GIL Management Summary
OPERATION                          GIL NEEDED?
=================================================
submit_task (enqueue)              NO  - uses ErlNifIOQueue
enif_send (wakeup)                 NO  - Erlang message passing
Check task_count (atomic)          NO  - atomic load
Dequeue tasks (Phase 1)            NO  - NIF operations only
  - enif_ioq_peek/deq             NO
  - enif_binary_to_term           NO
  - enif_alloc_env                NO
Process tasks (Phase 2)            YES - Python API calls
poll_events_wait                   NO  - releases GIL during wait
Dispatch callbacks                 YES - Python code execution
Send result (enif_send)            NO  - Erlang message passing
Two-Phase Processing (New)
PHASE 1: Dequeue (NO GIL)          PHASE 2: Process (WITH GIL)
========================           ============================
pthread_mutex_lock                 PyGILState_Ensure
while (tasks < 64):                for each task:
  - peek queue                       - import module
  - deserialize term                 - call function
  - store in array                   - schedule coroutine
  - dequeue                        _run_once(0)
pthread_mutex_unlock               PyGILState_Release
Data Flow
1. User: py_event_loop:create_task(math, sqrt, [2.0])
   |
2. Erlang serializes: {CallerPid, Ref, <<"math">>, <<"sqrt">>, [2.0], #{}}
   |
3. NIF enqueues to task_queue (lock-free)
   |
4. enif_send: worker ! task_ready
   |
5. Worker calls nif_process_ready_tasks
   |
6. [Check: task_count > 0?] -- NO --> return ok (no GIL)
   |
   YES
   |
7. Acquire GIL
   |
8. Dequeue task, call math.sqrt(2.0)
   |
9. Result is not a coroutine, send immediately:
   enif_send(CallerPid, {async_result, Ref, {ok, 1.414...}})
   |
10. Release GIL
    |
11. Caller receives: {async_result, Ref, {ok, 1.414...}}
Performance Characteristics
	Metric	Value	Notes
	Sync task throughput	~300K/sec	Direct call, no coroutine
	Async task throughput	~150K/sec	create_task + await
	Concurrent (20 procs)	~350K/sec	Parallel submission
	GIL acquisitions	1 per batch	Not per-task
	Handle allocations	~0 (pooled)	After warmup
	Time syscalls	1 per iteration	Cached within iteration

Per-Process Namespace Management
Each Erlang process can have an isolated Python namespace within an event loop. These namespaces are tracked in a linked list protected by namespaces_mutex.
Usage
Define functions and state for async tasks in your process's namespace:
%% Get event loop reference
{ok, LoopRef} = py_event_loop:get_loop(),

%% Define async functions in this process's namespace
ok = py_nif:event_loop_exec(LoopRef, <<"
import asyncio

async def process_data(items):
    results = []
    for item in items:
        await asyncio.sleep(0.01)  # Simulate async I/O
        results.append(item * 2)
    return results

# State persists across calls
call_count = 0

async def tracked_call(x):
    global call_count
    call_count += 1
    return {'result': x, 'call_number': call_count}
">>),

%% Use the functions via create_task with __main__ module
{ok, Ref1} = py_event_loop:create_task(Loop, '__main__', process_data, [[1,2,3]]),
{ok, [2,4,6]} = py_event_loop:await(Ref1),

%% State is maintained
{ok, Ref2} = py_event_loop:create_task(Loop, '__main__', tracked_call, [42]),
{ok, #{<<"result">> := 42, <<"call_number">> := 1}} = py_event_loop:await(Ref2).
Evaluating Expressions
%% Quick evaluation in the process namespace
{ok, 100} = py_nif:event_loop_eval(LoopRef, <<"50 * 2">>),

%% Access previously defined variables
ok = py_nif:event_loop_exec(LoopRef, <<"config = {'timeout': 30}">>),
{ok, #{<<"timeout">> := 30}} = py_nif:event_loop_eval(LoopRef, <<"config">>).
Process Isolation
Each Erlang process has its own isolated namespace:
%% Two processes define the same variable name - no conflict
Pids = [spawn(fun() ->
    ok = py_nif:event_loop_exec(LoopRef, <<"my_id = ", (integer_to_binary(N))/binary>>),
    {ok, N} = py_nif:event_loop_eval(LoopRef, <<"my_id">>),
    io:format("Process ~p has my_id = ~p~n", [self(), N])
end) || N <- lists:seq(1, 5)].
Lock Ordering
To prevent ABBA deadlocks, locks must always be acquired in this order:
1. GIL (PyGILState_Ensure)
2. namespaces_mutex (pthread_mutex_lock)
This ordering is enforced in:
	ensure_process_namespace() - Called with GIL held, then acquires mutex
	event_loop_down() - Acquires GIL first, then mutex for cleanup
	event_loop_destructor() - Acquires GIL first, then mutex for cleanup

Cleanup Behavior
When a monitored process dies (event_loop_down) or the event loop is destroyed:
For main interpreter (interp_id == 0):
PyGILState_STATE gstate = PyGILState_Ensure();
pthread_mutex_lock(&loop->namespaces_mutex);
// Py_XDECREF(ns->globals), etc.
pthread_mutex_unlock(&loop->namespaces_mutex);
PyGILState_Release(gstate);
For subinterpreters (interp_id != 0):
pthread_mutex_lock(&loop->namespaces_mutex);
// Skip Py_XDECREF - cannot safely acquire subinterpreter GIL
// Objects freed when interpreter is destroyed
enif_free(ns);
pthread_mutex_unlock(&loop->namespaces_mutex);
This design accepts a minor memory leak (Python dicts not decrefd) to avoid the complexity and risk of acquiring a subinterpreter's GIL from an arbitrary thread.
Event Loop Pool with OWN_GIL Mode
For workloads requiring true parallel Python execution, the event loop pool can be configured to use OWN_GIL subinterpreters. Each worker thread has its own Python GIL, enabling parallel CPU-bound execution.
Architecture
┌─────────────────────────────────────────────────────────────────┐
│                    Main Interpreter                             │
│  ┌─────────────────────────────────────────────────────────┐   │
│  │   Event Loop Pool (coordination only)                   │   │
│  │   - Session registry (PID -> worker mapping)            │   │
│  │   - Process monitoring for cleanup                      │   │
│  └─────────────────────────────────────────────────────────┘   │
└─────────────────────────────────────────────────────────────────┘
                              │ dispatch via pipe
                              ▼
┌────────────┐ ┌────────────┐ ┌────────────┐ ┌────────────┐
│ OWN_GIL    │ │ OWN_GIL    │ │ OWN_GIL    │ │ OWN_GIL    │
│ Worker 0   │ │ Worker 1   │ │ Worker 2   │ │ Worker N   │
│ (GIL_0)    │ │ (GIL_1)    │ │ (GIL_2)    │ │ (GIL_N)    │
│            │ │            │ │            │ │            │
│ Sessions:  │ │ Sessions:  │ │ Sessions:  │ │ Sessions:  │
│ - PID_A    │ │ - PID_B    │ │ - PID_C    │ │ - PID_D    │
└────────────┘ └────────────┘ └────────────┘ └────────────┘
Configuration
Enable OWN_GIL mode in sys.config:
{erlang_python, [
    {event_loop_pool_size, 4},
    {event_loop_pool_owngil, true}
]}
Usage
The API remains unchanged - OWN_GIL mode is transparent:
%% Submit async task (routes to OWN_GIL worker automatically)
Ref = py_event_loop_pool:create_task(math, sqrt, [16.0]),
{ok, 4.0} = py_event_loop_pool:await(Ref).

%% Blocking run
{ok, Result} = py_event_loop_pool:run(my_module, compute, [Args]).

%% Fire-and-forget
ok = py_event_loop_pool:spawn_task(my_module, background_work, []).
Process Affinity
Each Erlang process is consistently mapped to the same worker based on PID hash:
%% All tasks from this process go to the same worker
Ref1 = py_event_loop_pool:create_task(math, sqrt, [4.0]),
Ref2 = py_event_loop_pool:create_task(math, sqrt, [9.0]),
Ref3 = py_event_loop_pool:create_task(math, sqrt, [16.0]),
%% Executes in order on a single worker
Session Management
Sessions are created automatically on first task submission and cleaned up when the process exits:
	Creation: First create_task from a PID creates a session
	Routing: Session maps PID to specific worker and namespace
	Cleanup: Process monitor triggers session destruction on exit

Performance
Benchmark comparison (4 workers):
	Workload	Regular Pool	OWN_GIL Pool	Speedup
	Sequential	~64K/sec	~137K/sec	2.1x
	Concurrent (4 procs)	~107K/sec	~196K/sec	1.8x
	CPU-bound parallel	207ms	105ms	2.0x

Run benchmark: escript examples/bench_owngil_pool.erl
When to Use OWN_GIL Mode
Use OWN_GIL when:
	Running CPU-bound Python code from multiple Erlang processes
	Need true parallel execution (not just concurrency)
	Python 3.14+ is available (subinterpreters require 3.14+ due to C
extension global-state bugs in 3.12/3.13)

Use regular mode when:
	Primarily I/O-bound operations
	Single-process workload
	Need shared state across all tasks
	Running on Python 3.12 or 3.13
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High-level API for executing Python code from Erlang.
This module provides a simple interface to call Python functions, execute Python code, and stream results from Python generators.
[bookmark: Examples]Examples
   %% Call a Python function
   {ok, Result} = py:call(json, dumps, [#{foo => bar}]).
  
   %% Call with keyword arguments
   {ok, Result} = py:call(json, dumps, [Data], #{indent => 2}).
  
   %% Execute raw Python code
   {ok, Result} = py:eval("1 + 2").
  
   %% Stream from a generator
   {ok, Stream} = py:stream(mymodule, generate_tokens, [Prompt]),
   lists:foreach(fun(Token) -> io:format("~s", [Token]) end, Stream).

      


      
        Summary


  
    Types
  


    
      
        py_args/0

      


    


    
      
        py_func/0

      


    


    
      
        py_kwargs/0

      


    


    
      
        py_module/0

      


    


    
      
        py_ref/0

      


    


    
      
        py_result/0

      


    





  
    Functions
  


    
      
        activate_venv(VenvPath)

      


        Activate a Python virtual environment. This modifies sys.path to use packages from the specified venv. The venv path should be the root directory (containing bin/lib folders).



    


    
      
        async_await(Ref)

      


        Wait for an async call to complete.



    


    
      
        async_await(Ref, Timeout)

      


        Wait for an async call with timeout.



    


    
      
        async_call(Module, Func, Args)

      


        Call a Python async function (coroutine). Returns immediately with a reference. Use async_await/1,2 to get the result. This is for calling functions defined with async def in Python.



    


    
      
        async_call(Module, Func, Args, Kwargs)

      


        Call a Python async function with keyword arguments.



    


    
      
        async_gather(Calls)

      


        Execute multiple async Python calls concurrently.



    


    
      
        async_gather(Calls, Timeout)

      


        Like async_gather/1 with explicit per-call timeout.



    


    
      
        await(Ref)

      


        Wait for an async call to complete.



    


    
      
        await(Ref, Timeout)

      


        Wait for an async call with timeout.



    


    
      
        call(Module, Func, Args)

      


        Call a Python function synchronously.



    


    
      
        call(Ctx, Module, Func, Args)

      


        Call a Python function with keyword arguments or on a named pool.



    


    
      
        call(Ctx, Module, Func, Args, Opts)

      


        Call a Python function with keyword arguments and optional timeout or pool.



    


    
      
        call_method(Ref, Method, Args)

      


        Call a method on a Python object reference.



    


    
      
        cast(Module, Func, Args)

      


        Fire-and-forget Python function call.



    


    
      
        cast(Ctx, Module, Func, Args)

      


        Fire-and-forget Python function call with context or kwargs.



    


    
      
        cast(Ctx, Module, Func, Args, Kwargs)

      


        Fire-and-forget Python function call with context and kwargs.



    


    
      
        clear_traces()

      


        Clear all collected trace spans.



    


    
      
        configure_logging()

      


        Configure Python logging to forward to Erlang logger. Uses default settings (debug level, default format).



    


    
      
        configure_logging(Opts)

      


        Configure Python logging with options. Options: level => debug | info | warning | error (default: debug) format => string() - Python format string (optional)



    


    
      
        context()

      


        Get the context for the current process.



    


    
      
        context(N)

      


        Get a specific context by index.



    


    
      
        contexts_started()

      


        Check if contexts have been started.



    


    
      
        deactivate_venv()

      


        Deactivate the current virtual environment. Restores sys.path to its original state.



    


    
      
        disable_tracing()

      


        Disable distributed tracing.



    


    
      
        dup_fd(Fd)

      


        Duplicate a file descriptor.



    


    
      
        enable_tracing()

      


        Enable distributed tracing from Python. After enabling, Python code can create spans with erlang.Span().



    


    
      
        ensure_venv(Path, RequirementsFile)

      


        Ensure a virtual environment exists and activate it.



    


    
      
        ensure_venv(Path, RequirementsFile, Opts)

      


        Ensure a virtual environment exists with options.



    


    
      
        eval(Code)

      


        Evaluate a Python expression and return the result.



    


    
      
        eval(Ctx, Code)

      


        Evaluate a Python expression with local variables.



    


    
      
        eval(Ctx, Code, Locals)

      


        Evaluate a Python expression with local variables and timeout.



    


    
      
        exec(Code)

      


        Execute Python statements (no return value expected).



    


    
      
        exec(Ctx, Code)

      


        Execute Python statements using a specific context.



    


    
      
        execution_mode()

      


        Get the current execution mode. Returns one of: - worker: Contexts use dedicated pthread per context (default). Provides stable thread affinity for numpy/torch/tensorflow compatibility. - owngil: Contexts use dedicated pthread + subinterpreter with own GIL. Enables true parallelism (Python 3.12+ with subinterpreter support).



    


    
      
        gc()

      


        Force Python garbage collection. Performs a full collection (all generations). Returns the number of unreachable objects collected.



    


    
      
        gc(Generation)

      


        Force garbage collection of a specific generation. Generation 0 collects only the youngest objects. Generation 1 collects generations 0 and 1. Generation 2 (default) performs a full collection.



    


    
      
        get_local_env(Ctx)

      


        Get or create a process-local Python environment for a context.



    


    
      
        get_traces()

      


        Get all collected trace spans. Returns a list of span maps with keys: name, span_id, parent_id, start_time, end_time, duration_us, status, attributes, events



    


    
      
        getattr(Ref, Name)

      


        Get an attribute from a Python object reference.



    


    
      
        is_ref(Term)

      


        Check if a term is a py_ref reference.



    


    
      
        memory_stats()

      


        Get Python memory statistics. Returns a map containing: - gc_stats: List of per-generation GC statistics - gc_count: Tuple of object counts per generation - gc_threshold: Collection thresholds per generation - traced_memory_current: Current traced memory (if tracemalloc enabled) - traced_memory_peak: Peak traced memory (if tracemalloc enabled)



    


    
      
        parallel(Calls)

      


        Execute multiple Python calls in true parallel using sub-interpreters. Each call runs in its own sub-interpreter with its own GIL, allowing CPU-bound Python code to run in parallel.



    


    
      
        register_function(Name, Fun)

      


        Register an Erlang function to be callable from Python. Python code can then call: erlang.call('name', arg1, arg2, ...) The function should accept a list of arguments and return a term.



    


    
      
        register_function(Name, Module, Function)

      


        Register an Erlang module:function to be callable from Python. The function will be called as Module:Function(Args).



    


    
      
        register_pool(Pool, Module)

      


        Register a module or module/function to use a specific pool.



    


    
      
        reload(Module)

      


        Reload a Python module across all contexts. This uses importlib.reload() to refresh the module from disk. Useful during development when Python code changes.



    


    
      
        shared_dict_del(Handle, Key)

      


        Delete a key from SharedDict.



    


    
      
        shared_dict_destroy(Handle)

      


        Explicitly destroy a SharedDict.



    


    
      
        shared_dict_get(Handle, Key)

      


        Get a value from SharedDict with default undefined.



    


    
      
        shared_dict_get(Handle, Key, Default)

      


        Get a value from SharedDict with custom default.



    


    
      
        shared_dict_keys(Handle)

      


        Get all keys from SharedDict.



    


    
      
        shared_dict_new()

      


        Create a new process-scoped SharedDict.



    


    
      
        shared_dict_set(Handle, Key, Value)

      


        Set a value in SharedDict.



    


    
      
        spawn_call(Module, Func, Args)

      


        Spawn a Python function call, returns immediately with a ref.



    


    
      
        spawn_call(Ctx, Module, Func, Args)

      


        Spawn a Python function call with context or kwargs.



    


    
      
        spawn_call(Ctx, Module, Func, Args, Kwargs)

      


        Spawn a Python function call with context and kwargs.



    


    
      
        start_contexts()

      


        Start the process-per-context system with default settings.



    


    
      
        start_contexts(Opts)

      


        Start the process-per-context system with options.



    


    
      
        state_clear()

      


        Clear all shared state.



    


    
      
        state_decr(Key)

      


        Atomically decrement a counter by 1.



    


    
      
        state_decr(Key, Amount)

      


        Atomically decrement a counter by Amount.



    


    
      
        state_fetch(Key)

      


        Fetch a value from shared state. This state is accessible from Python workers via state_get('key').



    


    
      
        state_incr(Key)

      


        Atomically increment a counter by 1.



    


    
      
        state_incr(Key, Amount)

      


        Atomically increment a counter by Amount.



    


    
      
        state_keys()

      


        Get all keys in shared state.



    


    
      
        state_remove(Key)

      


        Remove a key from shared state.



    


    
      
        state_store(Key, Value)

      


        Store a value in shared state. This state is accessible from Python workers via state_set('key', value).



    


    
      
        stop_contexts()

      


        Stop the process-per-context system.



    


    
      
        stream(Module, Func, Args)

      


        Stream results from a Python generator. Returns a list of all yielded values.



    


    
      
        stream(Module, Func, Args, Kwargs)

      


        Stream results from a Python generator with kwargs.



    


    
      
        stream_cancel(Ref)

      


        Cancel an active stream.



    


    
      
        stream_eval(Code)

      


        Stream results from a Python generator expression. Evaluates the expression and if it returns a generator, streams all values.



    


    
      
        stream_eval(Code, Locals)

      


        Stream results from a Python generator expression with local variables.



    


    
      
        stream_start(Module, Func, Args)

      


        Start a true streaming iteration from a Python generator.



    


    
      
        stream_start(Module, Func, Args, Opts)

      


        Start a true streaming iteration with options.



    


    
      
        subinterp_supported()

      


        Check if true parallel execution is supported. Returns true on Python 3.12+ which supports per-interpreter GIL.



    


    
      
        to_term(Ref)

      


        Convert a Python object reference to an Erlang term.



    


    
      
        tracemalloc_start()

      


        Start memory allocation tracing. After starting, memory_stats() will include traced_memory_current and traced_memory_peak values.



    


    
      
        tracemalloc_start(NFrame)

      


        Start memory tracing with specified frame depth. Higher frame counts provide more detailed tracebacks but use more memory.



    


    
      
        tracemalloc_stop()

      


        Stop memory allocation tracing.



    


    
      
        unregister_function(Name)

      


        Unregister a previously registered function.



    


    
      
        unregister_pool(Module)

      


        Unregister a module or module/function from pool routing.



    


    
      
        venv_info()

      


        Get information about the currently active virtual environment. Returns a map with venv_path and site_packages, or none if no venv is active.



    


    
      
        version()

      


        Get Python version string.
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          -type py_args() :: [term()].


      



  



  
    
      
    
    
      py_func/0



        
          
        

    

  


  

      

          -type py_func() :: atom() | binary() | string().
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          -type py_kwargs() :: #{atom() | binary() => term()}.


      



  



  
    
      
    
    
      py_module/0



        
          
        

    

  


  

      

          -type py_module() :: atom() | binary() | string().


      



  



  
    
      
    
    
      py_ref/0



        
          
        

    

  


  

      

          -type py_ref() :: reference().


      



  



  
    
      
    
    
      py_result/0



        
          
        

    

  


  

      

          -type py_result() :: {ok, term()} | {error, term()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      activate_venv(VenvPath)



        
          
        

    

  


  

      

          -spec activate_venv(string() | binary()) -> ok | {error, term()}.


      


Activate a Python virtual environment. This modifies sys.path to use packages from the specified venv. The venv path should be the root directory (containing bin/lib folders).
.pth files in the venv's site-packages directory are processed, so editable installs created by uv, pip, or any PEP 517/660 compliant tool work correctly. New paths are inserted at the front of sys.path so that venv packages take priority over system packages.
Example:
  ok = py:activate_venv(<<"/path/to/myenv">>).
  {ok, _} = py:call(sentence_transformers, 'SentenceTransformer', [<<"all-MiniLM-L6-v2">>]).

  



  
    
      
    
    
      async_await(Ref)



        
          
        

    

  


  

      

          -spec async_await(py_ref()) -> py_result().


      


Wait for an async call to complete.

  



  
    
      
    
    
      async_await(Ref, Timeout)



        
          
        

    

  


  

      

          -spec async_await(py_ref(), timeout()) -> py_result().


      


Wait for an async call with timeout.

  



  
    
      
    
    
      async_call(Module, Func, Args)



        
          
        

    

  


  

      

          -spec async_call(py_module(), py_func(), py_args()) -> py_ref().


      


Call a Python async function (coroutine). Returns immediately with a reference. Use async_await/1,2 to get the result. This is for calling functions defined with async def in Python.
Example:
  Ref = py:async_call(aiohttp, get, [<<"https://example.com">>]),
  {ok, Response} = py:async_await(Ref).

  



  
    
      
    
    
      async_call(Module, Func, Args, Kwargs)



        
          
        

    

  


  

      

          -spec async_call(py_module(), py_func(), py_args(), py_kwargs()) -> py_ref().


      


Call a Python async function with keyword arguments.

  



  
    
      
    
    
      async_gather(Calls)



        
          
        

    

  


  

      

          -spec async_gather([{py_module(), py_func(), py_args()}]) -> py_result().


      


Execute multiple async Python calls concurrently.
Each call is submitted to the event loop independently, so they run concurrently. Results are collected in the order of the input list. Sync functions are accepted and resolve immediately (the event loop short-circuits non-coroutines).
Returns {ok, [Result1, Result2, ...]} when every call succeeds, where each ResultN is the value returned by the corresponding call. Returns {error, {gather_failed, Errors}} if any call fails, where Errors is a list of {Index, Reason} tuples for each failure.
Example:
  {ok, [R1, R2, R3]} = py:async_gather([
      {aiohttp, get, [Url1]},
      {aiohttp, get, [Url2]},
      {aiohttp, get, [Url3]}
  ]).

  



  
    
      
    
    
      async_gather(Calls, Timeout)



        
          
        

    

  


  

      

          -spec async_gather([{py_module(), py_func(), py_args()}], timeout()) -> py_result().


      


Like async_gather/1 with explicit per-call timeout.

  



  
    
      
    
    
      await(Ref)



        
          
        

    

  


  

      

          -spec await(py_ref()) -> py_result().


      


Wait for an async call to complete.

  



  
    
      
    
    
      await(Ref, Timeout)



        
          
        

    

  


  

      

          -spec await(py_ref(), timeout()) -> py_result().


      


Wait for an async call with timeout.

  



  
    
      
    
    
      call(Module, Func, Args)



        
          
        

    

  


  

      

          -spec call(py_module(), py_func(), py_args()) -> py_result().


      


Call a Python function synchronously.
In worker mode, the call uses the process-local Python environment, allowing access to functions defined via py:exec() in the same process.

  



  
    
      
    
    
      call(Ctx, Module, Func, Args)



        
          
        

    

  


  

      

          -spec call(pid(), py_module(), py_func(), py_args()) -> py_result();
          (py_context_router:pool_name(), py_module(), py_func(), py_args()) -> py_result();
          (py_module(), py_func(), py_args(), py_kwargs()) -> py_result().


      


Call a Python function with keyword arguments or on a named pool.
This function has multiple signatures: - call(Ctx, Module, Func, Args) - Call using a specific context pid - call(Pool, Module, Func, Args) - Call using a named pool (default, io, etc.) - call(Module, Func, Args, Kwargs) - Call with keyword arguments on default pool
In worker mode, calls use the process-local Python environment.

  



  
    
      
    
    
      call(Ctx, Module, Func, Args, Opts)



        
          
        

    

  


  

      

          -spec call(pid(), py_module(), py_func(), py_args(), map()) -> py_result();
          (py_context_router:pool_name(), py_module(), py_func(), py_args(), py_kwargs()) -> py_result();
          (py_module(), py_func(), py_args(), py_kwargs(), timeout()) -> py_result().


      


Call a Python function with keyword arguments and optional timeout or pool.
This function has multiple signatures: - call(Ctx, Module, Func, Args, Opts) - Call using context with options map - call(Pool, Module, Func, Args, Kwargs) - Call using named pool with kwargs - call(Module, Func, Args, Kwargs, Timeout) - Call on default pool with timeout
Timeout is in milliseconds. Use infinity for no timeout. Rate limited via ETS-based semaphore to prevent overload.

  



  
    
      
    
    
      call_method(Ref, Method, Args)



        
          
        

    

  


  

      

          -spec call_method(reference(), atom() | binary(), list()) -> py_result().


      


Call a method on a Python object reference.
The reference carries the interpreter ID, so the call is automatically routed to the correct context.
Example:
  {ok, Ref} = py:call(Ctx, builtins, list, [[1,2,3]], #{return => ref}),
  {ok, 3} = py:call_method(Ref, '__len__', []).

  



  
    
      
    
    
      cast(Module, Func, Args)



        
          
        

    

  


  

      

          -spec cast(py_module(), py_func(), py_args()) -> ok.


      


Fire-and-forget Python function call.

  



  
    
      
    
    
      cast(Ctx, Module, Func, Args)



        
          
        

    

  


  

      

          -spec cast(pid(), py_module(), py_func(), py_args()) -> ok;
          (py_module(), py_func(), py_args(), py_kwargs()) -> ok.


      


Fire-and-forget Python function call with context or kwargs.

  



  
    
      
    
    
      cast(Ctx, Module, Func, Args, Kwargs)



        
          
        

    

  


  

      

          -spec cast(pid(), py_module(), py_func(), py_args(), py_kwargs()) -> ok.


      


Fire-and-forget Python function call with context and kwargs.

  



  
    
      
    
    
      clear_traces()



        
          
        

    

  


  

      

          -spec clear_traces() -> ok.


      


Clear all collected trace spans.

  



  
    
      
    
    
      configure_logging()



        
          
        

    

  


  

      

          -spec configure_logging() -> ok | {error, term()}.


      


Configure Python logging to forward to Erlang logger. Uses default settings (debug level, default format).

  



  
    
      
    
    
      configure_logging(Opts)



        
          
        

    

  


  

      

          -spec configure_logging(map()) -> ok | {error, term()}.


      


Configure Python logging with options. Options: level => debug | info | warning | error (default: debug) format => string() - Python format string (optional)
Example:
  ok = py:configure_logging(#{level => info}).

  



  
    
      
    
    
      context()



        
          
        

    

  


  

      

          -spec context() -> pid().


      


Get the context for the current process.
If the process has a bound context (via bind_context/1), returns that. Otherwise, selects a context based on the current scheduler ID.
This provides automatic load distribution across contexts while maintaining scheduler affinity for cache locality.

  



  
    
      
    
    
      context(N)



        
          
        

    

  


  

      

          -spec context(pos_integer()) -> pid().


      


Get a specific context by index.

  



  
    
      
    
    
      contexts_started()



        
          
        

    

  


  

      

          -spec contexts_started() -> boolean().


      


Check if contexts have been started.

  



  
    
      
    
    
      deactivate_venv()



        
          
        

    

  


  

      

          -spec deactivate_venv() -> ok | {error, term()}.


      


Deactivate the current virtual environment. Restores sys.path to its original state.

  



  
    
      
    
    
      disable_tracing()



        
          
        

    

  


  

      

          -spec disable_tracing() -> ok.


      


Disable distributed tracing.

  



  
    
      
    
    
      dup_fd(Fd)



        
          
        

    

  


  

      

          -spec dup_fd(integer()) -> {ok, integer()} | {error, term()}.


      


Duplicate a file descriptor.
Creates a copy of an existing file descriptor. Use this when handing off a socket fd to Python while keeping Erlang's ability to close its socket.
Example:
  {ok, ClientSock} = gen_tcp:accept(ListenSock),
  {ok, Fd} = inet:getfd(ClientSock),
  {ok, DupFd} = py:dup_fd(Fd),
  py_reactor_context:handoff(DupFd, #{type => tcp}),
  gen_tcp:close(ClientSock).  %% Safe - Python has its own fd copy

  



  
    
      
    
    
      enable_tracing()



        
          
        

    

  


  

      

          -spec enable_tracing() -> ok.


      


Enable distributed tracing from Python. After enabling, Python code can create spans with erlang.Span().

  



  
    
      
    
    
      ensure_venv(Path, RequirementsFile)



        
          
        

    

  


  

      

          -spec ensure_venv(string() | binary(), string() | binary()) -> ok | {error, term()}.


      


Ensure a virtual environment exists and activate it.
Creates a venv at Path if it doesn't exist, installs dependencies from RequirementsFile, and activates the venv.
RequirementsFile can be: - "requirements.txt" - standard pip requirements file - "pyproject.toml" - PEP 621 project file (installs with -e .)
Example:
  ok = py:ensure_venv("priv/venv", "requirements.txt").

  



  
    
      
    
    
      ensure_venv(Path, RequirementsFile, Opts)



        
          
        

    

  


  

      

          -spec ensure_venv(string() | binary(), string() | binary(), list()) -> ok | {error, term()}.


      


Ensure a virtual environment exists with options.
Options: - {extras, [string()]} - Install optional dependencies (pyproject.toml) - {installer, uv | pip} - Package installer (default: auto-detect) - {python, string()} - Python executable for venv creation - force - Recreate venv even if it exists
Example:
  %% With pyproject.toml and dev extras
  ok = py:ensure_venv("priv/venv", "pyproject.toml", [
      {extras, ["dev", "test"]}
  ]).
 
  %% Force uv installer
  ok = py:ensure_venv("priv/venv", "requirements.txt", [
      {installer, uv}
  ]).

  



  
    
      
    
    
      eval(Code)



        
          
        

    

  


  

      

          -spec eval(string() | binary()) -> py_result().


      


Evaluate a Python expression and return the result.
In worker mode, evaluation uses the process-local Python environment. Variables defined via exec are visible in eval within the same process.

  



  
    
      
    
    
      eval(Ctx, Code)



        
          
        

    

  


  

      

          -spec eval(pid(), string() | binary()) -> py_result();
          (string() | binary(), map()) -> py_result().


      


Evaluate a Python expression with local variables.
When the first argument is a pid (context), evaluates using the new process-per-context architecture with process-local environment.

  



  
    
      
    
    
      eval(Ctx, Code, Locals)



        
          
        

    

  


  

      

          -spec eval(pid(), string() | binary(), map()) -> py_result();
          (string() | binary(), map(), timeout()) -> py_result().


      


Evaluate a Python expression with local variables and timeout.
When the first argument is a pid (context), evaluates using the new process-per-context architecture with process-local environment.
Timeout is in milliseconds. Use infinity for no timeout.

  



  
    
      
    
    
      exec(Code)



        
          
        

    

  


  

      

          -spec exec(string() | binary()) -> ok | {error, term()}.


      


Execute Python statements (no return value expected).
In worker mode, the code runs in a process-local Python environment. Variables defined via exec persist within the calling Erlang process. In owngil mode, each context has its own isolated namespace.

  



  
    
      
    
    
      exec(Ctx, Code)



        
          
        

    

  


  

      

          -spec exec(pid(), string() | binary()) -> ok | {error, term()}.


      


Execute Python statements using a specific context.
This is the explicit context variant of exec/1. Uses the process-local environment for the calling process.

  



  
    
      
    
    
      execution_mode()



        
          
        

    

  


  

      

          -spec execution_mode() -> worker | owngil.


      


Get the current execution mode. Returns one of: - worker: Contexts use dedicated pthread per context (default). Provides stable thread affinity for numpy/torch/tensorflow compatibility. - owngil: Contexts use dedicated pthread + subinterpreter with own GIL. Enables true parallelism (Python 3.12+ with subinterpreter support).
The mode is determined by the context_mode application config:
  application:set_env(erlang_python, context_mode, owngil).

  



  
    
      
    
    
      gc()



        
          
        

    

  


  

      

          -spec gc() -> {ok, integer()} | {error, term()}.


      


Force Python garbage collection. Performs a full collection (all generations). Returns the number of unreachable objects collected.

  



  
    
      
    
    
      gc(Generation)



        
          
        

    

  


  

      

          -spec gc(0..2) -> {ok, integer()} | {error, term()}.


      


Force garbage collection of a specific generation. Generation 0 collects only the youngest objects. Generation 1 collects generations 0 and 1. Generation 2 (default) performs a full collection.

  



  
    
      
    
    
      get_local_env(Ctx)



        
          
        

    

  


  

      

          -spec get_local_env(pid()) -> reference().


      


Get or create a process-local Python environment for a context.
Each Erlang process can have Python environments per interpreter. The environments are stored in the process dictionary keyed by interpreter ID and are automatically freed when the process exits.
The environment is created inside the context's interpreter to ensure the correct memory allocator is used. This is critical for subinterpreters where each interpreter has its own memory allocator.

  



  
    
      
    
    
      get_traces()



        
          
        

    

  


  

      

          -spec get_traces() -> {ok, [map()]}.


      


Get all collected trace spans. Returns a list of span maps with keys: name, span_id, parent_id, start_time, end_time, duration_us, status, attributes, events

  



  
    
      
    
    
      getattr(Ref, Name)



        
          
        

    

  


  

      

          -spec getattr(reference(), atom() | binary()) -> py_result().


      


Get an attribute from a Python object reference.

  



  
    
      
    
    
      is_ref(Term)



        
          
        

    

  


  

      

          -spec is_ref(term()) -> boolean().


      


Check if a term is a py_ref reference.

  



  
    
      
    
    
      memory_stats()



        
          
        

    

  


  

      

          -spec memory_stats() -> {ok, map()} | {error, term()}.


      


Get Python memory statistics. Returns a map containing: - gc_stats: List of per-generation GC statistics - gc_count: Tuple of object counts per generation - gc_threshold: Collection thresholds per generation - traced_memory_current: Current traced memory (if tracemalloc enabled) - traced_memory_peak: Peak traced memory (if tracemalloc enabled)

  



  
    
      
    
    
      parallel(Calls)



        
          
        

    

  


  

      

          -spec parallel([{py_module(), py_func(), py_args()}]) -> py_result().


      


Execute multiple Python calls in true parallel using sub-interpreters. Each call runs in its own sub-interpreter with its own GIL, allowing CPU-bound Python code to run in parallel.
Requires Python 3.12+. Use subinterp_supported/0 to check availability.
Example:
  %% Run numpy matrix operations in parallel
  {ok, Results} = py:parallel([
      {numpy, dot, [MatrixA, MatrixB]},
      {numpy, dot, [MatrixC, MatrixD]},
      {numpy, dot, [MatrixE, MatrixF]}
  ]).
On older Python versions, returns {error, subinterpreters_not_supported}.

  



  
    
      
    
    
      register_function(Name, Fun)



        
          
        

    

  


  

      

          -spec register_function(Name :: atom() | binary(), Fun :: fun((list()) -> term())) -> ok.


      


Register an Erlang function to be callable from Python. Python code can then call: erlang.call('name', arg1, arg2, ...) The function should accept a list of arguments and return a term.

  



  
    
      
    
    
      register_function(Name, Module, Function)



        
          
        

    

  


  

      

          -spec register_function(Name :: atom() | binary(), Module :: atom(), Function :: atom()) -> ok.


      


Register an Erlang module:function to be callable from Python. The function will be called as Module:Function(Args).

  



  
    
      
    
    
      register_pool(Pool, Module)



        
          
        

    

  


  

      

          -spec register_pool(py_context_router:pool_name(), atom() | {atom(), atom()}) -> ok.


      


Register a module or module/function to use a specific pool.
After registration, calls to the module (or specific function) are automatically routed to the registered pool without changing call sites.
Examples:
  %% Route all requests.* calls to io pool
  py:register_pool(io, requests).
 
  %% Route only aiohttp.get to io pool
  py:register_pool(io, {aiohttp, get}).
 
  %% Calls now automatically route to the correct pool
  {ok, Resp} = py:call(requests, get, [Url]).  %% -> io pool
  {ok, 4.0} = py:call(math, sqrt, [16]).       %% -> default pool

  



  
    
      
    
    
      reload(Module)



        
          
        

    

  


  

      

          -spec reload(py_module()) -> ok | {error, [{context, term()}]}.


      


Reload a Python module across all contexts. This uses importlib.reload() to refresh the module from disk. Useful during development when Python code changes.
Note: This only affects already-imported modules. If the module hasn't been imported in a context yet, the reload is a no-op for that context.
Example:
  %% After modifying mymodule.py on disk:
  ok = py:reload(mymodule).
Returns ok if reload succeeded in all contexts, or {error, Reasons} if any contexts failed.

  



  
    
      
    
    
      shared_dict_del(Handle, Key)



        
          
        

    

  


  

      

          -spec shared_dict_del(reference(), binary()) -> ok.


      


Delete a key from SharedDict.

  



  
    
      
    
    
      shared_dict_destroy(Handle)



        
          
        

    

  


  

      

          -spec shared_dict_destroy(reference()) -> ok.


      


Explicitly destroy a SharedDict.
Marks the SharedDict as destroyed and clears its Python dict. After destruction, any further operations on this SharedDict will return badarg. This is idempotent - calling on an already-destroyed dict returns ok.

  



  
    
      
    
    
      shared_dict_get(Handle, Key)



        
          
        

    

  


  

      

          -spec shared_dict_get(reference(), binary()) -> term().


      


Get a value from SharedDict with default undefined.

  



  
    
      
    
    
      shared_dict_get(Handle, Key, Default)



        
          
        

    

  


  

      

          -spec shared_dict_get(reference(), binary(), term()) -> term().


      


Get a value from SharedDict with custom default.

  



  
    
      
    
    
      shared_dict_keys(Handle)



        
          
        

    

  


  

      

          -spec shared_dict_keys(reference()) -> [binary()].


      


Get all keys from SharedDict.

  



  
    
      
    
    
      shared_dict_new()



        
          
        

    

  


  

      

          -spec shared_dict_new() -> {ok, reference()} | {error, term()}.


      


Create a new process-scoped SharedDict.
Creates a SharedDict owned by the calling process. The dict is automatically destroyed when the owning process terminates. Values are stored as pickled bytes for cross-interpreter safety.
[bookmark: Example]Example
  {ok, SD} = py:shared_dict_new().
  ok = py:shared_dict_set(SD, <<"config">>, #{host => <<"localhost">>}).
  #{<<"host">> := <<"localhost">>} = py:shared_dict_get(SD, <<"config">>).

  



  
    
      
    
    
      shared_dict_set(Handle, Key, Value)



        
          
        

    

  


  

      

          -spec shared_dict_set(reference(), binary(), term()) -> ok | {error, term()}.


      


Set a value in SharedDict.
The value is pickled for cross-interpreter safety.

  



  
    
      
    
    
      spawn_call(Module, Func, Args)



        
          
        

    

  


  

      

          -spec spawn_call(py_module(), py_func(), py_args()) -> py_ref().


      


Spawn a Python function call, returns immediately with a ref.

  



  
    
      
    
    
      spawn_call(Ctx, Module, Func, Args)



        
          
        

    

  


  

      

          -spec spawn_call(pid(), py_module(), py_func(), py_args()) -> py_ref();
                (py_module(), py_func(), py_args(), py_kwargs()) -> py_ref().


      


Spawn a Python function call with context or kwargs.

  



  
    
      
    
    
      spawn_call(Ctx, Module, Func, Args, Kwargs)



        
          
        

    

  


  

      

          -spec spawn_call(pid(), py_module(), py_func(), py_args(), py_kwargs()) -> py_ref().


      


Spawn a Python function call with context and kwargs.

  



  
    
      
    
    
      start_contexts()



        
          
        

    

  


  

      

          -spec start_contexts() -> {ok, [pid()]} | {error, term()}.


      


Start the process-per-context system with default settings.
Creates one context per scheduler using worker mode.

  



  
    
      
    
    
      start_contexts(Opts)



        
          
        

    

  


  

      

          -spec start_contexts(map()) -> {ok, [pid()]} | {error, term()}.


      


Start the process-per-context system with options.
Options: - contexts - Number of contexts to create (default: number of schedulers) - mode - Context mode: worker or owngil (default: worker)

  



  
    
      
    
    
      state_clear()



        
          
        

    

  


  

      

          -spec state_clear() -> ok.


      


Clear all shared state.

  



  
    
      
    
    
      state_decr(Key)



        
          
        

    

  


  

      

          -spec state_decr(term()) -> integer().


      


Atomically decrement a counter by 1.

  



  
    
      
    
    
      state_decr(Key, Amount)



        
          
        

    

  


  

      

          -spec state_decr(term(), integer()) -> integer().


      


Atomically decrement a counter by Amount.

  



  
    
      
    
    
      state_fetch(Key)



        
          
        

    

  


  

      

          -spec state_fetch(term()) -> {ok, term()} | {error, not_found}.


      


Fetch a value from shared state. This state is accessible from Python workers via state_get('key').

  



  
    
      
    
    
      state_incr(Key)



        
          
        

    

  


  

      

          -spec state_incr(term()) -> integer().


      


Atomically increment a counter by 1.

  



  
    
      
    
    
      state_incr(Key, Amount)



        
          
        

    

  


  

      

          -spec state_incr(term(), integer()) -> integer().


      


Atomically increment a counter by Amount.

  



  
    
      
    
    
      state_keys()



        
          
        

    

  


  

      

          -spec state_keys() -> [term()].


      


Get all keys in shared state.

  



  
    
      
    
    
      state_remove(Key)



        
          
        

    

  


  

      

          -spec state_remove(term()) -> ok.


      


Remove a key from shared state.

  



  
    
      
    
    
      state_store(Key, Value)



        
          
        

    

  


  

      

          -spec state_store(term(), term()) -> ok.


      


Store a value in shared state. This state is accessible from Python workers via state_set('key', value).

  



  
    
      
    
    
      stop_contexts()



        
          
        

    

  


  

      

          -spec stop_contexts() -> ok.


      


Stop the process-per-context system.

  



  
    
      
    
    
      stream(Module, Func, Args)



        
          
        

    

  


  

      

          -spec stream(py_module(), py_func(), py_args()) -> py_result().


      


Stream results from a Python generator. Returns a list of all yielded values.

  



  
    
      
    
    
      stream(Module, Func, Args, Kwargs)



        
          
        

    

  


  

      

          -spec stream(py_module(), py_func(), py_args(), py_kwargs()) -> py_result().


      


Stream results from a Python generator with kwargs.

  



  
    
      
    
    
      stream_cancel(Ref)



        
          
        

    

  


  

      

          -spec stream_cancel(reference()) -> ok.


      


Cancel an active stream.
Sends a cancellation signal to stop the stream iteration. Any pending values may still be delivered before the stream stops.

  



  
    
      
    
    
      stream_eval(Code)



        
          
        

    

  


  

      

          -spec stream_eval(string() | binary()) -> py_result().


      


Stream results from a Python generator expression. Evaluates the expression and if it returns a generator, streams all values.

  



  
    
      
    
    
      stream_eval(Code, Locals)



        
          
        

    

  


  

      

          -spec stream_eval(string() | binary(), map()) -> py_result().


      


Stream results from a Python generator expression with local variables.

  



  
    
      
    
    
      stream_start(Module, Func, Args)



        
          
        

    

  


  

      

          -spec stream_start(py_module(), py_func(), py_args()) -> {ok, reference()}.


      


Start a true streaming iteration from a Python generator.
Unlike stream/3,4 which collects all values at once, this function returns immediately with a reference and sends values as events to the calling process as they are yielded.
Events sent to the owner process: - {py_stream, Ref, {data, Value}} - Each yielded value - {py_stream, Ref, done} - Stream completed - {py_stream, Ref, {error, Reason}} - Stream error
Supports both sync generators and async generators (coroutines).
Example:
  {ok, Ref} = py:stream_start(builtins, iter, [[1,2,3,4,5]]),
  receive_loop(Ref).
 
  receive_loop(Ref) ->
      receive
          {py_stream, Ref, {data, Value}} ->
              io:format("Got: ~p~n", [Value]),
              receive_loop(Ref);
          {py_stream, Ref, done} ->
              io:format("Complete~n");
          {py_stream, Ref, {error, Reason}} ->
              io:format("Error: ~p~n", [Reason])
      after 30000 ->
          timeout
      end.

  



  
    
      
    
    
      stream_start(Module, Func, Args, Opts)



        
          
        

    

  


  

      

          -spec stream_start(py_module(), py_func(), py_args(), map()) -> {ok, reference()}.


      


Start a true streaming iteration with options.
Options: - owner => pid() - Process to receive events (default: self())

  



  
    
      
    
    
      subinterp_supported()



        
          
        

    

  


  

      

          -spec subinterp_supported() -> boolean().


      


Check if true parallel execution is supported. Returns true on Python 3.12+ which supports per-interpreter GIL.

  



  
    
      
    
    
      to_term(Ref)



        
          
        

    

  


  

      

          -spec to_term(reference()) -> py_result().


      


Convert a Python object reference to an Erlang term.

  



  
    
      
    
    
      tracemalloc_start()



        
          
        

    

  


  

      

          -spec tracemalloc_start() -> ok | {error, term()}.


      


Start memory allocation tracing. After starting, memory_stats() will include traced_memory_current and traced_memory_peak values.

  



  
    
      
    
    
      tracemalloc_start(NFrame)



        
          
        

    

  


  

      

          -spec tracemalloc_start(pos_integer()) -> ok | {error, term()}.


      


Start memory tracing with specified frame depth. Higher frame counts provide more detailed tracebacks but use more memory.

  



  
    
      
    
    
      tracemalloc_stop()



        
          
        

    

  


  

      

          -spec tracemalloc_stop() -> ok | {error, term()}.


      


Stop memory allocation tracing.

  



  
    
      
    
    
      unregister_function(Name)



        
          
        

    

  


  

      

          -spec unregister_function(Name :: atom() | binary()) -> ok.


      


Unregister a previously registered function.

  



  
    
      
    
    
      unregister_pool(Module)



        
          
        

    

  


  

      

          -spec unregister_pool(atom() | {atom(), atom()}) -> ok.


      


Unregister a module or module/function from pool routing.
After unregistering, calls return to using the default pool.

  



  
    
      
    
    
      venv_info()



        
          
        

    

  


  

      

          -spec venv_info() -> {ok, map() | none} | {error, term()}.


      


Get information about the currently active virtual environment. Returns a map with venv_path and site_packages, or none if no venv is active.

  



  
    
      
    
    
      version()



        
          
        

    

  


  

      

          -spec version() -> {ok, binary()} | {error, term()}.


      


Get Python version string.

  


        

      


  

    
py_buffer 
    



      
Zero-copy WSGI input buffer for streaming HTTP bodies.
This module provides a buffer that can be written by Erlang and read by Python with zero-copy semantics. The buffer is suitable for use as wsgi.input in WSGI applications.
[bookmark: Usage]Usage
   %% Create a buffer (chunked encoding - unknown size)
   {ok, Buf} = py_buffer:new(),
  
   %% Or with known content length
   {ok, Buf} = py_buffer:new(1024),
  
   %% Write HTTP body chunks
   ok = py_buffer:write(Buf, <<"chunk1">>),
   ok = py_buffer:write(Buf, <<"chunk2">>),
  
   %% Signal end of data
   ok = py_buffer:close(Buf),
  
   %% Pass to Python WSGI - buffer is automatically converted
   py_context:call(Ctx, <<"myapp">>, <<"handle">>,
                   [#{<<"wsgi.input">> => Buf}], #{}).
On the Python side, the buffer provides a file-like interface:
      python
   def handle(environ):
       body = environ['wsgi.input'].read()  # Blocks until data ready
       # Or use readline(), readlines(), iteration
       for line in environ['wsgi.input']:
           process(line)

      


      
        Summary


  
    Functions
  


    
      
        close(Ref)

      


        Close the buffer (signal end of data).



    


    
      
        new()

      


        Create a new buffer for chunked/streaming data.



    


    
      
        new(ContentLength)

      


        Create a new buffer with known content length.



    


    
      
        write(Ref, Data)

      


        Write data to the buffer.



    





      


      
        Functions


        


  
    
      
    
    
      close(Ref)



        
          
        

    

  


  

      

          -spec close(reference()) -> ok.


      


Close the buffer (signal end of data).
Sets the EOF flag and wakes up any Python threads waiting for data. After calling close, no more data can be written, and Python's read() will return any remaining buffered data followed by empty bytes.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> {ok, reference()} | {error, term()}.


      


Create a new buffer for chunked/streaming data.
Use this when the content length is unknown (chunked transfer encoding). The buffer will grow as needed.

  



  
    
      
    
    
      new(ContentLength)



        
          
        

    

  


  

      

          -spec new(non_neg_integer() | undefined) -> {ok, reference()} | {error, term()}.


      


Create a new buffer with known content length.
Pre-allocates the buffer to the specified size for better performance.

  



  
    
      
    
    
      write(Ref, Data)



        
          
        

    

  


  

      

          -spec write(reference(), binary()) -> ok | {error, term()}.


      


Write data to the buffer.
Appends data to the buffer and signals any waiting Python readers. This function is safe to call from multiple processes, but typically only one process should write to a buffer.

  


        

      


  

    
py_byte_channel 
    



      
Raw byte channel for Erlang-Python communication.
ByteChannel provides raw byte streaming without term serialization, suitable for HTTP bodies, file transfers, and binary protocols.
Unlike py_channel which serializes Erlang terms, ByteChannel passes raw binaries directly without any encoding/decoding overhead.
[bookmark: Usage]Usage
   %% Create a byte channel
   {ok, Ch} = py_byte_channel:new(),
  
   %% Send raw bytes to Python
   ok = py_byte_channel:send(Ch, <<"HTTP/1.1 200 OK\r\n">>),
  
   %% Python receives via ByteChannel.receive_bytes()
   %% Python sends back via ByteChannel.send_bytes()
  
   %% Close when done
   py_byte_channel:close(Ch).
[bookmark: When_to_Use]When to Use
	HTTP request/response bodies
	File streaming
	Binary protocols without Erlang term overhead


      


      
        Summary


  
    Types
  


    
      
        channel/0

      


    


    
      
        opts/0

      


    





  
    Functions
  


    
      
        close(Channel)

      


        Close a byte channel.



    


    
      
        info(Channel)

      


        Get channel information.



    


    
      
        new()

      


        Create a new byte channel with default settings.



    


    
      
        new(Opts)

      


        Create a new byte channel with options.



    


    
      
        recv(Channel)

      


        Receive raw bytes from a channel (blocking).



    


    
      
        recv(Channel, Timeout)

      


        Receive raw bytes from a channel with timeout.



    


    
      
        register_callbacks()

      


        Register byte channel callback handlers for Python.



    


    
      
        send(Channel, Bytes)

      


        Send raw bytes to a channel.



    


    
      
        try_receive(Channel)

      


        Try to receive raw bytes from a channel (non-blocking).



    





      


      
        Types


        


  
    
      
    
    
      channel/0



        
          
        

    

  


  

      

          -type channel() :: reference().


      



  



  
    
      
    
    
      opts/0



        
          
        

    

  


  

      

          -type opts() :: #{max_size => non_neg_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      close(Channel)



        
          
        

    

  


  

      

          -spec close(channel()) -> ok.


      


Close a byte channel.
Signals Python receivers that no more bytes will arrive.

  



  
    
      
    
    
      info(Channel)



        
          
        

    

  


  

      

          -spec info(channel()) -> map().


      


Get channel information.
Returns a map with:
	size - Current queue size in bytes
	max_size - Maximum queue size (0 = unlimited)
	closed - Whether the channel is closed


  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> {ok, channel()} | {error, term()}.


      


Create a new byte channel with default settings.
Creates an unbounded channel for raw byte passing.

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(opts()) -> {ok, channel()} | {error, term()}.


      


Create a new byte channel with options.
Options:
	max_size - Maximum queue size in bytes for backpressure (0 = unlimited)


  



  
    
      
    
    
      recv(Channel)



        
          
        

    

  


  

      

          -spec recv(channel()) -> {ok, binary()} | {error, closed | term()}.


      


Receive raw bytes from a channel (blocking).
Blocks until data is available. Equivalent to recv(Channel, infinity).

  



  
    
      
    
    
      recv(Channel, Timeout)



        
          
        

    

  


  

      

          -spec recv(channel(), timeout()) -> {ok, binary()} | {error, closed | timeout | term()}.


      


Receive raw bytes from a channel with timeout.
Blocks until data is available or timeout expires.

  



  
    
      
    
    
      register_callbacks()



        
          
        

    

  


  

      

          -spec register_callbacks() -> ok.


      


Register byte channel callback handlers for Python.
This should be called during application startup to enable Python's erlang.call('_py_byte_channel_receive', ...) etc.

  



  
    
      
    
    
      send(Channel, Bytes)



        
          
        

    

  


  

      

          -spec send(channel(), binary()) -> ok | busy | {error, term()}.


      


Send raw bytes to a channel.
The binary is queued directly for Python to receive without any term serialization. If the queue exceeds max_size, returns busy (backpressure).

  



  
    
      
    
    
      try_receive(Channel)



        
          
        

    

  


  

      

          -spec try_receive(channel()) -> {ok, binary()} | {error, empty | closed | term()}.


      


Try to receive raw bytes from a channel (non-blocking).
Returns immediately with binary data or empty/closed status.

  


        

      


  

    
py_channel 
    



      
Bidirectional channel for Erlang-Python communication.
Channels provide efficient streaming message passing between Erlang processes and Python code without syscall overhead.
[bookmark: Usage]Usage
   %% Create a channel
   {ok, Ch} = py_channel:new(),
  
   %% Send messages to Python
   ok = py_channel:send(Ch, {request, self(), <<"data">>}),
  
   %% Python: ch = Channel(ref); msg = ch.receive()
   %% Python: reply(pid, term)
  
   %% Close when done
   py_channel:close(Ch).
[bookmark: Backpressure]Backpressure
Channels support backpressure via max_size option:
   {ok, Ch} = py_channel:new(#{max_size => 10000}),
   %% Returns 'busy' when queue exceeds max_size
   case py_channel:send(Ch, LargeData) of
       ok -> proceed;
       busy -> wait_and_retry
   end.
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        channel/0

      


    


    
      
        opts/0

      


    





  
    Functions
  


    
      
        close(Channel)

      


        Close a channel.



    


    
      
        info(Channel)

      


        Get channel information.



    


    
      
        new()

      


        Create a new channel with default settings.



    


    
      
        new(Opts)

      


        Create a new channel with options.



    


    
      
        register_callbacks()

      


        Register channel callback handlers for Python.



    


    
      
        send(Channel, Term)

      


        Send a message to a channel.



    





      


      
        Types


        


  
    
      
    
    
      channel/0



        
          
        

    

  


  

      

          -type channel() :: reference().


      



  



  
    
      
    
    
      opts/0



        
          
        

    

  


  

      

          -type opts() :: #{max_size => non_neg_integer()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      close(Channel)



        
          
        

    

  


  

      

          -spec close(channel()) -> ok.


      


Close a channel.
Signals Python receivers that no more messages will arrive. Any blocked receive() calls will raise StopIteration.

  



  
    
      
    
    
      info(Channel)



        
          
        

    

  


  

      

          -spec info(channel()) -> map().


      


Get channel information.
Returns a map with:
	size - Current queue size in bytes
	max_size - Maximum queue size (0 = unlimited)
	closed - Whether the channel is closed


  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          -spec new() -> {ok, channel()} | {error, term()}.


      


Create a new channel with default settings.
Creates an unbounded channel for message passing.

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(opts()) -> {ok, channel()} | {error, term()}.


      


Create a new channel with options.
Options:
	max_size - Maximum queue size in bytes for backpressure (0 = unlimited)


  



  
    
      
    
    
      register_callbacks()



        
          
        

    

  


  

      

          -spec register_callbacks() -> ok.


      


Register channel callback handlers for Python.
This should be called during application startup to enable Python's erlang.call('_py_channel_receive', ...) etc.

  



  
    
      
    
    
      send(Channel, Term)



        
          
        

    

  


  

      

          -spec send(channel(), term()) -> ok | busy | {error, term()}.


      


Send a message to a channel.
The term is serialized and queued for Python to receive. If the queue exceeds max_size, returns busy (backpressure).

  


        

      


  

    
py_context 
    



      
Python context process.
A py_context process owns a Python context (subinterpreter or worker). Each process has exclusive access to its context, eliminating mutex contention and enabling true N-way parallelism.
The context is created when the process starts and destroyed when it stops. All Python operations are serialized through message passing.
[bookmark: Callback_Handling]Callback Handling
When Python code calls erlang.call()`, the NIF returns a `{suspended, ...}` tuple instead of blocking. The context process handles the callback inline using a recursive receive pattern, enabling arbitrarily deep callback nesting. This approach is inspired by PyO3s suspension mechanism and avoids the deadlock issues that occur with separate callback handler processes.
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    Types
  


    
      
        context/0

      


    


    
      
        context_mode/0

      


    





  
    Functions
  


    
      
        call(Ctx, Module, Func, Args)

      


        Call a Python function with empty kwargs.



    


    
      
        call(Ctx, Module, Func, Args, Kwargs)

      


        Call a Python function.



    


    
      
        call(Ctx, Module, Func, Args, Kwargs, Timeout)

      


        Call a Python function with timeout.



    


    
      
        call(Ctx, Module, Func, Args, Kwargs, Timeout, EnvRef)

      


        Call a Python function with a process-local environment.



    


    
      
        call_method(Ctx, Ref, Method, Args)

      


        Call a method on a Python object reference.



    


    
      
        create_local_env(Ctx)

      


        Create a process-local Python environment for this context.



    


    
      
        destroy(Ctx)

      


        Alias for stop/1 for API consistency.



    


    
      
        eval(Ctx, Code)

      


        Evaluate a Python expression with empty locals.



    


    
      
        eval(Ctx, Code, Locals)

      


        Evaluate a Python expression.



    


    
      
        eval(Ctx, Code, Locals, Timeout)

      


        Evaluate a Python expression with timeout.



    


    
      
        eval(Ctx, Code, Locals, Timeout, EnvRef)

      


        Evaluate a Python expression with a process-local environment.



    


    
      
        exec(Ctx, Code)

      


        Execute Python statements.



    


    
      
        exec(Ctx, Code, EnvRef)

      


        Execute Python statements with a process-local environment.



    


    
      
        get_interp_id(Ctx)

      


        Get the interpreter ID for this context.



    


    
      
        get_nif_ref(Ctx)

      


        Get the NIF context reference from a context process. This is useful for calling low-level py_nif functions directly.



    


    
      
        is_subinterp(Ctx)

      


        Check if this context is a subinterpreter.



    


    
      
        new(Opts)

      


        Create a new context with options map.



    


    
      
        start_link(Id, Mode)

      


        Start a new py_context process.



    


    
      
        stop(Ctx)

      


        Stop a py_context process.



    


    
      
        to_term(Ref)

      


        Convert a Python object reference to an Erlang term.



    





      


      
        Types


        


  
    
      
    
    
      context/0



        
          
        

    

  


  

      

          -type context() :: pid().


      



  



  
    
      
    
    
      context_mode/0



        
          
        

    

  


  

      

          -type context_mode() :: worker | owngil.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      call(Ctx, Module, Func, Args)



        
          
        

    

  


  

      

          -spec call(context(), atom() | binary(), atom() | binary(), list()) -> {ok, term()} | {error, term()}.


      


Call a Python function with empty kwargs.
This is a convenience wrapper for call/5 that defaults Kwargs to #{}.

  



  
    
      
    
    
      call(Ctx, Module, Func, Args, Kwargs)



        
          
        

    

  


  

      

          -spec call(context(), atom() | binary(), atom() | binary(), list(), map()) ->
              {ok, term()} | {error, term()}.


      


Call a Python function.

  



  
    
      
    
    
      call(Ctx, Module, Func, Args, Kwargs, Timeout)



        
          
        

    

  


  

      

          -spec call(context(), atom() | binary(), atom() | binary(), list(), map(), timeout()) ->
              {ok, term()} | {error, term()}.


      


Call a Python function with timeout.

  



  
    
      
    
    
      call(Ctx, Module, Func, Args, Kwargs, Timeout, EnvRef)



        
          
        

    

  


  

      

          -spec call(context(), atom() | binary(), atom() | binary(), list(), map(), timeout(), reference()) ->
              {ok, term()} | {error, term()}.


      


Call a Python function with a process-local environment.

  



  
    
      
    
    
      call_method(Ctx, Ref, Method, Args)



        
          
        

    

  


  

      

          -spec call_method(context(), reference(), atom() | binary(), list()) -> {ok, term()} | {error, term()}.


      


Call a method on a Python object reference.

  



  
    
      
    
    
      create_local_env(Ctx)



        
          
        

    

  


  

      

          -spec create_local_env(context()) -> {ok, reference()} | {error, term()}.


      


Create a process-local Python environment for this context.
The environment is created inside the context's interpreter to ensure the correct memory allocator is used. This is critical for subinterpreters where each interpreter has its own memory allocator.
The returned EnvRef should be stored in the calling process's dictionary, keyed by interpreter ID.

  



  
    
      
    
    
      destroy(Ctx)



        
          
        

    

  


  

      

          -spec destroy(context()) -> ok.


      


Alias for stop/1 for API consistency.

  



  
    
      
    
    
      eval(Ctx, Code)



        
          
        

    

  


  

      

          -spec eval(context(), binary() | string()) -> {ok, term()} | {error, term()}.


      


Evaluate a Python expression with empty locals.
This is a convenience wrapper for eval/3 that defaults Locals to #{}.

  



  
    
      
    
    
      eval(Ctx, Code, Locals)



        
          
        

    

  


  

      

          -spec eval(context(), binary() | string(), map()) -> {ok, term()} | {error, term()}.


      


Evaluate a Python expression.

  



  
    
      
    
    
      eval(Ctx, Code, Locals, Timeout)



        
          
        

    

  


  

      

          -spec eval(context(), binary() | string(), map(), timeout()) -> {ok, term()} | {error, term()}.


      


Evaluate a Python expression with timeout.

  



  
    
      
    
    
      eval(Ctx, Code, Locals, Timeout, EnvRef)



        
          
        

    

  


  

      

          -spec eval(context(), binary() | string(), map(), timeout(), reference()) ->
              {ok, term()} | {error, term()}.


      


Evaluate a Python expression with a process-local environment.

  



  
    
      
    
    
      exec(Ctx, Code)



        
          
        

    

  


  

      

          -spec exec(context(), binary() | string()) -> ok | {error, term()}.


      


Execute Python statements.

  



  
    
      
    
    
      exec(Ctx, Code, EnvRef)



        
          
        

    

  


  

      

          -spec exec(context(), binary() | string(), reference()) -> ok | {error, term()}.


      


Execute Python statements with a process-local environment.

  



  
    
      
    
    
      get_interp_id(Ctx)



        
          
        

    

  


  

      

          -spec get_interp_id(context()) -> {ok, non_neg_integer()} | {error, term()}.


      


Get the interpreter ID for this context.

  



  
    
      
    
    
      get_nif_ref(Ctx)



        
          
        

    

  


  

      

          -spec get_nif_ref(context()) -> reference().


      


Get the NIF context reference from a context process. This is useful for calling low-level py_nif functions directly.

  



  
    
      
    
    
      is_subinterp(Ctx)



        
          
        

    

  


  

      

          -spec is_subinterp(context()) -> boolean().


      


Check if this context is a subinterpreter.
Returns true for subinterpreter mode, false for worker mode. In worker mode, process-local environments are used. In subinterpreter mode, each context has its own isolated namespace.

  



  
    
      
    
    
      new(Opts)



        
          
        

    

  


  

      

          -spec new(map()) -> {ok, context()} | {error, term()}.


      


Create a new context with options map.
Options: - mode - Context mode (worker | owngil), default: worker

  



  
    
      
    
    
      start_link(Id, Mode)



        
          
        

    

  


  

      

          -spec start_link(pos_integer(), context_mode()) -> {ok, pid()} | {error, term()}.


      


Start a new py_context process.
The process creates a Python context based on the mode: - worker - Create a thread-state worker (main interpreter namespace) - owngil - Create a sub-interpreter with its own GIL (Python 3.14+)
The owngil mode creates a dedicated pthread for each context, allowing true parallel Python execution. Requires Python 3.14+.

  



  
    
      
    
    
      stop(Ctx)



        
          
        

    

  


  

      

          -spec stop(context()) -> ok.


      


Stop a py_context process.

  



  
    
      
    
    
      to_term(Ref)



        
          
        

    

  


  

      

          -spec to_term(reference()) -> {ok, term()} | {error, term()}.


      


Convert a Python object reference to an Erlang term.

  


        

      


  

    
py_context_router 
    



      
Scheduler-affinity router for Python contexts.
This module provides automatic routing of Python calls to contexts based on the calling process's scheduler ID. This ensures that processes on the same scheduler reuse the same context, providing good cache locality while still enabling N-way parallelism.
[bookmark: Architecture]Architecture
   Scheduler 1 ---+
                  +---> Context 1 (Subinterp/Worker)
   Scheduler 2 ---+
                  +---> Context 2 (Subinterp/Worker)
   Scheduler 3 ---+
                  +---> Context 3 (Subinterp/Worker)
   ...            |
   Scheduler N ---+---> Context N (Subinterp/Worker)
   
[bookmark: Usage]Usage
   %% Start the router with default settings
   {ok, Contexts} = py_context_router:start(),
  
   %% Get context for current scheduler (automatic routing)
   Ctx = py_context_router:get_context(),
   {ok, Result} = py_context:call(Ctx, math, sqrt, [16], #{}),
  
   %% Or get a specific context by index
   Ctx2 = py_context_router:get_context(2),
  
   %% Bind a specific context to this process
   ok = py_context_router:bind_context(Ctx2),
   Ctx2 = py_context_router:get_context(), %% Returns bound context
  
   %% Unbind to return to scheduler-based routing
   ok = py_context_router:unbind_context().
   

      


      
        Summary
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        pool_name/0

      


    


    
      
        start_opts/0

      


    





  
    Functions
  


    
      
        bind_context(Ctx)

      


        Bind a context to the current process for the default pool.



    


    
      
        bind_context(Pool, Ctx)

      


        Bind a context to the current process for a specific pool.



    


    
      
        contexts()

      


        Get all context pids from the default pool.



    


    
      
        contexts(Pool)

      


        Get all context pids from a pool.



    


    
      
        get_context()

      


        Get the context for the current process from the default pool.



    


    
      
        get_context(N)

      


        Get a context by index or from a named pool.



    


    
      
        init_pool_registry()

      


        Initialize the pool registry.



    


    
      
        is_started()

      


        Check if contexts have been started and are still alive.



    


    
      
        list_pool_registrations()

      


        List all pool registrations.



    


    
      
        lookup_pool(Module, Func)

      


        Look up which pool a module/function is registered to.



    


    
      
        num_contexts()

      


        Get the number of contexts in the default pool.



    


    
      
        num_contexts(Pool)

      


        Get the number of contexts in a pool.



    


    
      
        pool_started(Pool)

      


        Check if a pool has been started and is still alive.



    


    
      
        register_pool(Pool, Module)

      


        Register a module to use a specific pool for all functions.



    


    
      
        register_pool(Pool, Module, Func)

      


        Register a specific module/function to use a specific pool.



    


    
      
        start()

      


        Start the context router with default settings.



    


    
      
        start(Opts)

      


        Start the context router with options.



    


    
      
        start_pool(Pool, Size)

      


        Start a named pool with given size.



    


    
      
        start_pool(Pool, Size, Mode)

      


        Start a named pool with given size and mode.



    


    
      
        stop()

      


        Stop the context router.



    


    
      
        stop_pool(Pool)

      


        Stop a named pool.



    


    
      
        unbind_context()

      


        Unbind the current process's context from the default pool.



    


    
      
        unbind_context(Pool)

      


        Unbind the current process's context from a specific pool.



    


    
      
        unregister_pool(Module)

      


        Unregister a module from pool routing.



    


    
      
        unregister_pool(Module, Func)

      


        Unregister a specific module/function from pool routing.



    





      


      
        Types


        


  
    
      
    
    
      pool_name/0



        
          
        

    

  


  

      

          -type pool_name() :: default | io | atom().


      



  



  
    
      
    
    
      start_opts/0



        
          
        

    

  


  

      

          -type start_opts() :: #{contexts => pos_integer(), mode => py_context:context_mode()}.


      



  


        

      

      
        Functions


        


  
    
      
    
    
      bind_context(Ctx)



        
          
        

    

  


  

      

          -spec bind_context(pid()) -> ok.


      


Bind a context to the current process for the default pool.
After binding, get_context/0 will always return this context instead of selecting by scheduler.

  



  
    
      
    
    
      bind_context(Pool, Ctx)



        
          
        

    

  


  

      

          -spec bind_context(pool_name(), pid()) -> ok.


      


Bind a context to the current process for a specific pool.

  



  
    
      
    
    
      contexts()



        
          
        

    

  


  

      

          -spec contexts() -> [pid()].


      


Get all context pids from the default pool.

  



  
    
      
    
    
      contexts(Pool)



        
          
        

    

  


  

      

          -spec contexts(pool_name()) -> [pid()].


      


Get all context pids from a pool.

  



  
    
      
    
    
      get_context()



        
          
        

    

  


  

      

          -spec get_context() -> pid().


      


Get the context for the current process from the default pool.
If the process has a bound context, returns that context. Otherwise, selects a context based on the current scheduler ID.

  



  
    
      
    
    
      get_context(N)



        
          
        

    

  


  

      

          -spec get_context(pos_integer() | pool_name()) -> pid().


      


Get a context by index or from a named pool.
When called with an integer, gets the Nth context from the default pool. When called with an atom, gets a scheduler-affinity context from that pool.

  



  
    
      
    
    
      init_pool_registry()



        
          
        

    

  


  

      

          -spec init_pool_registry() -> ok.


      


Initialize the pool registry.
This is called automatically on first registration. Safe to call multiple times - does nothing if already initialized.

  



  
    
      
    
    
      is_started()



        
          
        

    

  


  

      

          -spec is_started() -> boolean().


      


Check if contexts have been started and are still alive.

  



  
    
      
    
    
      list_pool_registrations()



        
          
        

    

  


  

      

          -spec list_pool_registrations() -> [{{atom(), atom() | '_'}, pool_name()}].


      


List all pool registrations.
Returns a list of {{Module, Func}, Pool} tuples.

  



  
    
      
    
    
      lookup_pool(Module, Func)



        
          
        

    

  


  

      

          -spec lookup_pool(atom(), atom()) -> pool_name().


      


Look up which pool a module/function is registered to.
First checks for a specific module+func registration. If not found, checks for a module-only registration. Returns default if no registration found.

  



  
    
      
    
    
      num_contexts()



        
          
        

    

  


  

      

          -spec num_contexts() -> non_neg_integer().


      


Get the number of contexts in the default pool.

  



  
    
      
    
    
      num_contexts(Pool)



        
          
        

    

  


  

      

          -spec num_contexts(pool_name()) -> non_neg_integer().


      


Get the number of contexts in a pool.

  



  
    
      
    
    
      pool_started(Pool)



        
          
        

    

  


  

      

          -spec pool_started(pool_name()) -> boolean().


      


Check if a pool has been started and is still alive.

  



  
    
      
    
    
      register_pool(Pool, Module)



        
          
        

    

  


  

      

          -spec register_pool(pool_name(), atom()) -> ok.


      


Register a module to use a specific pool for all functions.
All calls to Module:* will be routed to the specified pool.
Example:
  %% Route all 'requests' module calls to io pool
  py_context_router:register_pool(io, requests).

  



  
    
      
    
    
      register_pool(Pool, Module, Func)



        
          
        

    

  


  

      

          -spec register_pool(pool_name(), atom(), atom()) -> ok.


      


Register a specific module/function to use a specific pool.
Calls to Module:Func will be routed to the specified pool. More specific registrations (module+func) take precedence over module-only registrations.
Example:
  %% Route requests.get to io pool
  py_context_router:register_pool(io, requests, get).

  



  
    
      
    
    
      start()



        
          
        

    

  


  

      

          -spec start() -> {ok, [pid()]} | {error, term()}.


      


Start the context router with default settings.
Creates one context per scheduler using worker mode.

  



  
    
      
    
    
      start(Opts)



        
          
        

    

  


  

      

          -spec start(start_opts()) -> {ok, [pid()]} | {error, term()}.


      


Start the context router with options.
Options: - contexts - Number of contexts to create (default: number of schedulers) - mode - Context mode: worker or owngil (default: worker)

  



  
    
      
    
    
      start_pool(Pool, Size)



        
          
        

    

  


  

      

          -spec start_pool(pool_name(), pos_integer()) -> {ok, [pid()]} | {error, term()}.


      


Start a named pool with given size.

  



  
    
      
    
    
      start_pool(Pool, Size, Mode)



        
          
        

    

  


  

      

          -spec start_pool(pool_name(), pos_integer(), py_context:context_mode()) ->
                    {ok, [pid()]} | {error, term()}.


      


Start a named pool with given size and mode.

  



  
    
      
    
    
      stop()



        
          
        

    

  


  

      

          -spec stop() -> ok.


      


Stop the context router.
Stops the default pool and removes persistent_term entries.

  



  
    
      
    
    
      stop_pool(Pool)



        
          
        

    

  


  

      

          -spec stop_pool(pool_name()) -> ok.


      


Stop a named pool.

  



  
    
      
    
    
      unbind_context()



        
          
        

    

  


  

      

          -spec unbind_context() -> ok.


      


Unbind the current process's context from the default pool.
After unbinding, get_context/0 will return to scheduler-based selection.

  



  
    
      
    
    
      unbind_context(Pool)



        
          
        

    

  


  

      

          -spec unbind_context(pool_name()) -> ok.


      


Unbind the current process's context from a specific pool.

  



  
    
      
    
    
      unregister_pool(Module)



        
          
        

    

  


  

      

          -spec unregister_pool(atom()) -> ok.


      


Unregister a module from pool routing.
Calls will return to using the default pool.

  



  
    
      
    
    
      unregister_pool(Module, Func)



        
          
        

    

  


  

      

          -spec unregister_pool(atom(), atom()) -> ok.


      


Unregister a specific module/function from pool routing.

  


        

      


  

    
py_context_sup 
    



      
Supervisor for py_context processes.
This is a simple_one_for_one supervisor that manages py_context processes. New contexts are started via start_context/2.

      


      
        Summary


  
    Functions
  


    
      
        start_context(Id, Mode)

      


        Start a new py_context under this supervisor.



    


    
      
        start_link()

      


        Start the supervisor.



    


    
      
        stop_context(Pid)

      


        Stop a context by its PID.



    


    
      
        which_contexts()

      


        List all running context PIDs.



    





      


      
        Functions


        


  
    
      
    
    
      start_context(Id, Mode)



        
          
        

    

  


  

      

          -spec start_context(term(), py_context:context_mode()) -> {ok, pid()} | {error, term()}.


      


Start a new py_context under this supervisor.

  



  
    
      
    
    
      start_link()



        
          
        

    

  


  

      

          -spec start_link() -> {ok, pid()} | {error, term()}.


      


Start the supervisor.

  



  
    
      
    
    
      stop_context(Pid)



        
          
        

    

  


  

      

          -spec stop_context(pid()) -> ok | {error, term()}.


      


Stop a context by its PID.

  



  
    
      
    
    
      which_contexts()



        
          
        

    

  


  

      

          -spec which_contexts() -> [pid()].


      


List all running context PIDs.

  


        

      


  

    
py_event_worker 
    



      
Event worker for Erlang-native asyncio event loop.
This gen_server implements the scalable I/O model with one worker per Python context. Each worker: - Receives {select, FdRes, Ref, ready_input|ready_output} directly from enif_select - Handles {timeout, TimerRef} messages for timer dispatch - Manages timers via erlang:send_after to self()

      


      
        Summary


  
    Functions
  


    
      
        code_change(OldVsn, State, Extra)

      


    


    
      
        get_loop_ref(Pid)

      


    


    
      
        get_worker_id(Pid)

      


    


    
      
        handle_call(Request, From, State)

      


    


    
      
        handle_cast(Msg, State)

      


    


    
      
        handle_info(Info, State)

      


    


    
      
        init(_)

      


    


    
      
        start_link(WorkerId, LoopRef)

      


    


    
      
        start_link(WorkerId, LoopRef, Opts)

      


    


    
      
        stop(Pid)

      


    


    
      
        terminate(Reason, State)

      


    





      


      
        Functions


        


  
    
      
    
    
      code_change(OldVsn, State, Extra)



        
          
        

    

  


  


  



  
    
      
    
    
      get_loop_ref(Pid)



        
          
        

    

  


  


  



  
    
      
    
    
      get_worker_id(Pid)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_call(Request, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(Msg, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(Info, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(WorkerId, LoopRef)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link(WorkerId, LoopRef, Opts)



        
          
        

    

  


  


  



  
    
      
    
    
      stop(Pid)



        
          
        

    

  


  


  



  
    
      
    
    
      terminate(Reason, State)



        
          
        

    

  


  


  


        

      


  

    
py_event_worker_registry 
    



      
ETS-based registry for event workers. Provides O(1) worker lookup by loop_id.

      


      
        Summary


  
    Functions
  


    
      
        code_change(_, State, _)

      


    


    
      
        handle_call(_, From, State)

      


    


    
      
        handle_cast(_, State)

      


    


    
      
        handle_info(_, State)

      


    


    
      
        init(_)

      


    


    
      
        list_all()

      


    


    
      
        lookup(LoopId)

      


    


    
      
        lookup_pid(LoopId)

      


    


    
      
        register(LoopId, WorkerPid, LoopRef)

      


    


    
      
        start_link()

      


    


    
      
        terminate(_, _)

      


    


    
      
        unregister(LoopId)

      


    





      


      
        Functions


        


  
    
      
    
    
      code_change(_, State, _)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_call(_, From, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_cast(_, State)



        
          
        

    

  


  


  



  
    
      
    
    
      handle_info(_, State)



        
          
        

    

  


  


  



  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      list_all()



        
          
        

    

  


  


  



  
    
      
    
    
      lookup(LoopId)



        
          
        

    

  


  


  



  
    
      
    
    
      lookup_pid(LoopId)



        
          
        

    

  


  


  



  
    
      
    
    
      register(LoopId, WorkerPid, LoopRef)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  



  
    
      
    
    
      terminate(_, _)



        
          
        

    

  


  


  



  
    
      
    
    
      unregister(LoopId)



        
          
        

    

  


  


  


        

      


  

    
py_event_worker_sup 
    



      
Supervisor for dynamic event workers.

      


      
        Summary


  
    Functions
  


    
      
        init(_)

      


    


    
      
        start_link()

      


    


    
      
        start_worker(WorkerId, LoopRef)

      


    


    
      
        stop_worker(WorkerPid)

      


    





      


      
        Functions


        


  
    
      
    
    
      init(_)



        
          
        

    

  


  


  



  
    
      
    
    
      start_link()



        
          
        

    

  


  


  



  
    
      
    
    
      start_worker(WorkerId, LoopRef)



        
          
        

    

  


  


  



  
    
      
    
    
      stop_worker(WorkerPid)



        
          
        

    

  


  


  


        

      


  

    
py_import 
    



      
Import and path registry for Python interpreters.
This module manages the global import and path registries that are applied to all Python interpreters. Imports and paths are applied immediately to all running interpreters and stored for new interpreters.
[bookmark: Configuration]Configuration
Imports and paths can be configured in the application environment:
   {erlang_python, [
       {imports, [{json, dumps}, {math, sqrt}, {os, getcwd}]},
       {paths, ["/path/to/modules"]}
   ]}
[bookmark: Examples]Examples
   %% Register modules for import in all interpreters (immediate + future)
   ok = py_import:ensure_imported(json).
   ok = py_import:ensure_imported(math, sqrt).
  
   %% Add paths to sys.path in all interpreters (immediate + future)
   ok = py_import:add_path("/path/to/my/modules").
  
   %% Check registry contents
   Imports = py_import:all_imports().
   Paths = py_import:all_paths().

      


      
        Summary


  
    Types
  


    
      
        py_func/0

      


    


    
      
        py_module/0

      


    





  
    Functions
  


    
      
        add_path(Path)

      


        Add a path to sys.path in all interpreters.



    


    
      
        add_paths(Paths)

      


        Add multiple paths to sys.path in all interpreters.



    


    
      
        all_imports()

      


        Get all registered imports from the global registry.



    


    
      
        all_paths()

      


        Get all registered paths from the global registry.



    


    
      
        clear_imports()

      


        Clear all registered imports from the global registry.



    


    
      
        clear_paths()

      


        Clear all registered paths from the global registry.



    


    
      
        ensure_imported(Module)

      


        Register a module for import in all interpreters.



    


    
      
        ensure_imported(Module, Func)

      


        Register a module/function for import in all interpreters.



    


    
      
        import_list()

      


        List all registered imports.



    


    
      
        init()

      


        Initialize the import and path registry ETS tables.



    


    
      
        is_imported(Module)

      


        Check if a module is registered in the import registry.



    


    
      
        is_imported(Module, Func)

      


        Check if a module/function is registered in the import registry.



    


    
      
        is_path_added(Path)

      


        Check if a path is registered in the path registry.



    





      


      
        Types


        


  
    
      
    
    
      py_func/0



        
          
        

    

  


  

      

          -type py_func() :: atom() | binary() | string().


      



  



  
    
      
    
    
      py_module/0



        
          
        

    

  


  

      

          -type py_module() :: atom() | binary() | string().


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_path(Path)



        
          
        

    

  


  

      

          -spec add_path(string() | binary() | atom()) -> ok.


      


Add a path to sys.path in all interpreters.
Adds the path immediately to sys.path in all running interpreters (contexts and event loops) and stores it for future interpreters.
Example:
  ok = py_import:add_path("/path/to/my/modules"),
  {ok, Result} = py:call(mymodule, myfunc, []).

  



  
    
      
    
    
      add_paths(Paths)



        
          
        

    

  


  

      

          -spec add_paths([string() | binary() | atom()]) -> ok.


      


Add multiple paths to sys.path in all interpreters.
Adds all paths to the global path registry. Paths are added in order, so the first path in the list will be first in sys.path.
Example:
  ok = py_import:add_paths(["/path/to/lib1", "/path/to/lib2"]),
  {ok, Result} = py:call(mymodule, myfunc, []).

  



  
    
      
    
    
      all_imports()



        
          
        

    

  


  

      

          -spec all_imports() -> [{binary(), binary() | all}].


      


Get all registered imports from the global registry.
Returns a list of {Module, Func | all} tuples representing all modules/functions registered for automatic import.
Example:
  ok = py_import:ensure_imported(json),
  ok = py_import:ensure_imported(math, sqrt),
  [{<<"json">>, all}, {<<"math">>, <<"sqrt">>}] = py_import:all_imports().

  



  
    
      
    
    
      all_paths()



        
          
        

    

  


  

      

          -spec all_paths() -> [binary()].


      


Get all registered paths from the global registry.
Returns a list of paths in the order they were added.
Example:
  ok = py_import:add_path("/path/to/modules"),
  [<<"/path/to/modules">>] = py_import:all_paths().

  



  
    
      
    
    
      clear_imports()



        
          
        

    

  


  

      

          -spec clear_imports() -> ok.


      


Clear all registered imports from the global registry.
Removes all entries from the registry. Does not affect already-running interpreters.

  



  
    
      
    
    
      clear_paths()



        
          
        

    

  


  

      

          -spec clear_paths() -> ok.


      


Clear all registered paths from the global registry.
Removes all entries from the path registry. Does not affect already-running interpreters.

  



  
    
      
    
    
      ensure_imported(Module)



        
          
        

    

  


  

      

          -spec ensure_imported(py_module()) -> ok | {error, term()}.


      


Register a module for import in all interpreters.
Imports the module immediately in all running interpreters and adds it to the registry for future interpreters.
The __main__ module is never cached.
Example:
  ok = py_import:ensure_imported(json),
  {ok, Result} = py:call(json, dumps, [Data]).

  



  
    
      
    
    
      ensure_imported(Module, Func)



        
          
        

    

  


  

      

          -spec ensure_imported(py_module(), py_func()) -> ok | {error, term()}.


      


Register a module/function for import in all interpreters.
Imports the module immediately in all running interpreters and adds it to the registry for future interpreters.
The __main__ module is never cached.
Example:
  ok = py_import:ensure_imported(json, dumps),
  {ok, Result} = py:call(json, dumps, [Data]).

  



  
    
      
    
    
      import_list()



        
          
        

    

  


  

      

          -spec import_list() -> {ok, #{binary() => [binary()]}} | {error, term()}.


      


List all registered imports.
Returns a map of modules to their registered functions. Module names are binary keys, function lists are the values. An empty list means only the module is registered (no specific functions).
Example:
  ok = py_import:ensure_imported(json),
  ok = py_import:ensure_imported(json, dumps),
  ok = py_import:ensure_imported(json, loads),
  ok = py_import:ensure_imported(math),
  {ok, #{<<"json">> => [<<"dumps">>, <<"loads">>],
         <<"math">> => []}} = py_import:import_list().

  



  
    
      
    
    
      init()



        
          
        

    

  


  

      

          -spec init() -> ok.


      


Initialize the import and path registry ETS tables.
This is called automatically during application startup. Also loads imports and paths from application config. Safe to call multiple times - does nothing if already initialized.

  



  
    
      
    
    
      is_imported(Module)



        
          
        

    

  


  

      

          -spec is_imported(py_module()) -> boolean().


      


Check if a module is registered in the import registry.

  



  
    
      
    
    
      is_imported(Module, Func)



        
          
        

    

  


  

      

          -spec is_imported(py_module(), py_func()) -> boolean().


      


Check if a module/function is registered in the import registry.

  



  
    
      
    
    
      is_path_added(Path)



        
          
        

    

  


  

      

          -spec is_path_added(string() | binary() | atom()) -> boolean().


      


Check if a path is registered in the path registry.

  


        

      


  

    
py_preload 
    



      
Python preload code registry.
Allows users to preload Python code that executes during interpreter initialization. The resulting globals become the base namespace that process-local environments inherit from.
[bookmark: Usage]Usage
   %% At application startup
   py_preload:set_code(<<"
   import json
   import os
  
   def shared_helper(x):
       return x * 2
  
   CONFIG = {'debug': True}
   ">>).
  
   %% Later, any context will have these preloaded
   {ok, Ctx} = py_context:new(#{mode => worker}),
   {ok, 10} = py:eval(Ctx, <<"shared_helper(5)">>).
[bookmark: Storage]Storage
Uses persistent_term for the preload code. Changes only affect newly created contexts; existing contexts are not modified.

      


      
        Summary


  
    Functions
  


    
      
        apply_preload(Ref)

      


        Apply preload code to a context reference.



    


    
      
        clear_code()

      


        Clear the preload code.



    


    
      
        get_code()

      


        Get the current preload code.



    


    
      
        has_preload()

      


        Check if preload code is configured.



    


    
      
        set_code(Code)

      


        Set preload code to be executed once per interpreter at init.



    





      


      
        Functions


        


  
    
      
    
    
      apply_preload(Ref)



        
          
        

    

  


  

      

          -spec apply_preload(reference()) -> ok | {error, term()}.


      


Apply preload code to a context reference.
Called internally by py_context during context initialization. Executes the preload code in the context's interpreter.

  



  
    
      
    
    
      clear_code()



        
          
        

    

  


  

      

          -spec clear_code() -> ok.


      


Clear the preload code.
New contexts will start with empty globals. Existing contexts are not affected.

  



  
    
      
    
    
      get_code()



        
          
        

    

  


  

      

          -spec get_code() -> binary() | undefined.


      


Get the current preload code.

  



  
    
      
    
    
      has_preload()



        
          
        

    

  


  

      

          -spec has_preload() -> boolean().


      


Check if preload code is configured.

  



  
    
      
    
    
      set_code(Code)



        
          
        

    

  


  

      

          -spec set_code(binary() | iolist()) -> ok.


      


Set preload code to be executed once per interpreter at init.
The code is executed in the interpreter's __main__ namespace. All defined functions, variables, and imports become available in process-local environments.

  


        

      


  

    
py_reactor_context 
    



      
Reactor context process with FD ownership.
This module extends py_context with FD ownership and {select, ...} handling for the Erlang-as-Reactor architecture.
Each py_reactor_context process: - Owns a Python context (subinterpreter or worker) - Handles FD handoffs from py_reactor_acceptor - Receives {select, FdRes, Ref, ready_input/ready_output} messages from BEAM - Calls Python protocol handlers via reactor NIFs
[bookmark: Connection_Lifecycle]Connection Lifecycle
1. Acceptor sends {fd_handoff, Fd, ClientInfo} to this process 2. Process registers FD via py_nif:reactor_register_fd/3 3. Process calls py_nif:reactor_init_connection/3 to create Python protocol 4. BEAM sends {select, FdRes, Ref, ready_input} when data is available 5. Process calls py_nif:reactor_on_read_ready/2 to process data 6. Python returns action (continue, write_pending, close) 7. Process acts on action (reselect read, select write, close)

      


      
        Summary


  
    Functions
  


    
      
        handoff(Fd, ClientInfo)

      


        Hand off a file descriptor to this reactor context.



    


    
      
        handoff(Ctx, Fd, ClientInfo)

      


        Hand off a file descriptor to a specific reactor context.



    


    
      
        start_link(Id, Mode)

      


        Start a new py_reactor_context process.



    


    
      
        start_link(Id, Mode, Opts)

      


        Start a new py_reactor_context process with options.



    


    
      
        stats(Ctx)

      


        Get context statistics.



    


    
      
        stop(Ctx)

      


        Stop a py_reactor_context process.



    





      


      
        Functions


        


  
    
      
    
    
      handoff(Fd, ClientInfo)



        
          
        

    

  


  

      

          -spec handoff(integer(), map()) -> ok | {error, term()}.


      


Hand off a file descriptor to this reactor context.
The context takes ownership of the FD and will handle I/O events. This is the main entry point for handing off accepted connections.

  



  
    
      
    
    
      handoff(Ctx, Fd, ClientInfo)



        
          
        

    

  


  

      

          -spec handoff(pid(), integer(), map()) -> ok | {error, term()}.


      


Hand off a file descriptor to a specific reactor context.

  



  
    
      
    
    
      start_link(Id, Mode)



        
          
        

    

  


  

      

          -spec start_link(pos_integer(), atom()) -> {ok, pid()} | {error, term()}.


      


Start a new py_reactor_context process.

  



  
    
      
    
    
      start_link(Id, Mode, Opts)



        
          
        

    

  


  

      

          -spec start_link(pos_integer(), atom(), map()) -> {ok, pid()} | {error, term()}.


      


Start a new py_reactor_context process with options.
Options: - max_connections: Maximum connections per context (default: 100) - app_module: Python module containing ASGI/WSGI app - app_callable: Python callable name (e.g., "app", "application") - setup_code: Binary Python code to execute after context creation (useful for setting up protocol factory)

  



  
    
      
    
    
      stats(Ctx)



        
          
        

    

  


  

      

          -spec stats(pid()) -> map().


      


Get context statistics.

  



  
    
      
    
    
      stop(Ctx)



        
          
        

    

  


  

      

          -spec stop(pid()) -> ok.


      


Stop a py_reactor_context process.

  


        

      


  

    
py_semaphore 
    



      
ETS-based counting semaphore for rate limiting Python operations.
Based on the Discord semaphore pattern. Uses atomic ETS operations for high concurrency without a gen_server bottleneck.
The semaphore limits concurrent Python operations to prevent: - Memory exhaustion from unbounded request queuing - Dirty scheduler pool starvation - System overload under burst traffic

      


      
        Summary


  
    Functions
  


    
      
        acquire(Timeout)

      


        Acquire a slot in the semaphore. Blocks with exponential backoff until a slot is available or timeout. Returns ok on success, {error, max_concurrent} on timeout.



    


    
      
        current()

      


        Get the current number of operations in flight.



    


    
      
        init()

      


        Initialize the semaphore ETS table. Safe to call multiple times - will not recreate if already exists.



    


    
      
        max_concurrent()

      


        Get the maximum concurrent operations allowed.



    


    
      
        release()

      


        Release a slot in the semaphore. Must be called after acquire/1 completes, typically in an after clause.



    


    
      
        set_max_concurrent(Max)

      


        Dynamically set the maximum concurrent operations. Takes effect immediately for new acquire calls.



    





      


      
        Functions


        


  
    
      
    
    
      acquire(Timeout)



        
          
        

    

  


  

      

          -spec acquire(timeout()) -> ok | {error, max_concurrent}.


      


Acquire a slot in the semaphore. Blocks with exponential backoff until a slot is available or timeout. Returns ok on success, {error, max_concurrent} on timeout.

  



  
    
      
    
    
      current()



        
          
        

    

  


  

      

          -spec current() -> non_neg_integer().


      


Get the current number of operations in flight.

  



  
    
      
    
    
      init()



        
          
        

    

  


  

      

          -spec init() -> ok.


      


Initialize the semaphore ETS table. Safe to call multiple times - will not recreate if already exists.

  



  
    
      
    
    
      max_concurrent()



        
          
        

    

  


  

      

          -spec max_concurrent() -> pos_integer().


      


Get the maximum concurrent operations allowed.

  



  
    
      
    
    
      release()



        
          
        

    

  


  

      

          -spec release() -> ok.


      


Release a slot in the semaphore. Must be called after acquire/1 completes, typically in an after clause.

  



  
    
      
    
    
      set_max_concurrent(Max)



        
          
        

    

  


  

      

          -spec set_max_concurrent(pos_integer()) -> ok.


      


Dynamically set the maximum concurrent operations. Takes effect immediately for new acquire calls.

  


        

      


  

    
py_state 
    



      
Shared state storage for Python workers.
This module provides a simple key-value store backed by ETS that Python code can use to share state between workers. Since each Python worker has its own namespace, this provides a way to share data across calls.
[bookmark: Python_Usage]Python Usage
      python
   from erlang import state_set, state_get, state_delete, state_keys
   from erlang import state_incr, state_decr
  
   # Store data
   state_set('my_key', {'data': [1, 2, 3]})
  
   # Retrieve data
   value = state_get('my_key')  # {'data': [1, 2, 3]}
  
   # Atomic counters (thread-safe)
   state_incr('hits')        # increment by 1, returns new value
   state_incr('hits', 10)    # increment by 10
   state_decr('hits')        # decrement by 1
   state_decr('hits', 5)     # decrement by 5
  
   # Delete data
   state_delete('my_key')
  
   # List all keys
   keys = state_keys()  # ['other_key', ...]
[bookmark: Erlang_Usage]Erlang Usage
      erlang
   py_state:store(<<"my_key">>, #{data => [1, 2, 3]}).
   {ok, Value} = py_state:fetch(<<"my_key">>).
  
   %% Atomic counters
   1 = py_state:incr(<<"counter">>).
   11 = py_state:incr(<<"counter">>, 10).
   10 = py_state:decr(<<"counter">>).

      


      
        Summary


  
    Functions
  


    
      
        clear()

      


        Clear all entries from the shared state.



    


    
      
        decr(Key)

      


        Atomically decrement a counter by 1.



    


    
      
        decr(Key, Amount)

      


        Atomically decrement a counter by Amount.



    


    
      
        fetch(Key)

      


        Fetch a value from the shared state.



    


    
      
        incr(Key)

      


        Atomically increment a counter by 1. Initializes to 1 if not exists.



    


    
      
        incr(Key, Amount)

      


        Atomically increment a counter by Amount. Initializes to Amount if not exists.



    


    
      
        init_tab()

      


        Initialize the ETS table for shared state. Called by supervisor for resilience - table survives process crashes.



    


    
      
        keys()

      


        Get all keys in the shared state.



    


    
      
        register_callbacks()

      


        Register state functions as callbacks for Python access. Called after py_callback is started.



    


    
      
        remove(Key)

      


        Remove a key from the shared state.



    


    
      
        store(Key, Value)

      


        Store a value in the shared state.



    





      


      
        Functions


        


  
    
      
    
    
      clear()



        
          
        

    

  


  

      

          -spec clear() -> ok.


      


Clear all entries from the shared state.

  



  
    
      
    
    
      decr(Key)



        
          
        

    

  


  

      

          -spec decr(Key :: term()) -> integer().


      


Atomically decrement a counter by 1.

  



  
    
      
    
    
      decr(Key, Amount)



        
          
        

    

  


  

      

          -spec decr(Key :: term(), Amount :: integer()) -> integer().


      


Atomically decrement a counter by Amount.

  



  
    
      
    
    
      fetch(Key)



        
          
        

    

  


  

      

          -spec fetch(Key :: term()) -> {ok, term()} | {error, not_found}.


      


Fetch a value from the shared state.

  



  
    
      
    
    
      incr(Key)



        
          
        

    

  


  

      

          -spec incr(Key :: term()) -> integer().


      


Atomically increment a counter by 1. Initializes to 1 if not exists.

  



  
    
      
    
    
      incr(Key, Amount)



        
          
        

    

  


  

      

          -spec incr(Key :: term(), Amount :: integer()) -> integer().


      


Atomically increment a counter by Amount. Initializes to Amount if not exists.

  



  
    
      
    
    
      init_tab()



        
          
        

    

  


  

      

          -spec init_tab() -> ok.


      


Initialize the ETS table for shared state. Called by supervisor for resilience - table survives process crashes.

  



  
    
      
    
    
      keys()



        
          
        

    

  


  

      

          -spec keys() -> [term()].


      


Get all keys in the shared state.

  



  
    
      
    
    
      register_callbacks()



        
          
        

    

  


  

      

          -spec register_callbacks() -> ok.


      


Register state functions as callbacks for Python access. Called after py_callback is started.

  



  
    
      
    
    
      remove(Key)



        
          
        

    

  


  

      

          -spec remove(Key :: term()) -> ok.


      


Remove a key from the shared state.

  



  
    
      
    
    
      store(Key, Value)



        
          
        

    

  


  

      

          -spec store(Key :: term(), Value :: term()) -> ok | {error, full | reserved_key}.


      


Store a value in the shared state.
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